
Abstract�Over low bit rate channels, we adopt the streaming 
of nonlinearly sampled video frames (i.e., key-frame slideshow) 
synchronized with the audio stream. Given the channel and 
buffer limits, we wish to obtain a set of sampled frames that is not 
only feasible (i.e., no frame drop) but also optimal in terms of 
maximal information flow (given that the semantic information 
contents of each frame can be quantified in a way either auto-
matically or manually). Different application scenarios are con-
sidered and modeled in a principle way, for which we propose 
computationally efficient algorithms for finding the global opti-
mal solution.    

The contributions of this paper include the novel modeling 
scheme for channel and buffer limits in the video temporal sam-
pling problem; the analysis and development of the correspond-
ing efficient algorithms for finding the global optimal solution; 
and the extension and analysis of these algorithms for practical 
application scenarios. The proposed algorithms have made possi-
ble the automated production of the new form of video streaming 
over low bit rate channels for devices with limited memory and 
storage capability. 

Index Terms�video streaming, low bit rate communication, 
nonlinear temporal sampling, dynamic programming, Z-B dia-
gram, T-C knapsack problem. 

 

I. INTRODUCTION 

The demand for streaming video over low bit-rate 
channels is increasing in a fast pace for many applica-
tions, ranging from newscast, video conferencing, dis-
tance learning, entertainment, etc. However, a major 
bottleneck is at the timely delivery of the large amount 
of data through a very limited bandwidth, e.g., only 9.6 
kilobits per second (Kbps) for some of today�s popular 
mobile devices. 

Solutions have been proposed in the directions of re-
ducing spatial resolution; reducing signal-to-noise ratio 
(SNR); color and gray-scale transformations [1]; or re-
ducing the frame rate [2, 3]. Study has shown that better 
viewer perception and understanding can be achieved 
through reduction of frame rate instead of reduction of 
spatial resolution and SNR [4], since for frames that are 
too small or too distorted, the necessary details can be 

                                                      
1 Manuscript received ____________. 
Xiang Sean Zhou is with the Beckman Institute, University 

of Illinois at Urbana Champaign, Urbana, IL 61801 USA (e-
mail: xzhou2@ifp.uiuc.edu). 

Shih-Ping Liou is with Siemens Corporate Research, 755 
College Road East, Princeton, NJ 08540 USA (e-mail: 
liou@scr.siemens.com). 

Publisher Item Identifier ____________________ 

completely lost, and the viewer can get distracted and 
frustrated (Figure 1).  

However, most current implementations for temporal 
scalability, using such as H.263, MPEG-4, and temporal 
sub-band coding [3], adopt a linear, uniform sampling 
scheme disregarding the varying semantic importance of 
different frames or segments. 

We argue in favor of nonlinear reduction of frame rate 
taking into account the relative semantic importance of 
each frame or segment. In other words, over a low bit 
rate channel we stream a sequence of non-linearly sam-
pled frames (�key-frames� or �key-segments�) for syn-
chronized display with the audio [5].  

To facilitate such a streaming task over low bit rate 
channels, two issues shall be addressed: one is the quan-
titative analysis of the semantic saliency of each video 
frame, which is part of an on-going research effort ac-
tively pursued by the signal processing, computer vision, 
speech and natural language understanding, and informa-
tion retrieval communities [6, 7]. Assuming the quantita-
tive saliency assessment of each frame is available, the 
other issue is: for a low bandwidth and a limited buffer 
size on the client side, how do we find a streamable (i.e., 
no buffer overflow/underflow) sequence of frames 
whose accumulated information (or �saliency score�) is 
maximal?  

The emphasis of this paper is put on the second issue, 
i.e., the modeling of the channel and buffer limits as the 
constraints to an optimal frame selection problem; and 
the development and analysis of algorithms for finding 
the sequence of video frames that not only is guaranteed 
to stream over the given channel and with the preset 
buffer, but also yields the maximal information flow 
(Figure 2). 

The issue of content-sensitive video streaming has re-
cently been discussed in the literature in, e.g., [5, 8, 9, 
10].  Although utilizing various video content analysis 
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Figure 1. Over a low bit rate channel, a 236-frame video segment can 
be effectively represented by one key-frame (a) plus audio, while the 
quality reduced 236-frame sequence�with bit-rate 1/5 of the 
original�fails to deliver the key information (b).  
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tools, they only proposed greedy, short-term traffic pre-
diction schemes: [5, 9] applied ad hoc strategies to per-
form dynamic resource allocation and to increase link 
utilization; while [8] used a neural network to predict the 
resource request based on training data that take into 
account contents and bandwidth statistics. None of 
above provided a global optimal solution�here �global� 
can be interpreted as either the span of the full video or a 
segment across multiple shots/scenes, depending upon 
the available computational power at the streaming 
server.  

Another similar research topic focuses on �bandwidth 
smoothing� [11]. The emphasis is on the reduction of 
burstiness of a variable-bit-rate stream by minimize ei-
ther the number of changes in the transmission rate, or 
the variability of the bandwidth requirements, or the 
utilization of client buffer, or some general cost metrics 
[11, 12, 13, 14, 15], etc. In general, smoothing algo-
rithms attempt to reduce the peak transmission rate, 
without semantic level content-awareness [12]. A com-
mon goal of these algorithms is to find a �smooth� 
server transmission schedule. Therefore, they are well 
suited for Video-on-Demand servers over high speed 
networks. Our proposed algorithm, however, deals with 
a different problem where we have assumed a fixed, or 
time-varying but known (section VI-C) bandwidth, of 
which we intent to make full usage. Our approach made 
a shift of emphasis from �what resource is needed� to 
�what content to transmit�. In a nut shell, our aim is on 
the selection of video frames based on content saliency 
for transmission over scarce resources, namely very low 
bit-rate channels and small-buffer devices. Our proposed 
key-frame adjacency graph and Z-B diagram are differ-
ent from existing models as well, which can, in an intui-
tive way, reveal the nature of the problem and capture 
the essence of the algorithms (section V-A). With proper 
graphical models, the use of dynamic programming 
principle becomes straightforward.  

In this paper two optimal sampling schemes are pre-
sented and analyzed. In both cases we assume the audio 
track is streamed using part of the bandwidth and the 
remaining capacity is used to transmit the key-frames. 

The client side displays the frames synchronized with 
the original audio stream. The first scheme assumes a 
minimal buffer size of one frame on the client side, for 
which the data production and consumption is most 
tightly coupled; the second scheme assumes a larger, but 
limited buffer, and more flexible sampling (i.e., higher 
degree of nonlinearity) can be achieved. Both scenarios 
are developed assuming a limited buffer capability on 
the client side, which is true for some hand-held devices. 

The major contributions of this paper include the ex-
plicit modeling of channel and buffer limits into the op-
timization problem in principled ways; the development 
of the corresponding efficient algorithms for finding the 
global optimal solutions; and the extension and analysis 
of these algorithms for practical application scenarios, 
such as variable frame sizes, time-varying bandwidth, 
user interventions in optimal frame selection, and com-
bined key-frame and key-segment selection. 

The proposed streaming format and the facilitating al-
gorithms are especially suitable for low bit rate channels 
and clients with a small buffer size. This is the case for 
wireless video applications on today�s hand-held de-
vices.  The buffer size limit can be either due to the 
physical constraint of the device, or due to forceful algo-
rithmic design for copyright protection.    

The remainder of this paper is organized as follows: 
Section II and III present the problem and discuss appli-
cation scenarios and assumptions. Section IV presents 
the algorithms for the Minimum-Bufffer (MB) streaming 
scenario, where minimal buffer is assumed. Section V 
and VI propose and discuss the algorithmic variants for 
the Limited-Buffer (LB) scenario, where a buffer of lim-
ited size is used on the client side. This is the more 
flexible and promising algorithm for practical considera-
tions, and has been extended in ways to fit the real world 
requirements. Section VII discusses the experimental 
evaluations on real world videos. Conclusions are drawn 
in Section VIII. 

II. PROBLEM STATEMENT 

Let�s assume for the time being that each frame is al-
ready assigned a �saliency score�, which is a positive 

                      
 
 
 

 
 
 
Figure 2. Key-frame streaming over low bit rate channels. The cen-
tral module�optimal key-frame selection with the channel and 
buffer constraints�is the focus of this paper. 
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real value denoted by xi, i = 1, 2,�, N, with N being the 
total number of frames. The primary goal is to select 
frames so that the total score is maximized. When suffi-
cient bandwidth is available or unlimited buffering is 
allowed, all frames shall be selected.  

However with very low bit rate channels and limited 
buffer size such as the case for a wireless hand-held de-
vice, not all the frames are streamable losslessly. The 
problem is then how to select the subset of frames that is 
not only optimal (i.e., with maximal total score) but also 
guaranteed streamable (i.e., without buffer overflow or 
underflow)?  

As an orthogonal issue, the saliency score of each 
frame can be either automatically assigned using video 
analysis tools based on audio-visual or textual features 
such as motion, color, audio/speech, and closed captions; 
or manually assigned by a subject; or a combination of 
the two.  

 

III. SCENARIOS AND ASSUMPTIONS  

We investigate two scenarios: the first is the Mini-
mum-Bufffer (MB) scenario, for which we assume the 
client can buffer at most one frame before displaying and 
then deleting it. Specifically, the client will display the 
current frame according to its time stamp and cannot 
buffer later frames before the current frame is displayed. 
This assumption takes to the extreme the buffer limit for 
the client, and can maximally protect the contents from 
possible copyright infringement.  

The second is the Limited-Buffer (LB) scenario, for 
which we assume that the client has a buffer that can 
accommodate multiple frames at a time (Figure 3). By 
�limited� we mean that the buffer is not big enough to 
hold the whole video sequence. For this scenario we as-
sume the server will continuously dump selected key-
frames onto the channel to make full usage of the band-
width and also to minimize communication overhead 
between the server and the client.  

For the Minimum-Bufffer scenario, intuitively, limited 
bandwidth will prevent timely delivery of a long se-
quence of closely sampled key-frames, which leads to a 
constraint of minimal time stamp difference between any 
consecutive key-frames; while limited buffer size makes 
large �gaps� (i.e., long sequences of non-key-frames) 
unreasonable since the frame(s) in the middle of the gap 
may be transmitted for �free� through the channel in-
stead of idling.  

For the Limited-Buffer scenario, a large gap between 
two adjacent key-frames can cause buffer overflow since 
the server is continuously dumping data into the buffer 
while the client is not consuming. On the other hand, a 
long sequence of densely sampled key-frames can cause 
buffer underflow (if not overflow at first) because the 

server will not have time to transmit the whole sequence 
in time due to the channel constraint. In both cases if the 
optimal sequence were not used, the bandwidth would 
be wasted and unintended frame drops could occur.   

Note that Minimum-Bufffer is not the special case of 
Limited-Buffer with buffer size set to 1, since we assume 
that for the Minimum-Bufffer scenario, the server can 
idle while in the Limited-Buffer case, server will not idle. 

 

IV. MINIMUM-BUFFFER FORMULATION 

For the Minimum-Bufffer scenario, there is virtually no 
buffering allowed at the client side except for the next 
frame to be displayed. This setup in fact leads to the 
�minimal gap� constraint, i.e.,  �no two consecutive key-
frames shall have a time gap smaller than Tmin�, where 
Tmin is the minimal sampling interval in terms of the mul-
tiple of the inversed frame rate, which is also the number 
of frames displayed at the original frame rate during the 
time for transmitting one frame through the channel. Tmin 
is always greater than one for the problems of our inter-
est. Note that here we have assumed equal file size for 
all frames. For example, if the channel can transmit one 
frame using 0.1 second for a video at 30 frames per sec-
ond, Tmin = 3. If the server tries to stream two consecu-
tive frames, the client cannot buffer the second frame 
until it has displayed the first frame. After displaying the 
first frame it should display the second frame after 0.033 
second, however it takes 0.1 second to receive the sec-
ond frame through the channel. Thus the second frame 
cannot arrive at the client on time and will eventually be 
dropped. In fact it is easy to prove that any two frames 
that are less than Tmin frames apart are not streamable 
under this scenario.  

Therefore a straightforward formulation is as follows: 

∑
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Here m is the number of frames in the optimal subset. 
Since this is not directly solvable, in the following we 
shall try reformulating it into well-known formats.  

A. As an Integer Optimization Problem 

First of all, this problem can be transformed into an in-
teger optimization problem as follows:  
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with si = 0 or 1; I  is a vector of length (N � Tmin + 1) 
with all 1�s; and A is a matrix of dimension (N � Tmin + 
1) by N in the following form, assuming Tmin = 3:  
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This is a typical integer optimization problem with 
inequality constraints.  

However, the number of constraints implied in Equa-
tion (4) is (N � Tmin + 1), which is too large for any off-
the-shelf integer programming algorithms to handle in 
practice. 

Due to the special structure of the A matrix, which im-
plies an extra set of constraints, we can reformulate this 
problem into a shortest path problem: 

B. As a Shortest Path Problem 

A careful examination of the original �minimal gap� 
constraints and the objective function reveals another set 
of implied constraints, namely, the �maximal gap� con-
straints, i.e., �no two adjacent key-frames shall be more 
than 2Tmin�1 frames apart� (Two frames are said to be 
�one frame apart� when they are adjacent). This is sim-
ply because that if two adjacent key-frames are 2Tmin 
frames apart, we can add the middle frame to increase 
the total score without violating the �minimal gap� con-
straint. In reality this means that we should have in-
cluded the middle frame as a key-frame and transmitted 
it for free instead of letting the channel idle for a time 
period that is enough to transmit a full frame. With these 
new constraints, we can draw a key-frame adjacency 
graph as shown in Figure 4, where we have assumed 
again that the bandwidth is 1/3 of the frame rate, i.e., 
Tmin = 3. (Of course, we have ignored for now any over-
head costs and the possible save introduced by predictive 
video coding).  

A path from �Start� to �End� in Figure 4 indicates a 
possible frame selection scheme that conforms to the 
�minimal and maximal gap� constraints; and the one 
with the maximal accumulated weights is the solution to 
the problem. This can be solved using a shortest path 

algorithm such as the Dijkstra�s algorithm, which in 
general has a complexity of O(N2) if directly applied, or 
O(TminN logN) if a heap is used [16]. 

C. Dynamic Programming Solution  

Considering the special structure of the graph in 
Figure 4, i.e., the overall single direction of flow from 
the start to the end, and the limited �look back� at each 
frame�only the 3rd, 4th, and 5th frames upstream in this 
case�we can in fact use a dynamic programming strat-
egy to solve this problem directly.  

The dynamic programming strategy takes the view 
that if a smaller problem is part of a larger problem, the 
optimal solution for the latter shall contain the optimal 
solution for the former. Because if there exists a better 
solution for the small problem, adopting that solution 
shall improve the solution of the larger problem as well, 
which contradicts the claim that the larger problem has 
already reached optimum. For the problem at hand, if 
any intermediate frame is included in the final optimal 
set, then all frames on its backtrack path shall be part of 
the global optimal set. 

Therefore all we need to do is to store at each frame 
�the best accumulated score so far� and �the path 
through which to achieve it� as we examine the frames 
sequentially from left to right. This will have a complex-
ity of O(TminN).  

Specifically, the accumulative score AcuScore(i) for 
the ith frame can be calculated as:  
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At the end we only need to compare the accumulated 
scores at the last Tmin frames and pick the largest. Then 
backtracking from there shall reveal the optimal set of 
key-frames to be selected.  

Table 1 shows an example of two cases. Note that 
with the slight change of the score of the last frame 
(from 418 =x  in case I to 518 =x  in case II), the optimal 
sequence changes completely, which verifies that in 
general any local (in time) greedy algorithm is not guar-
anteed to reach the global optimum.  

N=18, m=3 

Start 

End 

 
Figure 4 Keyframe adjacency graph: The short vertical lines represent the frames along the time axis. An arc/edge indicates possible adja-
cency between the two frames it connects. Frames that are not directly connected cannot be adjacent in an optimal solution. Each arc has a 
weight equal to the score of the frame it starts from. The three edges from the �Start� point have weights all 0�s. 



 

V. LIMITED-BUFFER FORMULATION 

A more flexible thus more practical scenario is the 
Limited-buffer scenario, for which we allow the client to 
buffer multiple frames (but not the whole video file). In 
addition, we impose the following assumptions: 1. Once 
initialized, a server will continuously �dump� data into 
the client buffer through the channel to fully utilize the 
designated bandwidth. 2. The key-frames are transmitted 
in the order of their display-time stamps. 3. The client 
will start playing the audio stream after a preroll time 
has passed since the streaming started on the server side; 
and display each key-frame at its display-time which is 
synchronized with the original audio. Immediately after 
a frame is displayed it is removed from the buffer. See 
Figure 3 for an illustration, where the buffer is imple-
mented as a queue. 

The potential streaming failures the algorithm at-
tempts to avoid include buffer overflow�when an en-
queue operation causes data loss by exceeding the 
maximal buffer size�and buffer underflow�when a 
dequeue operation can not be executed due to incom-
plete data in the queue. 

A. Channel and Buffer Modeling using Z-B Diagram  

To fully integrate channel and buffer limits into a con-
strained streaming model, we propose a �zigzag buffer 
diagram�, or Z-B diagram, as shown in the lower part of 
Figure 5, to depict primarily the buffer states versus 
time, because all streaming failures can be modeled as 
either buffer overflow or underflow.  

The two solid thick horizontal lines represent the up-
per and lower buffer limits. The horizontal axis repre-
sents time in terms of frame number. Each downward 
arrow depicts a dequeue operation of that frame. The 
arrow points down to indicate a release of buffer space 
therefore the length of an arrow is proportional to the 
encoded size of the corresponding frame. The slanted 
lines between the upper and the lower buffer limits are 
called enqueue lines, which depict the increase of the 
buffer content by transmission. Therefore the slope of 
the enqueue lines represents the channel bandwidth. Pre-
roll�the difference in starting times between the server 
and the client�can take any positive value, but is rec-
ommended to be at least greater than the time to transmit 
one frame, so that the first frame has a chance of being 
selected. As an input, the preroll time determines the 

Buffer size = 3 frames, 

Tmin = 2. 
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Figure 5. Z-B diagram for optimal key-frame selection with buffer constraint. The top portion shows a synthetic sequence of 18 frames, with 
the saliency scores xi plotted in a bar chart. The lower part is the Z-B diagram with the two thick horizontal lines indicating the upper and 
lower bounds of the buffer. The enqueue line heads up rightward, indicating the increasing buffer load. Each dequeue operation (a downward 
arrow) decreases the buffer load and also incurs an increment in the accumulated score (shown on the side). A feasible solution, i.e., a stream-
able selection of key-frames corresponds to a path within the boundaries. The optimal path is the one with the maximal total score (in red).  

Table 1 Dynamic programming algorithm for Minimum-Bufffer streaming: The optimal score and the corresponding frame selections are 
highlighted. The only difference of Case II from Case I is in x18. This shows that arbitrarily distant future data have an effect on the present. 

Case I:                   

i 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 

xi 6 3 9 3 7 4.5 4 5 6 6 3 4 9 8 9 7 8 4 
AcuScore(i) 6 3 9 9 13 13.5 13 18 19.5 19.5 21 23.5 28.5 29 32.5 35.5 37 36.5 

Track back to: - - - 1 1 3 3 5 6 5 8 9 9,10 11 12 13 14 15 

Case II:                   

i 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 

xi 6 3 9 3 7 4.5 4 5 6 6 3 4 9 8 9 7 8 5 
AcuScore(i) 6 3 9 9 13 13.5 13 18 19.5 19.5 21 23.5 28.5 29 32.5 35.5 37 37.5 

Track back to: - - - 1 1 3 3 5 6 5 8 9 9,10 11 12 13 14 15 



starting point in the Z-B diagram. Two adjacent enqueue 
lines are vertically separated by a distance that repre-
sents the frame size (or the minimal enqueue step when 
variable frame sizes are considered. See Section VI-B).  

In the Z-B diagram, the solid zigzag lines, i.e., all the 
enqueue lines and the dequeue arrows, depict all  possi-
ble states of the buffer at different times, with the preroll 
time set to the time to transmit one frame.  

B. The Algorithm 

To find the streamable sub-sequence of frames with 
the maximal total score, an exhaustive search is compu-
tationally intractable, with the need to exam all 
streamable sequences in order to find the optimal one. 
However, there exists a dynamic programming like algo-
rithm with linear time complexity with respect to the 
number of frames, using table-filling and back tracking.  

In fact, the algorithm that can solve the optimal selec-
tion problem in linear time is best illustrated on the Z-B 
diagram: 

The first step is to record in the Z-B diagram at each 
dequeue operation (downward arrow) an accumulated 
score S, using the following propagation rule: 

{ } i
k
j

i

lij

k
i xSS +=

−

−=

+ max
11  (7)

Where i is the frame number, k represents the index on 
enqueue lines from left to right, and l is the number of 
previous cells to check for the current one (see Figure 6). 

Note that the score straight above the current one is 
not considered since each frame is dequeued only once. 

At each table cell we also record the backtracking 
path, which is the index for the previous table cell that 
gives the maximal current score. 

After all the cells are filled, we check the total scores 
under the last (rightmost) enqueue line, and backtrack 
from the largest one to reveal the optimal selection.  

C. Greedy Strategy Will Fail  

Greedy strategy such as �selecting the frames with the 
largest scores first� will not work because of  the time-
critical constraints. The example sequence shown in 
Figure 5 has an optimal streamable subsequence {x4,  x7,  
x9,  x11,  x13,  x14,  x16,  x17,  x18},  with a total score of 62. 
Note that x12 = 8 and x15 = 8 are not in the selection while 
x4 = 2 and x7 = 3 are. 

D. Backtracking Ambiguities 

Ambiguity arises when multiple backtracking paths 
yield the same optimal scores. Two strategies will result 
in different buffer usage (Figure 7): 

1. Low buffer backtrack: always pick the one with the 
lowest buffer level, i.e., backtrack further back in time. 
This will result in a lower buffer consumption and lower 
risk of buffer overflow.  

2. High buffer back-track (big tail): always pick the 
one with the highest buffer level, i.e., back-track 
minimal steps possible. This will result in a higher buffer 
consumption and higher risk of buffer overflow. But it 
represents the strategy of "saving for the last moment", 
which maybe semantically meaningful, e.g., in the case 
of a "zoom to introduce" or �pan for attention-
leading�[17], the last part maybe the most important part 
although all frames will have the same saliency score if 
global motion measure is used. 
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Figure 6. Illustration of the table-filling and backtracking rules 
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Figure 7. Backtrack ambiguities: Low-buffer solution and high-buffer solution. The top portion shows a synthetic sequence of 18 frames, with 
the saliency scores xi plotted in a bar chart. The lower part is the Z-B diagram with the two thick horizontal lines indicating the upper and 
lower bounds of the buffer. The enqueue line heads up rightward, indicating the increasing buffer load. Each dequeue operation (a downward 
arrow) decreases the buffer load and also incurs an increment in the accumulated score (shown on the side). A feasible solution, i.e., a stream-
able selection of key-frames corresponds to a path within the boundaries. And the optimal solution is the one with the maximal total score.  
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VI. EXTENSIONS AND ANALYSIS 

In this section we extend the Limited-Buffer algorithm 
to deal with user interactions, variable frame sizes, time-
varying bandwidths, and combined key-frames and key-
segments. In the end we also provide an analysis for al-
gorithmic complexity.  

A. User-in-the-Loop: Interactive Frame Selection 

When automatic video analysis fails to extract seman-
tically important information, the user may wish to 
manually select a frame and request it to be included into 
the final selection. We call this frame a �requested 
frame�. For example, during a speech of President Clin-
ton, there may be a frame with a subtle facial expression 
that conveys the essence of the whole clip but may not 
be detectable by machines using automatic low-level 
analysis tools. In such cases, user intervention is neces-
sary. 

A straightforward solution is to manually assign the 
largest score to this frame before calling the above opti-
mal selection algorithm, this way the requested frame, 
with the highest score among all, will be selected disre-
garding extreme cases. However it is desirable to find a 
local sufficient condition, so that we do not have to 
check for the maximal score among all frames. This is 
especially helpful when the video is long. Thus the ques-
tion becomes: under what local condition will a frame be 
included in the optimal selection? 

In fact, such local sufficient condition does exist:  
 
Theorem I (Loose sufficient condition): A frame is in 

the optimal selection, if it has the maximal score in a 
neighborhood of N = ceil(B/F) + ceil(1/F) frames,  and it 
is not among the first or last M = floor(1/F) frames in 
this neighborhood. 

Here B is the buffer size in terms of the number of 
frames (B = 3 in Figure 7); F is the bandwidth in terms 
of �the number of frames transmitted during the display 
time of one frame�, or the tangent of the enqueue line (F 
= ½ in Figure 7). 

Proof: the time window spanned by the N frames is 
long enough to fill an empty buffer and display at least 
one frame in the middle. In fact the client has to dequeue 
at least one frame otherwise the buffer will overflow.  

It cannot be among the first M frames otherwise in the 
worst case (i.e., the subsequence starts with an empty 
buffer) there won't be enough time to transmit this 
frame; it cannot be among the last M frames otherwise in 
the corresponding worst case (i.e., the subsequence ends 
with a full buffer) the buffer will overflow.  

Since which frame to dequeue has no effect on previ-
ous or later frames, the frame with the largest score in 

the middle of this neighborhood (i.e., not among the first 
or last M frames) will be selected.  

We can obtain tighter local sufficient conditions if we 
exam in further detail the structure of the Z-B diagram. 

Definition: A "full-buffer-frame" is a frame at whose 
play-time the buffer is possible to be full. Otherwise it 
called a "partial-buffer-frame". 

E.g., frame 5, 7, 9, 11, � in Figure 7 are �full-buffer-
frames� while with a preroll of one frame, frame 1 
through 4 and 6, 8, 10, � are "partial-buffer-frames". 

Lemma: If xi > xi-1, then the accumulated score of the 
ith frame, if exists, is greater than that of the (i-1)th 
frame along the same enqueue line by at least (xi - xi-1). 

 
Theorem II (Tight sufficient condition): For a full-

buffer-frame, if it has the maximal score among one of 
the neighborhood including the current frame and the N 
= floor((B-1)/F)  preceding frames, then it is part of the 
optimal selection, regardless of the past and the future. 

Sketch of proof: We illustrate the proof by examples: 
In Figure 5, the above lemma guarantees that frame 7 

(but not frame 8) has the highest accumulated score on 
the two green enqueue lines. And any backtrack paths 
will pass these two lines, and in all cases frame 7 will be 
the maximal path to be selected. The longest green line 
stretches back N = floor((B-1)/F) frames. 

 
Theorem III (Tight sufficient condition): For a partial-

buffer-frame, if it has the maximal score in the 
neighborhood includes the N = floor((B-1)/F) preceding 
frames and M = floor(1/F - 1) consecutive  frames, then 
it is part of the optimal selection. 

Sketch of proof: for the consecutive frame(s), the only 
case that the current frame may be skipped is through the 
top portion of the Z-B diagram (i.e., the top red enqueue 
line at frame 8 in Figure 5), which can happen only if x9 
>= x8.  

With these theorems we now only need to check a lo-
cal neighborhood for guaranteed selection of a given 
frame by assigning it the maximal score in that 
neighborhood. When multiple frames are requested, or 
more than one user is involved, requested frames that are 
inside each other�s effective neighborhoods can be as-
signed an identical local maximal score�In this case, it 
is possible that some requested frames will be dropped 
due to streamability constraints. 

It is worth pointing out that above theorems do not 
provide a local greedy algorithm for key-frame selection, 
since these are not necessary conditions. In other words, 
frames that do not satisfy these conditions can still be in 
the optimal selection. 

A side note on preroll: to really get the best possible 
selection, the server should exhaustively search through 



the possible preroll values to find the best among the 
optimal solutions for each.  

B. Variable File Size  

So far we have assumed that all frames have equal file 
size. This is not true if certain image compression 
scheme is applied (e.g., in our experiments, the extracted 
JPEG images from a 5-minute news video segment have 
frame sizes ranging from 3KB to 31KB). We shall ex-
tend the algorithm to handle variable frame sizes. 

Let G denote the GCD (greatest common divisor) of 
all the frame sizes. We set the minimal dequeue step size 
to G, instead of the frame size previously. The vertical 
space between adjacent enqueue lines is set to G as well. 
A dequeue line can cross multiple enqueue lines if the 
frame size is a multiple of G. (See the longer thick ar-
rows in Figure 8.) 

The table is updated only at the end of the dequeue 
line (i.e., at the arrow head). And only these cells are 
used for updating subsequent cells.  

G can be small and since the table size and time com-
plexity is inversely proportional to G, the computational 
complexity can be formidable.  

A proper solution to dramatically reduce the complex-
ity is to stuff the frames to make G larger. For example, 
for a sequence of frame sizes: {2894B, 5122B, 13446B, 
22458B}, G = 2B; if we stuff the frames to {3KB, 6KB, 
15KB, 24KB}, Gnew = 3KB. The save in computation 
time is 1500 times due to the reduced table size. The 

tradeoff is then between the save in computation and the 
efficient usage of channel bandwidth with less stuffing. 

C. Time-Varying Bandwidth  

For the case that the channel bandwidth is time vary-
ing but known a priori, Figure 9 shows the correspond-
ing Z-B diagram. The changing bandwidth affects the 
slope of the enqueue lines. The algorithm, or the table-
filling and backtracking operations, is essentially the 
same as that for the constant bandwidth case. 

However, in a typical streaming environment, the 
bandwidth is not only time varying but also unknown a 
priori. We propose three solutions:  

One is to run the algorithm off-line with different 
bandwidth parameters to select and store multiple sets of 
key-frames. During streaming, the server can switch on-
line from one set to another according to the current 
bandwidth.  

Another solution is to apply the algorithm locally on a 
window of limited future data, performing on-line opti-
mization using the currently predicted channel condition. 
This requires that the bandwidth is somewhat piecewise 
constant.  

One more alternative is to assign a constant portion of 
the bandwidth that can be guaranteed with high probabil-
ity for key-frame streaming, while leaving the varying 
portion to the streaming of other contents, such as audio 
and text. This is illustrated in Figure 10.  

We could not emphasize enough that the idealistic 
�no-idle assumption� on the server side as imposed at 
the beginning might not hold in a practical scenario 
where the bandwidth is unpredictable and can fluctuate 
significantly. The streaming protocol [5] shall support 
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Figure 8. Variable frame sizes: frames 3, 5, 7, and 9 have size larger than (twice of) that of the others.   
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Figure 9. Z-B diagram for time-varying bandwidth. (Also shown are 

the variable frame sizes). 
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Figure 10. Assigning a constant bandwidth for key-frame streaming 
on a time varying channel 



real time communications between the client and the 
server to halt transmission/display momentarily when-
ever buffer failure is to occur. The merit of the proposed 
algorithm is in that if the channel bandwidth behaves as 
predicted, the communication overhead between the 
server and the client will be kept at minimum, or ideally, 
none. 

D. Key-Segments versus Key-Frames  

Until now we have described the algorithms with only 
individual frames in mind. However, in many cases the 
continuous motion in a video segment is the most infor-
mative cue for understanding, which prompts the need 
for the sampling of continuous frames, or a �key-
segment�. One way of getting continuous frames is to 
assign large scores for each frame in the segment and if 
the buffer permits, all of them will be streamed. But in 
general, not all frames in the segment is guaranteed to be 
selected simultaneously.  

For guaranteed motion continuity (i.e., all frames in a 
motion segment are streamed either together or none), 
we could adopt a �bundling trick�: in fact, there is no 
technique barrier preventing us from taking a segment of 
continuous frames as one sample, as long as this seg-
ment of frames has a total size and a single saliency 
score assigned at the beginning. We could then apply the 
aforementioned algorithm for variable frame sizes (Sec-
tion VI-B) to treat this bundle as if it was a single frame. 
However, for the �bundling� approach, a subtle differ-
ence between a frame and a segment does exist in that: 
for a key-frame, the whole frame is needed at the time-
to-display on the client machine; while a key-segment 
can be partially delivered at the initial time-to-display, 
and continued transmission can be performed during the 
playback time of the segment itself. Considering this 
factor can make the algorithm even more effective. We 
leave out the detailed analysis for further investigation.  

For both approaches, whenever transmitting a con-
tinuous frame segment, be it bundled intentionally or 
simply by chance, the server shall consider predictive 
video coding schemes to further compress the data. In 
which case an additional flag may be needed to inform 
the client the corresponding decoding schemes (say, 
JPEG for an isolated frame and MPEG for a segment).  

E. Tolerance for Small Delays 

We would like to point out that for sparsely sampled 
key-frame streaming, small amount of buffer underflow 
(i.e., a small delay in displaying the corresponding 
frame) is usually tolerable from the end user�s perceptual 
point of view. This tolerance can be easily incorporated 
into the proposed algorithm by lowering the lower buffer 
limit by an amount reflecting the tolerable delay. This 

subtle change can lead to an increase in the total optimal 
score in some cases, simply because it may introduce 
additional feasible paths in the Z-B diagram.  

F. Complexity Analysis 

Without a buffer limit and display time constraints, 
and assuming equal size for all frames, the optimal 
frame selection problem is trivially solvable by thresh-
olding. 

Without a buffer limit and display time constraints on 
the client side, and assuming variable frame sizes, the 
problem reduces to a 0-1 knapsack problem [16]: with a 
given preroll P, the server has a fixed transmission time 
(i.e., the knapsack size) of T=P+V, where V is the length 
of the video sequence in time. A dynamic programming 
algorithm can find the optimal subset of frames (that can 
be transmitted in time T and also has the maximal total 
score) in time O(VT).  

However, with limited buffer size and display time 
constraints, the problem becomes more complicated. A 
brute-force exhaustive search is too expensive in compu-
tation, with the worst-case search space of size ),( m

nCO  
where 

minT
nm = . This can be impractical even for a video 

segment of only several seconds. For the proposed algo-
rithm, a two dimensional table is used to record the in-
termediate optimal scores and backtracking information 
for sub problems. The size of this table is O(nB), with n 
being the total number of frames and B the buffer size. 
To fill each cell of the table, up to C previous cells (on 
the preceding enqueue line) need to be checked (see 
Figure 6 and Equation (7)), and C is inversely propor-
tional to the channel bandwidth, which determines the 
slope of the enqueue line (see Figure 9). Therefore the 
overall complexity is O(nBC).  

Since this problem is analogous to a knapsack prob-
lem [16] but with an additional time constraint on each 
item (or frame), we may call this problem time-critical 
knapsack problem, or T-C knapsack problem.  

 

VII. EXPERIMENTAL EVALUATION 

To evaluate the algorithms for usability and perform-
ance, we used real world news and movie video se-
quences for testing. The nonlinear sampling approach is 
first compared with the uniform sampling approach cur-
rently adopted in many video-coding schemes. A subse-
quence of 900 frames is used for illustration in Figure 
11. It is apparent how the rigidity of the uniform sam-
pling scheme harms the final presentation.  

The proposed algorithm for limited-buffer constraint 
is also compared against the manual selection approach, 
the uniform sampling approach, and the greedy thresh-



olding approach in Table 2, where �content-sensitive� 
means that the sampling depends on semantic contents 
of each frame; and the �server idle time� is the percent-
age of time when the server halts transmission to avoid 
buffer overflow.  

For the �manual selection� approach, a subject selects 
a set of frames and a channel simulation2 is applied to 
eliminate unstreamable frames (cf. [18]). Since the man-
ual selection is purely semantic-based thus highly non-
linear, the time gap between two adjacent key-frames 
can be very large which may lead to necessary server 
idling (otherwise buffer will overflow). This is evident 
in Table 2. The sampling interval for the �uniform sam-
pling� approach is estimated based on the bandwidth, 
assuming equal frame sizes. Since in reality frames are 
of very different sizes, buffer failures can still occur and 
frames can be dropped. For the last two approaches in 
Table 2, we combine cues from color and motion to 
automatically set a saliency score for each frame. For 
color, the accumulated color histogram difference of the 
current frame from the previous frame is used; for mo-
tion, the global motion [19] compensated pixel differ-
ence is used. The two measures are linearly combined 
after normalization. The most sensible greedy selection 
strategy (cf. [16] p. 334) is to take for each frame the 
ratio of the saliency score over the frame size, and then 
pick the frames with larger ratios first�this is the 
�thresholding� approach.  For the proposed �optimal 
sampling� approach, we have set the preroll to be 1 sec-
ond, buffer = 1000 Kilobits, and bandwidth = 45 Kbps. 
We can see that the proposed method is not only supe-
rior in principle, but also better in experimental perform-
ance. 

                                                      
2 In fact our proposed optimal selection algorithm can also 

be used as a channel simulator, since it automatically checks 
for streaming feasibility. By setting a positive score for the 
manually selected frames, and a negative score for all the oth-
ers, the algorithm shall automatically drop the frames that are 
not streamable; and channel idling is indicated by the inclu-
sion of frames with negative scores. 

More experiments are performed by running the opti-
mal key-frame selection algorithm with a buffer size 
ranging from 1,000 Kb to 10,000 Kb, and bandwidths of 
such as 9.6 Kbps (for some wireless channels), 20 Kbps 
(for 28.8 Kbps modem [18]), 45 Kbps (for 56.0 Kbps 
ISDN [18]), or 100 Kbps. We offer some additional ob-
servations as follows: For a small buffer, the algorithm 
will select frames more uniformly than for a larger 
buffer. This conforms to the intuition that a larger buffer 
allows for more nonlinearity in sampling. For a long se-
quence of low scores (this will happen, e.g., for a low 
motion anchor person shot), the algorithm may auto-
matically fill in frames in the middle. This is necessary 
to automatically avoid buffer overflow and eliminates 
the need for a client to server notification to halt trans-
mission. When streaming the optimal sequence selected 
by our algorithm, the server will never idle so that the 
bandwidth is fully utilized. And the communication 
overhead between the server and the client is minimized. 
Last but not least is the observation that the machine as-
signed saliency scores are largely correlated to those as-
signed by a human subject, e.g., both tend to select the 
beginning frame of a shot.  

VIII. DISCUSSIONS AND CONCLUDING REMARKS 

The central theme of this work is the design and 
analysis of algorithms for optimal nonlinear temporal 
sampling of video for streaming over low bit rate chan-
nels and with a minimal or limited buffer size on the cli-
ent side.  

Existing commercial solutions for considering channel 
and buffer constraints are as primitive as the manual 

Table 2. Comparing our proposed optimal sampling approach with 
current or potential alternatives. 

Approaches Manual 
Selection 

Uniform 
Sampling 

Thres-
holding

Optimal 
Sampling

Guaranteed to stream No No No Yes 
Global optimal No No No Yes 

Automatic or manual Man. Auto. Auto. Auto. 
Content-sensitive Yes No Yes Yes 
Channel idle time 32% 14% 7% 0% 

Accumulated score 138 117 167 185 

         
 
 
 

         
Figure 11. Nonlinear vs. uniform sampling of a news video segment of 900 frames. The segment reports on the �in-your-face� advertising 
strategy and how far it has gone: ads above the urinal in the men�s room, on the pool table, on walkways and steps, and on the bar at the 
parking entrance. Uniform sampling wasted bandwidth on similar frames, and missed the critical shot changes and key-frames. Nonlinear 
sampling is capable of capturing much more information by selecting key-frames and by sampling meaningful panning/tilting sequence.  

Client timeline



trial-and-error approach recommended in [18], where the 
sequence of selected key-frames are fed through a chan-
nel simulator, and the unstreamable portion is marked 
for manual revision. This is a very time consuming proc-
ess unsuitable for mass production. The bandwidth simu-
lator only checks for feasibility and can in no way 
guarantee optimality in terms of maximal information 
delivery, not to mention the possible waste of bandwidth 
caused by unnecessary idling. 

The algorithms proposed in this paper automatically 
and most efficiently search for a feasible (i.e., 
�streamable�) subsequence that is also maximally infor-
mative, given that the information contents of each 
frame can be quantified in a way, automatic or semiau-
tomatic. As a bonus, the algorithms also guarantee the 
maximal (or full) utilization of the bandwidth with 
minimal (or zero) idle time. 

Due to the quest for global optimality, the algorithms 
are initially designed for off-line processing, i.e., future 
information is needed for the decision on a current 
frame. To apply these algorithms for real time streaming, 
we shall perform piecewise optimization over a limited 
window looking into the immediate future for (local) 
sub-optimal decisions. This is still better than other heu-
ristic-based, greed decision rules, which provides no op-
timality claim [5].  

A future research direction can be the modeling of 
correlations between two or more frames. Currently each 
frame has one number as its saliency score, and frames 
are treated independently. This may not be a suitable 
choice, e.g., if one frame is selected to start a new story, 
another frame may be needed to end it; otherwise none 
of them shall be selected�the independence assumption 
is obviously false in this case.  

Finally, our proposed algorithms can potentially be 
useful for other time critical media delivery applications, 
as long as they can be formulated as a T-C knapsack 
problem. 
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