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1 Introduction

We consider the problem of estimating a signal from “noisy” observations when we have complete

information about the statistics of the observation process but only partial prior information about

the signal of interest. Partial prior information about the signal might be available in the form of

bounds on a restricted set of certain moment measurements. The prior information is incomplete

because it does not uniquely specify the underlying signal probability distribution function (pdf)

that is consistent with the measurements. There arises the question of selecting a prior from

the feasible ones that is noncommittal with respect to missing information. The maxent principle

provides a selection mechanism that enjoys several appealing optimality properties which are briefly

discussed in Section 2. We study the maximum a posteriori (MAP) estimator based on the maxent

prior as a framework for signal estimation under modeling uncertainty. We refer to this as the

maxent MAP (MEMAP) estimation framework.

In a different but closely related scenario which is in the spirit of set–theoretic estimation [1],

partial prior information about the signal is available in the form of membership to certain sets that

capture different signal attributes. Simultaneous membership to the specified sets typically does

not single out a specific estimate and constitutes the incompleteness in prior information. In this

context, the signal that satisfies all the set membership constraints and has the greatest likelihood

of generating the observed data is a reasonable signal estimate under modeling uncertainty. We

call this the constrained maximum likelihood (CML) estimation framework. The CML estimation

framework is discussed in Section 2.3.

Characterizing the maxent distribution in a collection of priors, is a problem in infinite dimen-

sional constrained optimization involving several subtleties, and many derivations in the literature

contain errors1. In Section 2.2 we provide an analytical characterization of the maxent prior that is

consistent with the measurement accuracy. Our characterization of the maxent prior is for moment

inequality constraints and is directly in terms of the underlying measurement functions. We only

state, but do not prove, these results because they are rather technical and are of secondary interest

to the subject of this paper. Detailed proofs of these results are available in [3].

One aim of this work is to investigate precise conditions under which conceptually different

approaches for incorporating signal uncertainty into the modeling and estimation process viz.

MEMAP and CML yield the same signal estimate. The MEMAP estimation framework casts

the uncertainty into the signal pdf whereas CML estimation puts it into the signal constraint sets.

Establishing this equivalence opens the possibility of drawing upon the rich body of numerical

techniques in the set–theoretic estimation literature to do MEMAP estimation. At the same time,

practitioners of set–theoretic estimation methods can choose estimation parameters, such as set

sizes, using an entropy criterion of noncommittality towards missing information. This equivalence

1See [2] for references to these nonrigorous derivations.
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is presented in Section 3. The proof that a MEMAP problem is also a CML problem is brief and

straightforward. The proof that a CML problem is also a MEMAP problem needs a technical result

from the theory of constrained optimization.

In set–theoretic estimation, the structure of useful signal attributes is often known, but it is not

clear how to select suitable sizes for the constraint sets. In the presence of statistical information

about the signal, intuition would suggest choosing the set sizes so as to include points that are typical

of the available statistical information. However, this approach presents serious shortcomings which

are discussed in Section 4. Drawing upon the equivalence between MEMAP and CML estimation,

however, we suggest selecting constraint set sizes that lead to the MEMAP estimate. We compare

the two choices through an analytical and a numerical example.

In Section 5 we show how the maxent formalism can be used as a criterion for choosing a

model among several competing ones; no such model selection method is available in conventional

set–theoretic estimation. Using the entropy model selection criterion we show that, if the available

statistical information consists of variance estimates of individual signal coordinates under a unitary

transformation, the best unitary transform is the decorrelating Karhunen–Loève transform (KLT).

In the context of transform coding, the KLT is known to be the optimal transform maximizing

coding gain. The entropy criterion therefore provides another justification for using the KLT from

a modeling and estimation perspective.

In Section 6 we discuss the relationship between the MEMAP estimation framework and the

theory of regularized estimation. Indeed, the maxent framework provides a method for choosing

the regularization parameters associated with multiple regularization functions – a problem that

has received limited attention in the literature. We conclude our presentation in Section 7 with

a brief discussion about the utility of prior information for signal estimation when an unlimited

amount of observation data is available.

Notation: We denote the set of real numbers by R, the d-dimensional real Euclidean space

by R
d, the nonnegative cone in R

d by R
d
+, and vectors by boldface letters (example: x ∈ R

d).

Finite–dimensional vectors are regarded as column vectors and xT denotes the transpose of vector

x. If A and B are Lesbegue-measurable subsets of R
d, then by the statement A = B we mean

that the set of points not simultaneously in both has Lesbegue measure zero, and we say that A

is equal to B almost everywhere (a.e.). All functions we consider are assumed to be real–valued

and measurable with respect to the Lesbegue measure over R
d, and all integrals are in the sense of

Lesbegue. Inequalities involving measurable functions are to be understood in the a.e. sense. We

denote the set of real–valued, absolutely integrable functions over R
d by L1(Rd). We shall use the

symbol π and its variants to denote pdfs. Expectation with respect to π(x) is denoted by Eπ [·].
The support of a function f(x) is the set of points where it is nonzero and is denoted by supp(f).

The indicator or characteristic function of a set A ⊆ R
d denoted by 1A(x) is the function that is

equal to one over A and zero elsewhere. The volume of A is its Lesbegue measure, denoted by |A|.
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Capital boldface letters X, Y denote random vectors, while small boldface letters x, y denote their

individual values. Other notation used throughout this paper is summarized below.

γ ∈ Γ ... index of a particular constraint
φγ ... moment constraint function
ψγ ... set–theoretic constraint function
uγ ... upper bound on E[φγ(X)]
ργ ... upper bound on ψγ(x)
λγ ... MEMAP Lagrange multipliers
νγ ... CML Lagrange multipliers
C ... set–theoretic constraint set: C = {x : ψγ(x) ≤ ργ ,∀γ ∈ Γ}
Ω ... pdf moment constraint set: Ω = {π : E[φγ(X)] ≤ uγ ,∀γ ∈ Γ}.

2 Signal Estimation Under Modeling Uncertainty

2.1 Stochastic signal modeling and estimation

Consider the classical inverse-problem of estimating a signal X ∈ R
d from degraded data y ∈ R

d′ .

The degradation is described by a conditional pdf or channel pY|X(y|x), whose characteristics may

not be known precisely. Examples of signal degradation include blurring followed by contamination

by additive noise. Any nontrivial method that attempts to estimate X, given Y = y, inherently

incorporates prior information (a model) for X. In statistical estimation, X is regarded as a high-

dimensional real random vector with an underlying d-dimensional pdf π(x).

In the context of estimating X from Y we note that different estimation criteria have been

proposed in the literature that enjoy various statistical optimality properties [4]. One approach

quantifies the quality of the estimation process in terms of a loss function – a function of X (the

signal of interest) and the estimate x̂(Y), e.g., ||X − x̂(Y)||2. The Bayesian estimator minimizes

the expected value of the loss function. For example, the Bayesian estimator that minimizes

E ||X− x̂(Y)||2, over all measurable maps x̂(y) from the observation space R
d′ to the signal space

R
d, is the conditional-mean estimator, E [X|Y = y] [4], also referred to as the minimum mean

square error (MMSE) estimator. Another estimation framework that explicitly makes use of the

prior and enjoys certain statistical optimality properties [4] is the MAP estimate of X given that

Y = y:

x̂MAP (y) := arg max
x∈Rd

pX|Y(x|y)

= arg min
x∈Rd

[
− ln pY|X(y|x) − lnπ(x)

]
, (2.1)

where it is assumed that the minimum in (2.1) exists. The first term within square brackets in

(2.1) is the negative, log-likelihood of Y for a given value of X. The prescription (2.1) may also

be viewed as a regularized method for estimating X, with regularization function − lnπ(x) (cf.

Section 6).
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2.2 Maximum entropy estimation

In many signal processing applications, only limited information about π(x) can be gathered. Mo-

ments of probability distributions are often used to describe the underlying statistical structure of

a stochastic process. For example, the set of all finite–order moments of a scalar random variable

provides, under suitable regularity assumptions, a complete statistical description of the random

variable [5]. In practice, only a finite set of moments is a priori known or can be estimated (mea-

sured) from samples. In many cases even these are not available, but bounds on the moments are

available. The bounds may be regarded as arising from the imprecision of moment measurements.

We assume that these bounds are known exactly and hence do not have to be estimated from the

data. In general the limited information will be unable to single out a desirable distribution that

is consistent with the moment constraints. The limited information would rather specify a whole

class of distributions that satisfy the moment constraints.

Let prior information about a random vector X be available in terms of upper bounds on the

expected values of certain real–valued “energy” functions φγ : R
d → R+, γ ∈ Γ, where Γ is a finite

index set. A useful notion is that we can sometimes design these functions φγ(x) (that is, we can

design the measurements). For example, the mean `p (p > 0) energies of the wavelet coefficients in

different subbands are often used to construct statistical models for images [6, 7]:

φs(x) =
1

Ks

Ks−1∑

k=0

|bT
skx|p,

where s denotes the subband index, Ks the size of subband s, and {bsk}s=S,k=Ks

s=0,k=0 the orthonormal

family of basis vectors indexed by subband index s and position index k.

Each candidate distribution π(x) that is consistent with these measurements then belongs to

the set

Ω := {pdf π : 0 ≤ Eπ [φγ(X)] ≤ uγ < +∞, ∀γ ∈ Γ} . (2.2)

We assume that the only prior information available is expressed by the moment constraints of Ω,

that these constraints are consistent, and hence Ω is nonempty and contains the “true” probability

distribution π∗(x) of the signal of interest. Since Ω is defined through inequality constraints that

are linear in π, it is a convex set [8] of probability distributions. Also, note that if for some γ ∈ Γ we

take uγ = 0 and φγ(x) := 1 − 1S(x), where S is a measurable set, then the support of each π ∈ Ω

will be contained in S. It is therefore possible to incorporate support constraints into Ω through

appropriate moment inequalities.

In general, many distributions will satisfy the moment constraints of Ω. The choice of a distri-

bution from this moment–consistent class depends upon the goals to be achieved by the selection.
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For the application of lossless compression,2 a clear answer can be given. The unique pdf that

maximizes the differential entropy functional h(π) := −Eπ [lnπ] over a convex set Ω, whenever it

exists, also minimizes the worst–case rate for encoding repeated independent observations of X

losslessly [10, 11]. A similar result holds for high–rate lossy compression [12].

Definition 2.1 (Differential entropy) The differential entropy functional h(π) of a pdf π when-

ever it exists (it could be ±∞ when it exists) is the quantity −Eπ [lnπ].

Definition 2.2 (Maximum entropy distribution) Let Ω be a convex collection of distributions for

which Ω ∩ {pdf π : h(π) > −∞} is nonempty. The maxent distribution in Ω whenever it exists is

the unique pdf πME ∈ Ω satisfying3

h(πME) = max
π∈Ω

h(π).

It may be noted that since h(π) is a concave functional [8, 13], the set {pdf π : h(π) > −∞}
is convex. The uniqueness of πME follows from the strict concavity of the differential–entropy

functional [13] and the convexity of Ω.

In addition to being minimax optimal for the application of lossless compression with uncertain

source statistics discussed above, the maxent distribution is also “maximally noncommittal” with

respect to missing information while satisfying prior constraints [14]. Shore and Johnson [15] show

that if a distribution has to be picked from a class of probability distributions by maximizing a

functional satisfying some natural postulates, it must necessarily be the maxent functional. Again,

in a study of logically consistent methods of inference, Csiszár demonstrates that the maxent

distribution is the only one that satisfies two different sets of intuitively appealing axiom systems

[16]. These properties of the maxent distribution make it a desirable choice for signal estimation.

We define Maximum Entropy MAP (MEMAP) estimation as MAP estimation (2.1) with π =

πME:

x̂MEMAP (y) = arg min
x∈Rd

[
− ln pY|X(y|x) − lnπME(x)

]
. (2.3)

The maxent prior provides a maximally noncommittal summary of the stochastic information

expressed by the moment constraints of Ω. If both pY|X(y|x) and πME(x) are log–concave in

x, then the minimand in (2.3) is convex in x. Furthermore, if either pY|X(y|x) or πME(x) is

2Although our primary interest is estimation, there exists a well known connection between compression and

estimation through the notion of stochastic complexity underlying the minimum description length (MDL) principle

advocated by Rissanen [9].
3The subscript ME stands for maximum entropy.
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strictly log–concave, the MEMAP cost function is strictly convex in x and then the minimization

problem (2.3) has a unique solution. If in addition, the minimand in (2.3) is differentiable with

respect to x, the global minimum (which is the MEMAP estimate) can be obtained using a standard

gradient descent algorithm [17].

The following theorem provides a characterization of the unique maxent distribution in Ω subject

to suitable technical conditions. The proof of this theorem is beyond the scope of this paper and

may be found in [3].

Theorem 2.1 (Characterization of the maxent distribution) Let S be a measurable subset of R
d

having nonzero (but possibly infinite) volume, and {uγ}γ∈Γ a set of positive reals. Let {φγ}γ∈Γ be

a finite collection of real–valued, nonnegative, linearly independent functions on S. Define

Ω(u) := {pdf π : supp(π) ⊆ S, 0 ≤ Eπ [φγ ] ≤ uγ ,∀γ ∈ Γ}, (2.4)

where u is the vector of moment upper bounds {uγ}γ∈Γ.

If there exists a pdf π0 ∈ Ω(u) for which 0 < Eπ0
[φγ(X)] < uγ , ∀γ ∈ Γ, −∞ < h(π0), and if

the unique maxent pdf πME ∈ Ω(u) exists with h(πME) < +∞, then the maxent pdf has the form

πME(x,u) = 1SME
(x) · exp



−(α(u) +

∑

γ∈Γ

λγ(u)φγ(x))



 , (2.5)

where SME := supp(πME) ⊆ S satisfies Eπ

[
1S\SME

(X)
]

= 0 for every π ∈ Ω(u) for which

−∞ < h(π) and α(u) = ln
∫
SME

exp
{
−∑γ∈Γ λγ(u)φγ(x)

}
dx is a finite normalization constant.

The parameters {λγ(u)}γ∈Γ are all nonnegative, unique, and satisfy

∑

γ∈Γ

λγ(EπME
[φγ ] − uγ) = 0. (2.6)

Conversely, if a pdf πexp(x,λ) := 1Sexp(x) · exp
{
−α−∑γ∈Γ λγ(u)φγ(x)

}
belongs to Ω(u),

where Sexp is a measurable subset of S and {λγ(u)}γ∈Γ are finite, nonnegative real numbers,

Eπ

[
1S\Sexp

(X)
]

= 0 for every π ∈ Ω(u) for which −∞ < h(π), and
∑

γ∈Γ λγ(Eπexp [φγ ] − uγ) = 0,

then πexp is the unique maxent pdf in Ω(u).

The numbers {λγ}γ∈Γ in Theorem 2.1 above are Lagrange multipliers associated with the moment

constraints of Ω(u) in (2.4). The constraint qualification (2.6) implies that λγ = 0 if constraint

γ is inactive; that is, EπME
[φγ ] < uγ . Since the measurement functions {φγ}γ∈Γ are assumed to
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be linearly independent and S has nonzero volume, the uniqueness of πME in the theorem implies

that there is a unique choice for the parameters λ = {λγ}γ∈Γ that satisfies the moment constraints

of Ω(u). Hence the mapping from the vector of moment bounds u to the vector of Lagrange

multipliers λ is a function relation, i.e., it is not a one-to-many map. If the measurement functions

are not linearly independent, the characterization theorem still holds, but the Lagrange multipliers

need not be unique.

Remark 2.1 The Lagrange multipliers λ(u) are usually implicit functions of the moment bounds u.

If for some value of u a Lagrange multiplier turns out to be zero — that is, λγ(u) = 0 for some γ ∈ Γ

(a situation that will arise if the associated moment constraint is inactive, i.e., EπME
[φγ ] < uγ)

— then it can be shown that the maxent solution (and hence the associated Lagrange multipliers)

corresponding to any larger value of uγ will remain the same. Thus, the map λ(u) from moment

bounds to Lagrange multipliers is in general many-to-one.

However, the map λ(u) is one-to-one when its domain is restricted to the set of those values of u

for which λγ > 0, ∀γ ∈ Γ; i.e., all the constraints are active. This fact can be seen as follows. If

{u(1)
γ }γ∈Γ and {u(2)

γ }γ∈Γ both map to the same set of strictly positive Lagrange multipliers {λγ >

0}γ∈Γ, then because all constraints are active, necessarily, u
(1)
γ = EπME

[φγ(X)] = u
(2)
γ , ∀γ ∈ Γ.

In Theorem 2.1 it is assumed that the maxent distribution exists. The maxent distribution in

a convex collection of priors need not exist in general. Conditions that guarantee the existence of

the unique maxent prior are discussed in [3].

2.3 Set–theoretic signal modeling and estimation

In set–theoretic (ST) estimation [1], prior knowledge about the signal to be estimated is in the form

of hard deterministic constraints. Each constraint, indexed by γ ∈ Γ, can be associated with a set

Cγ of signals that comply with the constraint. Each set is a collection of signals (subset of R
d)

that satisfy certain properties that reflect our prior knowledge about the signal of interest. Useful

constraints are consistent, exclude undesirable signals from the constraint set, and include signals

of interest. Examples of signal constraint sets include grayscale images having a specified spatial

intensity range {x ∈ R
d : 0 ≤ x(i) ≤ 255, 1 ≤ i ≤ d} and signals with a specified spectral support

{x ∈ R
d : x̃(i) = 0, i ∈ I ⊆ {0, ..., d − 1}}, where x̃ is the d–point discrete Fourier transform of x.

The convex sets of Section 2.2 are sets of pdfs on X, and not subsets of the signal space R
d as in

set–theoretic estimation.

The goal of set–theoretic estimation is to find a point x̂ST in the intersection C := ∩γ∈ΓCγ of

these constraint sets. The set–theoretic prior signal model is the requirement of membership to

8



C. In general, the set–theoretic estimate has no further optimality other than compliance with the

hard constraints. Typically, the sets {Cγ}γ∈Γ are closed and convex, in which case the intersection

set is also closed and convex. Then the set–theoretic estimation problem is widely referred to

as the convex feasibility problem. Very often, these sets are also bounded, symmetric, and have

nonempty interior. When x and y belong to a common Hilbert space and Γ is a finite index set,

a technique which is commonly used in the set–theoretic estimation literature for finding a point

in the intersection set is the projection onto convex sets (POCS) algorithm. Under mild technical

conditions on the constraint sets [18, 19], the POCS algorithm is guaranteed to converge to a point

x̂POCS in C by successively projecting estimates onto the individual constraint sets Cγ starting

with the observed data y4. Unfortunately, except for special cases, the POCS estimate has no

further optimality other than membership in C. Figure 1 illustrates the main ideas in set–theoretic

estimation. The figure shows two convex sets C1 (ellipse) and C2 (triangle) that capture different

attributes of an image having only two pixels. The image is a real vector in R
2 and is known,

a priori, to belong to to C1 and C2. The POCS estimate x̂POCS is obtained by projecting the

observed signal y first onto C1 and then onto C2. The POCS algorithm for the depicted situation

converges to a point in C := C1 ∩ C2 in two iterations.

Within the set–theoretic framework described up to this point, there is no mechanism available

to exploit the specific characteristics of the observation channel characterized by a conditional pdf

pY|X(y|x). An attractive estimation method that overcomes this limitation is one that takes into

account knowledge of the channel by finding an element x̂CML(y, C) (the subscript CML stands for

constrained maximum likelihood) in C that maximizes the likelihood of observing y:

x̂CML(y, C) := arg max
x∈C

pY|X(y|x)

= arg min
x∈C

[
− ln pY|X(y|x)

]
. (2.7)

Selecting the CML estimate from the feasible set is in the spirit of constructing confidence sets

for the signal based on statistics of the residual noise process w for an observation channel model

of the form y = Hx + w where H is a linear operator [22, 23, 24, 25]. In the cited references,

prior statistical information about the signal is incorporated only through incomplete statistical

information about the residual noise process and not directly from available prior measurements

on the signal itself.

Minimizing − ln pY|X(y|x) over the intersection set C can be thought of as “projecting” the

observed signal y onto the convex set C. For an additive white Gaussian noise (AWGN) channel,

for example, minimizing − ln pY|X(y|x) over C is indeed the same as finding the quadratic–norm

projection of y onto C. Referring to Figure 1, it may be observed that the POCS estimate in

general differs from the CML estimate x̂CML which is the projection of y onto the intersection set

C for an AWGN channel in R
2.

4Projections under L
1(Rd) norms and Bregman distances have also been studied in the literature [20, 21].
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In the following section, we provide fairly broad conditions under which the two apparently

different signal estimation approaches, namely, MEMAP estimation and set–theoretic estimation,

yield the same answer. Specifically, we provide conditions under which, for given energy functions

{φγ}γ∈Γ and bounds {uγ}γ∈Γ, it is possible to construct sets {Cγ′}γ′∈Γ′ for which the CML and

MEMAP estimates are identical. Conversely, we also investigate conditions under which, for given

subsets {Cγ}γ∈Γ of R
d, it is possible to design nonnegative, real–valued functions φγ′(x), γ′ ∈ Γ′

and provide moment bounds {uγ′}γ′∈Γ′ so that the set–theoretic CML estimate (2.7) based on

{Cγ}γ∈Γ coincides with the MEMAP estimate (2.3) based on {φγ′}γ′∈Γ′ and {uγ′}γ′∈Γ′ .

3 Equivalence between Stochastic and Set–Theoretic Estimation

3.1 A MEMAP problem is also a CML problem

In this subsection we present a general scenario in which a MEMAP problem can be reformulated

as a CML problem. We assume that the conditions of the characterization theorem for the unique

maxent prior in Ω (cf. Theorem 2.1) hold.

From (2.3) and (2.5) it follows that the maxent MAP estimate of X based on observations

Y = y whenever it exists is given by

x̂MEMAP (y,u) := arg minx∈S

[
− ln pY|X(y|x) +

∑
γ∈Γ λγ(u)φγ(x)

]
. (3.1)

Let us assume that the MEMAP solution given by (3.1) exists (it will exist, for example, if the

minimand in (3.1) is continuous and the support set S is compact). For each γ ∈ Γ, define the

following subsets of S:

Cγ(y,u) := {x ∈ S : λγφγ(x) ≤ λγφγ(x̂MEMAP (y,u))} . (3.2)

Note that the sets {Cγ}γ∈Γ defined by (3.2) are nonempty (because x̂MEMAP ∈ Cγ , ∀γ ∈ Γ) and

depend on y. Also note that if λγ = 0, then Cγ = S. We are now in a position to show that a

MEMAP problem can be reformulated as a CML problem:

Theorem 3.1 Under the assumptions of Theorem 2.1, let πME denote the unique maxent prior

in the convex class Ω defined by (2.4). For the observation channel pY|X(y|x), assume that the

maxent MAP estimate given by (3.1) exists. Let {Cγ(y,u)}γ∈Γ be subsets of S defined via (3.2),

and C(y,u) = ∩γ∈ΓCγ(y,u). Then,

x̂MEMAP (y,u) = arg max
x∈C(y,u)

pY|X(y|x).
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In other words, the MEMAP estimate is also the CML estimate associated with the constraint sets

{Cγ(y,u)}γ∈Γ.

Proof: Suppose that there exists x ∈ C(y,u) such that pY|X(y|x) > pY|X(y|x̂MEMAP )

or equivalently, − ln pY|X(y|x) < − ln pY|X(y|x̂MEMAP ). Then it follows from the definition of

{Cγ}γ∈Γ in (3.2) that

− ln pY|X(y|x) +
∑

γ∈Γ

λγφγ(x) < − ln pY|X(y|x̂MEMAP ) +
∑

γ∈Γ

λγφγ(x̂MEMAP ),

contradicting (3.1).

3.2 A CML problem is also a MEMAP problem

In many set–theoretic estimation problems the membership constraint sets for the signal x are

convex and have the form

Cγ(ργ) = {x ∈ R
d : ψγ(x) ≤ ργ}, ργ ∈ R+, γ ∈ Γ, (3.3)

where each constraint function ψγ , γ ∈ Γ is nonnegative and convex. The associated constrained

maximum likelihood estimate (2.7), whenever it exists, is given by

x̂CML(y,ρ) = arg min
x∈C(ρ)

[
− ln pY|X(y|x)

]
, (3.4)

where ρ is the vector of parameters {ργ}γ∈Γ, and C(ρ) = ∩γ∈ΓCγ(ργ). The following theorem

shows that the CML problem in (3.4) is equivalent to a MEMAP problem associated with a certain

collection of priors Ω under suitable conditions on the constraint set functions {ψγ}γ∈Γ.

Theorem 3.2 Let {ψγ}γ∈Γ be a finite collection of nonnegative convex functions, {Cγ(ργ)}γ∈Γ the

collection of convex sets in (3.3), and C := ∩γ∈ΓCγ . Suppose that C has a nonempty interior:

∃x0 ∈ C such that ψγ(x0) < ργ ,∀γ ∈ Γ. Let − ln pY|X(y|x) be real–valued and convex in x,

and let the CML estimate (3.4) exist and satisfy pY|X(y|x̂CML(y,ρ)) < +∞. Then there exists

a measurable set S(ρ) of nonzero, but finite volume and nonnegative numbers {uγ(y,ρ)}γ∈Γ for

which x̂CML(y,ρ) is the MEMAP estimate x̂MEMAP (y,ρ) of (2.3) associated with

Ω(y,ρ) := {pdf π : supp(π) ⊆ S(ρ), 0 ≤ Eπ [ψγ(X)] ≤ uγ(y,ρ), ∀γ ∈ Γ}.

Proof: With the assumptions in the statement of the theorem, an application of Theorem 1,

p. 217 of reference [8] with V = F = R
d, gγ(x) = ψγ(x) − ργ ,∀γ ∈ Γ, and f(x) = − ln pY|X(y|x)
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guarantees the existence of nonnegative constants {νγ}γ∈Γ for which the CML estimate is the

unconstrained minimizer of the Lagrangian of the CML optimization problem (3.4):

x̂CML(y,ρ) = arg min
x∈RN


− ln pY|X(y|x) +

∑

γ∈Γ

νγ(ψγ(x) − ργ)


 , (3.5)

where νγ = 0 if constraint Cγ is inactive at x̂CML, that is, ψγ(x̂CML) < ργ . Let ν denote the vector

of Lagrange multipliers {νγ}γ∈Γ. In general, the Lagrange multipliers ν have a rather intricate and

implicit dependence on ρ and y which we denote by ν(y,ρ). For reasons similar to those discussed

in Remark 2.1, this dependence is not one-to-one. The function ψ(x,y,ρ) :=
∑

γ∈Γ νγψγ(x) is

nonnegative and convex since νγ ≥ 0, and ψγ is nonnegative and convex for every γ ∈ Γ. Let S(ρ)

be any finite-volume measurable set containing x̂CML(y,ρ) and define

πexp(x) :=
1S(ρ)(x)

Z
exp {−ψ(x,y,ρ)} , Z > 0. (3.6)

Since S(ρ) has finite volume, πexp is integrable. Let Z be the normalization constant selected to

make πexp a valid pdf, that is, ||πexp||L1 = 1. Since S(ρ) has nonzero but finite volume and each

ψγ is real–valued, the differential entropy h(πexp) exists and is finite. It is also easily verified that

h(πexp) =
∑

γ∈Γ

νγEπexp [ψγ ] + lnZ.

Thus, uγ(y,ρ) := Eπexp [ψγ ] is nonnegative and finite for each γ. Consider

Ω(y,ρ) := {pdf π : supp(π) ⊆ S(ρ), 0 ≤ Eπ [ψγ(X)] ≤ uγ , ∀γ ∈ Γ}, (3.7)

which is nonempty since πexp ∈ Ω. Note that πexp meets the upper bounds on the moments in (3.7)

with equality. Now for each π ∈ Ω we have

0 ≤ D(π||πexp) =
∑

γ∈Γ

νγE [ψγ ] + lnZ − h(π) ≤
∑

γ∈Γ

νγuγ + lnZ − h(π) = h(πexp) − h(π).

This shows that πexp is the unique maxent prior in Ω. From (3.6), (3.1), and (3.5) we can conclude

that the CML problem in (3.4) is equivalent to the MEMAP problem associated with Ω(ν) in (3.7).

The finite–volume property of S(ρ) diminishes the power of the equivalence because in the

MEMAP formulation of a given CML problem the moment constrained set of distributions will be

required to have a finite volume support. Many modeling scenarios use energy constraints such

as Eπ||X||2 ≤ u. The set of distributions that are consistent with such a requirement need not

have finite volume support, e.g., the normal distribution. However, the requirement that S(ρ)

in Theorem 3.2 have finite volume can be somewhat relaxed with additional assumptions on the

constraint set functions as discussed in Remark 3.1 below.
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Definition 3.1 (Omnidirectional Unboundedness) A real–valued function on a finite–dimensional

vector space is omnidirectionally unbounded if f(z) → +∞ whenever ||z|| → ∞, where || · || is

any norm (in a finite–dimensional Banach space such as R
d, all norms are equivalent [26]).

Remark 3.1 If ψγ0
(x), γ0 ∈ Γ is an omnidirectionally unbounded (cf. Definition 3.1) constraint

function for which νγ0
> 0, i.e., the constraint is active, then it can be shown (see [3]) that πexp

in (3.6) is integrable and h(πexp) exists and is finite even if S(ρ) is taken to be the whole of R
d.

Hence all arguments following (3.6) in the proof of Theorem 3.2 continue to hold.

Using Theorem 1, p. 217 of [8], it is straightforward to verify that for each active set constraint

Cγ , γ ∈ Γ,

ργ = ψγ(x̂CML(y,ρ)) = ψγ(x̂MEMAP (y,ρ)). (3.8)

The map from ρ to u need not be one-to-one (cf. Remark 2.1).

As discussed below, we do not lose generality by assuming that the convex sets Cγ in (3.3)

are specified through nonnegative convex functions ψγ . The equivalence between set–theoretic

estimation and MEMAP estimation cannot be complete unless one notes that all “nice” convex set

membership constraints can be expressed in terms of level sets of “nice” convex functions. This

connection is effected through the notion of Minkowski functions:

Definition 3.2 (Minkowski Function [8]) The Minkowski function MC(x) : R
d −→ R of a convex

set C containing the origin in its interior is defined by

MC(x) := inf
{
r :

x

r
∈ C, r > 0

}
, x ∈ R

d.

The Minkowski function is a complete functional description of any closed convex set that contains

the origin in its interior. Indeed, if C is any closed, convex subset of R
d containing the origin as an

interior point, then it can be shown that C = {x ∈ R
d : MC(x) ≤ 1} [8]. Furthermore, the interior

of the set C is given by
◦
C= {x ∈ R

d : MC(x) < 1}.

Theorem 3.2 makes several assumptions on the constraint set functions ψγ . The corresponding

assumptions on the convex sets whose Minkowski functions are related to ψγ are now discussed.

Minkowski functions are nonnegative by definition and can be shown to be convex [8]. Suppose

that all constraint sets Cγ , γ ∈ Γ are closed, convex, and contain a common interior point x0 ∈ R
d.

Then, the following sets defined by Cγ − x0 := {x ∈ R
d : x + x0 ∈ Cγ}, γ ∈ Γ will also be

closed, convex and contain the origin 0 as a common interior point. If C := ∩γ∈ΓCγ denotes the
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intersection set, it is clear that C − x0 = ∩γ∈Γ(Cγ − x0), and 0 is an interior point of C − x0.

Thus, MCγ−x0
(0) < 1 for each γ ∈ Γ. Hence, the family of functions {ργMCγ−x0

(x− x0)}γ∈Γ has

all the properties required of {ψγ(x)}γ∈Γ for Theorem 3.2 to hold. In fact, for each γ ∈ Γ, ψγ(x)

can be taken to be any nonnegative, strictly increasing, convex function of ργMCγ−x0
(x−x0) with

suitable scaling.

As noted in the paragraph following the statement of Theorem 3.2 above, additional assumptions

on {ψγ(x)}γ∈Γ are needed to relax the requirement that the set S(ρ) in the statement of Theorem 3.2

have finite volume. These additional assumptions translate to a requirement that at least one of the

active constraint sets be bounded. The relation between bounded convex sets and omnidirectionally

unbounded functions is contained in the following remark.

Remark 3.2 Let C be a convex subset of R
d having the origin as an interior point. If C is

bounded, then it can be shown that (see [3]) its Minkowski function (cf. Definition 3.2) MC(x) is

nonnegative, convex, and omnidirectionally unbounded.

That every CML problem is also a MEMAP problem also holds in a more elementary, but

perhaps less useful, setting. The general CML problem (2.7) can be reformulated as the following

unconstrained minimization problem:

x̂CML(y, C) = arg min
x

[
− ln pY|X(y|x) − ln1C(x)

]
, (3.9)

because if x /∈ C, then ln1C(x) = −∞. Suppose that the intersection set C has finite but nonzero

volume. Then, in view of (2.1) and (3.9), CML estimation is equivalent to MAP estimation using

a prior that is uniform over C. The uniform prior with support C is the unique maxent prior

consistent with the requirements of set membership. Specifically, if we define

Ω := {pdf π : supp(π) ⊆ C},

then the maxent prior in Ω exists and is given by (2.5): πME = 1C(x)
Volume(C) . This completes the

technical discussion of the equivalence between MEMAP and CML methods of signal estimation.

4 Set Size Selection in CML Estimation

Often, a good choice for the constraint functions {ψγ}γ∈Γ in (3.3) is available, but it is not clear what

the appropriate “sizes” of the constraint sets {Cγ(ργ)}γ∈Γ, as specified by the parameters {ργ}γ∈Γ,

should be for CML estimation. If the signal X of interest is regarded as a random vector with

an underlying pdf π, data might be available that allows one to estimate energy bounds {uγ}γ∈Γ

where 0 ≤ Eπ [ψγ(X)] ≤ uγ < +∞, γ ∈ Γ. How should one select the sizes of the constraint sets to

reflect this additional statistical information?
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4.1 Typical and MEMAP set sizes

A widespread practice in set–theoretic estimation is to construct constraint sets by requiring them

to include points that are statistically typical of X (if a priori statistical information about X is

available), as well as points for which the residual noise process is typical of the statistics of the

observation channel (if the statistics of the observation channel are known). One problem with that

philosophy is that good signal estimates are generally not statistically typical of X. In particular,

MMSE estimators exhibit a certain shrinkage property. These results are stated in the following

proposition and are illustrated by the examples in Section 4.2 and Section 4.3.

Proposition 4.1 (Shrinkage and Atypicality Properties of MMSE Estimates)

(i) MMSE estimates are unbiased, i.e., E [x̂MMSE(Y)] = E [X].

(ii) If φ(·) is any real–valued, strictly convex function, then E [φ(x̂MMSE(Y))] ≤ E [φ(X)]. Equal-

ity holds if and only if conditioned on Y = y, X is a constant with probability one for all y ∈ R
d′.

In other words, MMSE estimates are atypical of the signal being estimated.

(iii) Assume that the observation noise Y − X is independent of X and has zero mean. Then

E [φ(X)] ≤ E [φ(Y)] for any convex function φ(·). Thus, E [φ(x̂MMSE(Y))] ≤ E [φ(X)] ≤ E [φ(Y)],

i.e., MMSE estimates tend to shrink the observed data on the average.

Proof:

(i) E [x̂MMSE(Y)] = E [E [X|Y]] = E [X].

(ii) Jensen’s inequality [27] for convex functions applied to the MMSE estimate E [X|Y] gives

φ(x̂MMSE(y)) = φ(E [X|Y = y]) ≤ E [φ(X)|Y = y] .

Averaging the above inequality with respect to the distribution of Y proves that E [φ(x̂MMSE(Y))] ≤
E [φ(X)]. The condition for equality in the proposition follows from the conditions for equality in

Jensen’s inequality and the assumption that φ(·) is strictly convex.

(iii) Due to our assumptions on the observation noise, we have E [Y|X] = X. Hence

E [φ(Y)] = E [E [φ(Y)|X]]
Jensen
≤ E [φ(E [Y|X])] = E[φ(X)].

Under suitable conditions on the measurement function ψγ(X), the signal distribution, and large

sample size (d� 1), it is possible to write ψγ(X) ' Eπ∗ [ψγ(X)] using a law of large numbers (LLN)

approximation, where π∗ is the underlying signal distribution. For instance, assume the signal
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components X = {Xi}d
i=1 are independent and identically distributed (i.i.d.) and the measurement

function is additive:

ψγ(X) =
1

d

d∑

i=1

ψγ(Xi),

where Eπ∗

∣∣ψγ

∣∣ <∞,∀γ ∈ Γ. Then 1
d

∑d
i=1 ψγ(Xi) −→ Eπ∗ [ψγ(X)] , ∀γ ∈ Γ, as d tends to infinity,

with probability one, by the strong law of large numbers [28, 29]. A common practice in set–

theoretic estimation is to choose set sizes that are statistically typical of the moment information

[22, 23, 30]. If moment information is of the form Eπ∗ [ψγ(X)] ≤ uγ ,∀γ ∈ Γ, then one would

typically choose a set size

ρtypical
γ = uγ , ∀γ ∈ Γ. (4.1)

However, Theorems 3.1 and 3.2 suggest a different approach. Indeed, (3.8) shows that the

CML estimate coincides with the MEMAP estimate if ργ(y) = ψγ(x̂MEMAP (y)) for each y and

each γ ∈ Γ. Again, under suitable technical conditions of stationarity on the pair X,Y, large

sample size (d� 1), and appropriate restrictions on the functions {ψγ}γ∈Γ (such as the additivity

condition above), the dependence of {ργ(y)}γ∈Γ on a specific realization Y = y vanishes by an

LLN approximation. One may then write ργ(Y) ' ρMEMAP
γ where we term

ρMEMAP
γ := E [ργ(Y)]

= E [ψγ(x̂MEMAP (Y))] (4.2)

the MEMAP choice for the set sizes. We note that the above expression usually provides an implicit

specification of set sizes based on the MEMAP paradigm and not a practical algorithm to compute

them from available statistics. Algorithms to compute the MEMAP set sizes can, in general, be

computationally intensive. These aspects of the problem are however beyond the scope of this

paper.

We compare the estimation performance of the typical and MEMAP choices (4.1) and (4.2) for

the set sizes through two examples in the next two subsections. In the two examples of Section 4.2,

we are able to analytically prove that the MEMAP choice has lower mean square error (MSE) than

the typical choice. The second example is numerical and illustrates in detail how ideas of MEMAP

and CML estimation can be applied to problems where there is incomplete statistical information

regarding the signal of interest. Other examples involving images and multiple constraints on the

statistics of image wavelet coefficients will be reported elsewhere, see [31, 32] for a preliminary

version.
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4.2 Example: Restoring blurred Gaussian signal in Gaussian noise using a

weighted energy prior constraint

Let Y = HX + W where X ∼ N (0,ΣX ), H is a d′ × d, linear blurring operator, and the noise

W ∼ N (0,ΣW ) is independent of X. Here, N (0,ΣX) denotes the zero–mean normal distribution

with covariance matrix ΣX . Both ΣX and ΣW are assumed to be symmetric, positive–definite

matrices. Note that Y ∼ N (0,ΣY ), where ΣY = HΣXHT +ΣW . Here, pY|X(y|x) = N (Hx,ΣW ) is

log–concave in x (it is strictly log–concave if the mapping H is one-to-one). Consider the weighted

energy function

ψ(x) =
1

d
xTΣ−1

X x, (4.3)

which is a nonnegative, strictly convex, and omnidirectionally unbounded function (see Defini-

tion 3.1 and Remark 3.1) of x. Note that E [ψ(x)] = 1.

4.2.1 MEMAP estimation

Let S = R
d and Ω = {pdf π : Eπ [X] = 0, Eπ [ψ(X)] ≤ 1} be the prior statistical information

available about X. By applying the converse part of Theorem 2.1 it is seen that the maxent prior

in Ω is N (0,ΣX). In this example, the maxent prior πME is also the true distribution of X. The

MEMAP estimate of X based on observation y is given by (3.1)

x̂MEMAP (y) = arg minx∈Rd

[
1

2
(y − Hx)TΣ−1

W (y − Hx) +
1

2
xTΣ−1

X x

]
(4.4)

= ΣXHTΣ−1
Y y. (4.5)

The posterior distribution pX|Y(x|y) is normal. As a result, the conditional mean E [X|Y = y],

which is also the MMSE estimate of X, coincides with the MAP estimate of X [33]: x̂MEMAP (y) =

x̂MMSE(y).

4.2.2 CML estimation

Let prior information be available in the form of membership to the ellipsoid C(ρ) = {x ∈ R
d :

ψ(x) ≤ ρ}. Write H(C(ρ)) = {Hx : x ∈ C(ρ)}. The CML estimate of X given observation y is

x̂CML(y, ρ) = arg minx∈C(ρ)

[
− ln pY|X(y|x)

]

= arg minx∈C(ρ)

[
1

2
(y − Hx)TΣ−1

W (y − Hx)

]

= arg minx∈Rd

[
1

2
(y − Hx)TΣ−1

W (y − Hx) +
ν(ρ,y)

2
xTΣ−1

X x

]
, (4.6)
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where the last equality follows from (3.5). Here 1
2ν(ρ,y) ≥ 0 is the data–dependent Lagrange

multiplier for the CML problem. It is equal to zero if y ∈ H(C(ρ)) (inactive constraint). Comparing

(4.4) and (4.6), it is clear that the CML estimate is obtained by replacing ΣX in (4.4) by ΣX

ν(ρ,y) ,

provided that ν(ρ,y) > 0. If ν(ρ,y) = 0, the CML estimate satisfies the equation y = Hx̂CML and

is not unique if H is noninvertible. However, if HΣXHT is invertible, the well–known inverse filter

solution ΣXHT(HΣXHT)−1y exists, maps to y under H, and hence is a valid CML estimate. The

CML estimate can be written as

x̂CML(y, ρ) =

{
ΣXHT(HΣXHT + ν(ρ,y)ΣW )−1y if y /∈ H(C(ρ))
ΣXHT(HΣXHT)−1y otherwise.

(4.7)

It coincides with the well-known inverse filter solution in the second case.

A larger value of ρ models greater uncertainty in the signal. The CML estimate, in the limit

as ρ −→ +∞, corresponds to estimating the signal with no prior information. From (4.7), notice

that as ρ −→ +∞, ν(ρ,y) −→ 0, and x̂CML(y, ρ) −→ ΣXHT(HΣXHT)−1y, the inverse–filter

solution whose statistical properties are notoriously poor. Note that the inverse filter solution

ΣXHT(HΣXHT)−1y is not the same as the MEMAP solution (4.5).

4.2.3 Typical versus MEMAP set sizes

The typical choice for ρ in light of the stochastic prior information expressed by Ω is given by

(4.1): ρtypical = 1. In contrast, the MEMAP choice corresponds to choosing ρ so that the CML and

MEMAP estimates coincide. In this example, the conditions of Theorem 3.2 are satisfied. Thus,

the CML estimate can indeed be made to coincide with the MEMAP estimate by choosing ρ(y)

according to (3.8). Comparing (4.4) and (4.6), it is clear that this can be done by choosing ρ(y) so

that ν(ρ,y) = 1. Then, from (3.8), (4.3), and (4.5), we have

ρMEMAP (Y) = ψ(x̂MEMAP (Y))
LLN' E [ψ(x̂MEMAP (Y))] (4.8)

=
1

d
E
[
YTΣ−1

Y HΣXHTΣ−1
Y Y

]

=
1

d
Trace

[
ΣXHTΣ−1

Y H
]
, (4.9)

where the LLN approximation is assumed to hold5 for d � 1. The right–hand side (4.8) is inde-

pendent of y. For instance, in a signal denoising problem (d = d′, H = Id the d×d identity matrix,

ΣW = σ2
W Id, and ΣX = σ2

XId), we have ρMEMAP =
σ2

X

σ2
X+σ2

W

< ρtypical = 1.

5Strictly speaking, this approximation will hold if X and W are samples of jointly stationary random processes

and if H is a shift–invariant operator. Also see [34, 28, 29].
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More generally, because the conditional distribution of X given Y = y is normal, and ψ(x) is

strictly convex, Proposition 4.1 shows that

E [ψ(x̂MEMAP (Y))] < E [ψ(X)] = 1

i.e., ρMEMAP < ρtypical.

In this example, because the MEMAP estimate is also the MMSE estimate, the MEMAP choice of

set size is better than the typical one in terms of mean squared error. Note that the MEMAP set

size is smaller than the typical size. We have observed that this shrinking effect is not restricted to

this example (cf. Proposition 4.1 and Section 4.3). Choosing a constraint set size which is smaller

than the typical one strongly contrasts with some ad hoc rules for selecting set sizes found in the

literature. Some researchers [35] even suggest working with set sizes that are larger than the typical

set sizes.

Using the MEMAP choice for the set size can provide significant gains in terms of MSE over the

CML choice even when H is nontrivial and poorly conditioned as the following example illustrates.

4.2.4 Diagonal Estimators

Let d = d′, and assume that the covariances matrices ΣX and ΣW are diagonal, and that H is

diagonal as well. This setup arises typically in signal processing problems where the X, W, and

Y are vectors of Fourier coefficients, and H is the Fourier representation of a circulant Toeplitz

operator. In the time domain, this setup corresponds to signals with circulant Toeplitz covariance

matrices and a circulant Toeplitz operator (implementing a circular convolution). The diagonalizing

operator is the d-point discrete Fourier transform. Here, the components of x,y, and H are complex–

valued in general.

The MEMAP estimator is identical to the MMSE estimator and is given by (4.5):

x̂MEMAP,i(y) =
H∗

ii

|Hii|2 + ΣW,ii/ΣX,ii
yi, 1 ≤ i ≤ d,

where z∗ denotes complex conjugate of scalar z and subscripts i and ii respectively index the

elements of associated vectors and matrices. The MSE of the MEMAP estimate is given by

MSEMEMAP =
d∑

i=1

ΣW,ii

|Hii|2 + ΣW,ii/ΣX,ii
.

We also have ρtypical = 1 and using (4.9),

ρMEMAP =
1

d

d∑

i=1

|Hii|2
|Hii|2 + ΣW,ii/ΣX,ii

≤ 1.
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The CML estimate (4.6) with typical set size can be evaluated as follows.

x̂CML(y) = arg min
x†Σ−1

X x≤d
(y − Hx)†Σ−1

W (y − Hx)

= arg min
x

[
(y − Hx)†Σ−1

W (y − Hx) + νx†Σ−1
X x

]

= arg min
x

d∑

i=1

[ |yi − Hiixi|2
ΣW,ii

+ ν
|xi|2
ΣX,ii

]
.

(The MEMAP estimator satisfies this equation with ν = 1.) This problem reduces to d independent

quadratic optimizations (over each xi). Its solution is obtained as

x̂CML,i(y) =
H∗

ii

|Hii|2 + νΣW,ii/ΣX,ii
yi, 1 ≤ i ≤ d.

The MSE for this estimator is given by

MSECML =

d∑

i=1

ΣW,ii
|Hii|2 + ν2ΣW,ii/ΣX,ii

(|Hii|2 + νΣW,ii/ΣX,ii)2
.

Next, let us evaluate ν = ν(y). Let

βi(ν) =
H∗

ii

|Hii|2 + νΣW,ii/ΣX,ii
.

Then ν satisfies the nonlinear equation

x̂
†
CMLΣ−1

X x̂CML =
d∑

i=1

|βi|2
ΣX,ii

|yi|2 = d

or equivalently,

1

d

d∑

i=1

γiε
2
i = 1

where

γi = |βi|2
|Hii|2ΣX,ii + ΣW,ii

ΣX,ii
,

and εi are i.i.d. N (0, 1). Hence 1
d

∑d
i=1 γiε

2
i converges with probability one to its expectation

1
d

∑d
i=1 γi as d → ∞, if Kolmogorov’s conditions on the sequence {γi} are satisfied6 ([28] p. 259).

Under those conditions, the random variable ν(Y) converges with probability one to a value that

is independent of a specific realization y.

For instance, if half of the diagonal entries of H corresponding to low–frequency spectral com-

ponents are equal to one and the other half are equal to zero (in the time domain this setup

corresponds to a poorly conditioned, real, circularly symmetric, low–pass, blurring operator) and

ΣX = ΣW = σ2Id, then ρMMEAP = 1
4 < ρtypical = 1, ν = 0, and MSEMEMAP

MSEtypical
' 3

4 where the approx-

imation becomes exact as d −→ ∞. This represents a 25% reduction in MSE over the estimate

using the typical set size.

6Specifically, the conditions
∑∞

i=1

γ2

i

i2
< ∞ and limd→∞

{
1
d

∑d

i=1
γi

}
< ∞ are sufficient.

20



4.3 Example: Denoising Generalized Gaussian Signal in Gaussian noise using

`1 and `2 energy prior constraints

The empirical histograms of the wavelet coefficients of many natural images are well modeled by

the class of zero–mean generalized Gaussian distributions (GGDs) [6, 36]. Distributions in this

family are characterized by a shape parameter p and variance v2:

GGD(p, v2)(x) :=
exp

{
−|xa |p

}

2a1
pΓ(1

p)
,

where a = v

√
Γ( 1

p
)

Γ( 3
p
)
, and Γ(t) :=

∫∞
0 xt−1e−xdx is the Gamma function. The family of GGDs

includes the Laplacian (p = 1) and the Normal (p = 2) distributions. Let X ∼ i.i.d. GGD(p, σ2
X ).

Let

ψ1(x) :=
1

d

d∑

i=1

|xi| and ψ2(x) :=
1

d

d∑

i=1

|xi|2.

Both ψ1(x) and ψ2(x) are nonnegative, convex, and omnidirectionally unbounded functions of x

(see Definition 3.1 and Remark 3.1). Let Y = X + W, where W ∼ N (0, σ2Id) is independent

of X, and Id is the d × d identity matrix. Here, pY|X(y|x) = N (x, σ2Id) is strictly log–concave

in x, and the components of Y are i.i.d. zero–mean and have variance σ2
Y = σ2

X + σ2. For our

numerical example, we use d = 105 and σ = 40. The true pdf π∗ is GGD(p, σ2
X) with parameters

p = 1.2, and σX = 40. The value of E |Xi| can be computed using Monte Carlo simulation

and is approximately equal to 29.5 for i = 1, ..., d. Note that Eπ∗ [ψ1(X)] = E |Xi| = 29.5, and

Eπ∗ [ψ2(X)] = E |Xi|2 = σ2
X = 1600.

4.3.1 MEMAP estimation

Define φγ(x) := ψγ(x), γ = 1, 2. Suppose that prior statistical information about X is in the form

of measurements of the average `1 and `2 energies of X:

Ω1(u1) := {pdf π : Eπ [X] = 0, Eπ [φ1(X)] ≤ u1},
Ω2(u2) := {pdf π : Eπ [X] = 0, Eπ [φ2(X)] ≤ u2},

and let Ω(u1, u2) := Ω1
⋂

Ω2. Here, u1 = E |Xi| = 29.5 and u2 = σ2
X = 1600. By applying the

converse part of Theorem 2.1 to Ω1, Ω2, and Ω, it is easily verified that the respective maxent priors

exist and are given by (2.5). We have

πME1(x) =
d∏

i=1

exp
{
− |xi|

u1

}

2u1
,

πME2(x) =

d∏

i=1

exp
{
− |xi|2

2σ2
X

}

σX

√
2π

,
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which are, respectively, i.i.d. Laplacian and Gaussian priors. The maxent prior in Ω = Ω1
⋂

Ω2

has the form

παβ(x) =
d∏

i=1

exp
{
−( |xi|

α + |xi|2
2β2 )

}

Z(α, β)
,

where Z(α, β) is the normalization constant given by

Z(α, β) = β
√

2π
erfc(β/(α

√
2))

exp {−(β/α)2/2}

and erfc(z) := 2√
π

∫∞
0 exp

{
−t2
}

dt is the complementary error function. In the above expression

for the maxent prior, the parameters α (not to be confused with the normalization constant in

Theorem 2.1) and β must satisfy the constraints of both Ω1 and Ω2 and maximize the differential

entropy h(παβ). It is easy to verify that

h(παβ) =
Eπαβ

|X|
α

+
Eπαβ

|X|2
2β2

+ lnZ(α, β).

Closed–form analytical expressions for Eπαβ
|X| and Eπαβ

|X|2 in terms of the complementary

error function can be derived (as was done for Z(α, β) above) but have been omitted for clarity. A

numerical evaluation of h(παβ) for a range of feasible values in the α–β plane yields the maximizer:

αME = 37.1 and βME = 88.0. Figure 2 shows the contour plots of h(παβ) as a function of α and

β. The solid white dot in the figure has coordinates (αME , βME). The dark–shaded region in the

figure is the feasible region where παβ ∈ Ω. Note that παMEβME
lies on the boundary of the feasible

region: the moment constraints of Ω1 and Ω2 are both active in this example (αME and βME are

both nonzero). Further, note that παβ 6= GGD(1.2, σ2
X ) for any value of (α, β); i.e., the maxent

distribution does not coincide with the true distribution of X for any values of u1 and u2. However,

GGD(1.2, σ2
X ) is “closer” to a Laplacian (p = 1) than the Gaussian (p = 2), and indeed we find that

the maxent distribution is dominated by the `1 term. Loosely speaking, the maxent distribution

reflects the appropriate significance of each moment constraint (cf. Section 5).

The MEMAP estimate based on Ω1 alone is given by

x̂MEMAP1(y, u1) = arg min
x∈Rd

d∑

i=1

[
(yi − xi)

2

2σ2
+

|xi|
u1

]
(4.10)

⇒ x̂MEMAP1,i(y, u1) = min

(
0, yi − sign(yi)

σ2

u1

)
, 1 ≤ i ≤ d. (4.11)

Thus, the MEMAP estimate based on Ω1 consists of subjecting the observation y pointwise, to the

nonlinearity in (4.11), which is commonly referred to as the soft–threshold rule in the denoising
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literature [37]. For convenience, we shall write x̂MEMAP1(y, u1) = soft thld(y, σ2

u1
). The soft–

threshold rule shrinks the magnitude of values that are greater than the threshold, and sets to zero

values that are below the threshold.

Similarly, the MEMAP estimate based on Ω2 alone is given by

x̂MEMAP2(y, u2) = arg min
x∈Rd

d∑

i=1

[
(yi − xi)

2

2σ2
+

|xi|2
2σ2

X

]

=

(
1 +

σ2

σ2
X

)−1

y, (4.12)

which is the linear–MMSE estimate of X based on y [4, 8].

The MEMAP estimate based on Ω is given by

x̂MEMAP (y, u1, u2) = arg min
x∈Rd

d∑

i=1

[
(yi − xi)

2

2σ2
+

|xi|
αME

+
|xi|2

2β2
ME

]
(4.13)

=

(
1 +

σ2

β2
ME

)−1

soft thld

(
y,

σ2

αME

)
, (4.14)

which is a combination of scaling and soft–thresholding. The MEMAP estimates (4.11), (4.12), and

(4.13) are obtained through point operations on y whose components are i.i.d. as noted earlier.

Thus, the components of the MEMAP estimates are also i.i.d.

4.3.2 CML estimation

Let prior information about X be available in the form of membership to `1 and `2 balls in R
d of

radii dρ1 and ρ2

√
d, respectively:

Cγ(ργ) := {x ∈ R
d : ψγ(x) ≤ (ργ)γ}, γ = 1, 2,

and let C(ρ1, ρ2) := C1
⋂
C2. The CML estimate of X based on C1 alone is given by

x̂CML1(y, ρ1) = arg min
x∈C1

d∑

i=1

(yi − xi)
2

2σ2

= arg min
x∈Rd

d∑

i=1

[
(yi − xi)

2

2σ2
+
ν1(ρ1,y)

d
|xi|
]
, (4.15)

where the last equality follows from (3.5). Here ν1(ρ1,y) ≥ 0 is the Lagrange multiplier associated

with the CML problem and is equal to zero if ψ1(y) < ρ1. Comparing (4.10) and (4.15), it is clear

that

x̂CML1(y, ρ1) = soft thld(y, Ts(ρ1,y)),
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where the soft–threshold Ts(ρ1,y) := 1
dν1(ρ1,y)σ2. The dependence of Ts on ρ1 is implicit and is

contained in the condition on the Lagrange multiplier ν1. From this condition, it can be derived

that Ts is the largest value of T for which
[∑

i:|yi|>T (|yi| − T )
]
− dρ1 is nonnegative. In other

words, x̂CML1(y, ρ1) is the Euclidean projection of y onto the d–dimensional `1 ball of radius ρ1d.

The map from ρ1 to Ts is many-to-one for each y because Ts = 0, ∀ρ1 ≥ ψ1(y). The map is

one-to-one when the domain is restricted to values of ρ for which the constraint is active, i.e.,

ρ1 = ψ1(x̂CML1(y, Ts)). There is no explicit analytical expression for x̂CML1(y, ρ1) in terms of ρ1.

In a similar fashion, it is easy to derive that the CML estimate based on C2 alone is given by

x̂CML2(y, ρ2) = slope(ρ2,y)y,

where slope(ρ2,y) := (1 + 1
dν2(ρ2,y)σ2)−1 and ν2(ρ2,y) ≥ 0 is the Lagrange multiplier associated

with the CML problem and is equal to zero if ψ2(y) < ρ2
2. In this case, there is an explicit expression

for ν2(ρ2,y) in terms of ρ2 and y: 1
dν2(ρ2,y) = max(0, (||y||2−ρ2

√
d)(σ2ρ2

√
d)−1). The dependence

of ν2(ρ2,y) on a specific observation Y = {Yi}d
i=1 disappears for d � 1 because 1

d

∑d
i=1 Y

2
i −→σ2

Y

by the strong law of large numbers. The convergence is with probability one and the result holds

because the components of Y are i.i.d. and have finite mean and variance [28, 29]. Thus,

x̂CML2(Y, ρ2) = min

(
1,
ρ2

√
d

||Y||2

)
Y

LLN≈ min

(
1,
ρ2

σY

)
Y

which is the Euclidean projection of Y onto the d–dimensional `2 ball of radius ρ2

√
d. As before,

the map from ρ2 to the slope parameter is many-to-one because slope = 1, ∀ρ2 > ψ2(Y)
LLN≈ σ2

Y .

The map is one-to-one if the `2 constraint is active, i.e., ρ2
2 = ψ2(x̂CML2(Y, slope)) = min

(
σ2

Y , ρ
2
2

)
.

The CML estimate of X based on membership to both C1 and C2 has the form

x̂CML(y, ρ1, ρ2) = slope(ρ1, ρ2,y) soft thld(y, Ts(ρ1, ρ2,y)).

Here, the dependence of the slope parameter and Ts on ρ1 and ρ2 is implicit. For each set of

constraints considered, the corresponding CML and MEMAP estimates have the same functional

form, but the parameters of the estimator respectively depend on the set radii and the bounds on

the moment measurements. Due to the implicit nature of the dependence of CML estimates on set

radii, it is easier to numerically evaluate x̂CML1(y, ρ1) and x̂CML(y, ρ1, ρ2) in terms of the threshold

and slope parameters. However, the relation between the set radii and the slope and threshold

parameters is not one-to-one (cf. Remark 2.1). We evaluate x̂CML1(y, Ts) and x̂CML(y, Ts, slope)

for each value of Ts and the slope parameter.

The set radii associated with each value of threshold and slope parameters are related as follows.

For CML estimation with a single `1 constraint, if the estimate for a given value of ρ1 lies on the
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boundary of the d–dimensional `1 ball of radius dρ1, then ρ1 = ψ1(x̂CML1(y, Ts)); otherwise,

x̂CML1 = y and Ts = 0. For CML estimation with both the `1 and `2 constraints, there are

three scenarios. If both energy constraints are active, then ργ = ψγ(x̂CML(y, Ts, slope)) for γ =

1, 2. If the `1 constraint alone is active, then slope(ρ1, ρ2) = 1, ρ1 = ψ1(x̂CML(y, Ts, 1)), and

ρ2 > ψ2(x̂CML(y, Ts, 1)). In this case, the choice for ρ2 is ambiguous, i.e., many values of ρ2 are

associated with slope = 1 for a given value of Ts. Similarly, if the `2 constraint alone is active, then

Ts(ρ1, ρ2) = 0, ρ2 = ψ2(x̂CML(y, 0, slope)), and ρ1 > ψ1(x̂CML(y, 0, slope)). Here, the choice for

ρ1 is ambiguous. The ambiguity in the values of set radii for given values of threshold and slope

parameters can be resolved by mapping (Ts, slope) to the set radii for which both constraints are

active: ρ1 = ψ1(x̂CML(y, Ts, slope)) and ρ2 = ψ2(x̂CML(y, Ts, slope)) (also see Remark 2.1).

4.3.3 Typical versus MEMAP set sizes

The typical choice for ργ in light of the stochastic prior information expressed by Ωγ , γ = 1, 2 is

given by ρtypical
γ = uγ , γ = 1, 2 (4.1). The conditions of Theorem 3.1 and Theorem 3.2 are satisfied.

It is therefore possible to make the CML and MEMAP estimates coincide by choosing appropriate

values for ρ1 and ρ2 as given by condition (3.8). This gives the MEMAP choice for set radii (4.2):

ρMEMAP
γ (Y) = ψγ(x̂MEMAP (Y))

=
1

d

d∑

i=1

|f(Yi)|γ , γ = 1, 2,

where f represents the point nonlinearity given by (4.11), (4.12), or (4.14). The components of the

MEMAP estimates are i.i.d. because {Yi}d
i=1 are i.i.d. and the MEMAP estimates are obtained

by a componentwise nonlinear operation on y. Hence the random variables {|f(Yi)|γ}d
i=1 are also

i.i.d. with finite mean and variance. We can now invoke the strong law of large numbers to write

1

d

d∑

i=1

|f(Yi)|γ −→ E |f(Yi)|γ

as d −→ ∞, where the convergence is with probability one. Thus, for large values of d, the value of

ρMEMAP
γ which makes the CML and MEMAP estimates coincide is independent of the observation

y. Table 1 compares the typical and MEMAP choices for the set sizes for CML estimation using

C1, C2, and C. Figure 3 plots mean squared error (MSE) as a function of set size for CML

estimation based on C1 and C2 alone. Figure 4 shows the 2–D contour plot of MSE as a function of

threshold and slope parameters for CML estimation based on C. Because of the implicit nature of

the dependence of x̂CML(y) on ρ1 and ρ2, we have used the threshold and the slope parameters for

convenience. From Table 1 it may be observed that both the MSE and the set size ργ corresponding

to the MEMAP choice are lower than those for the typical one. Improvements in MSE were also

observed for other signal–to–noise ratios.
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5 Entropy as a Criterion for Model Selection and Goodness of Fit

Suppose that there are several candidate models (statistical descriptions) for the signal of interest,

where each model only provides partial prior information about the underlying signal distribution.

It is desirable to have a criterion that singles out one model as the most faithful and noncommittal

description for the signal among the available statistical descriptions. This section explains how

differential entropy can be used to make this selection even if the underlying signal distribution

is not known. This concept is related to the classical problem of model order selection, where an

entropic criterion can be used to select the order of a model from the data [38]. In contrast, our

criterion is not data-driven; since we assume exact knowledge of moment constraints on the signal

distribution, more knowledge can only help. The entropic criterion below quantifies the value of

such additional knowledge.

To state our result simply, the model whose worst–case differential entropy is smallest is desirable

because it is a closer noncommittal fit to the underlying signal distribution, where closeness is

measured by cross–entropy:

Definition 5.1 (Cross–entropy [39]) The cross–entropy of pdf π1(x) with respect to pdf π2(x)

(also known as the I-divergence, Kullback–Leibler distance, relative entropy, and information dis-

crimination) denoted by D(π1||π2) is defined as

D(π1||π2) = Eπ1

[
ln(π1

π2
)
]

if π1 is absolutely continuous with respect to π2 [27],

= +∞ otherwise.
(5.1)

To make things precise, by a model, we mean the family of probability distributions consistent

with given moment measurements: Ωm := {pdf π : 0 ≤ Eπ

[
φm

γ (X)
]
≤ um

γ < +∞,∀γ ∈ Γm}, where

{Ωm}m∈M are the competing signal models indexed by m and M is an index set. We assume

that the “true” signal distribution π∗ is consistent with all available statistical descriptions, i.e.,

π∗ ∈ Ωm,∀m ∈ M.

5.1 Goodness of Fit

Cross–entropy D(π∗||πm
ME),m ∈ M, where πm

ME denotes the maxent distribution in Ωm, can be

used as an information–theoretic measure of the quality of fit between πm
ME and the “true” model π∗.

In other words, it is a measure of how good the different energy constraints in Ωm are at providing

a noncommittal statistical description of X, the signal of interest. It is possible to upper–bound

the cross–entropy D(π∗||πME) by the quantity h(πME)−h(π∗) as follows. First note that if λγ > 0
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in (2.5) then the maxent prior (2.5) meets the associated moment constraint of Ω – defined by (2.4)

— with equality, i.e., EπME
[φγ(X)] = uγ . Thus,

D(π∗||πME) = Eπ∗ [− lnπME ] − h(π∗)

=
∑

γ∈Γ

λγEπ∗ [φγ(X)] + α− h(π∗)

≤
∑

γ∈Γ

λγuγ + α− h(π∗)

=
∑

{γ∈Γ:λγ>0}
λγEπME

[φγ(X)] + α− h(π∗)

= h(πME) − h(π∗),

and hence

D(π∗||πm
ME) ≤ h(πm

ME) − h(π∗), ∀m ∈ M, (5.2)

provided that all models {Ωm}m∈M satisfy the conditions of Theorem 2.1. The above inequality

becomes an equality if the true distribution π∗ meets the upper bounds on the moments with

equality, i.e., Eπ∗

[
φm

γ (X)
]

= um
γ , ∀γ ∈ Γm. Since h(π∗) is fixed, we can view h(πm

ME) directly as

a figure of merit for the moment measurements, even if π∗ is unknown. Thus, h(πm
ME) provides a

systematic approach to the selection of multiple energy constraints.

5.2 Minimax entropy model selection criterion

If it is required to choose one among several competing collections of measurements, in view of

(5.2), the collection Ωm0 ,m0 ∈ M for which h(πm
ME) is least, will be the closest noncommittal fit

to the “true” model π∗:

m0 := arg inf
m∈M

h(πm
ME) (5.3)

= arg inf
m∈M

sup
π∈Ωm

h(π).

In view of (5.2), adding consistent constraints (enlarging Γ) can only shrink the admissible set

Ω over which entropy is maximized and hence decrease h(πME) and therefore also D(π∗||πME).

Hence, if the candidate models are completely nested, the selection criterion (5.3) will favor the

model with the maximum number of constraints. However, models with more constraints are more

complex. Thus, the entropy–based model selection criterion allows the data analyst to trade off

model complexity (number of constraints) for goodness of fit (measured by cross–entropy).

The relative importance of a particular measurement can be gauged by the decrease in the

value of h(πME) by its inclusion into Ω. Table 1 shows the value of h(πME) for Ω1, Ω2, and Ω of

Section 4.3. In going from Ω2 to Ω, there is a “significant” decrease in the value of h(πME) by
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the inclusion of the `1 constraint, but the decrease is only marginal in going from Ω1 to Ω by the

inclusion of the `2 constraint. This agrees with the intuition that the true distribution of X in the

example π∗ = GGD(p = 1.2, σ2
X ) is “closer” in shape to a Laplacian (GGD with shape parameter

p = 1) than the Gaussian (GGD with shape parameter p = 2).

5.3 Example: Optimality of the KLT

The minimax entropy principle for model selection (5.3) can be used to prove the optimality of the

KLT from a model fitting perspective. Let B := {bi}d
i=1 be an orthonormal basis for R

d. Let

ΩB := {pdf π : Eπ

[
bT

i X
]2 ≤ σ2

i (B), 1 ≤ i ≤ d}.

Using the converse part of Theorem 2.1 it is easily verified that the maxent distribution in ΩB is

given by

πBME(x) =

d∏

i=1

1

σi(B)
√

2π
exp

{
−(bT

i x)2

2σ2
i (B)

}

and

h(πBME) =
1

2
ln

[
(2πe)d

d∏

i=1

σ2
i (B)

]
.

Now suppose π∗ is the “true” underlying distribution of the signal and

σ2
i (B) = Eπ∗

[
bT

i X
]2
, ∀i = 1, . . . , d, ∀B ∈ U ,

where U denotes the set of all orthonormal bases. Since B is an orthonormal basis,
∑d

i=1 σ
2
i (B) =

Eπ∗ ||X||2`2 , which is independent of the basis B. The best orthonormal basis B∗ according to the

minimax entropy criterion (5.3) is given by

B∗ = arg inf
B∈U

h(πBME) = arg inf
B∈U

d∏

i=1

σ2
i (B) = arg sup

B∈U




1
d

∑d
i=1 σ

2
i (B)

(∏d
i=1 σ

2
i (B)

)1/d




because the numerator of the last minimand above is independent of B. The last minimand above,

which is the ratio of the arithmetic mean to the geometric mean of the component variances in

an orthonormal basis B, is called the coding gain of a transform coder with basis B [40, 41]. The

coding gain is maximized in the orthonormal basis that diagonalizes the correlation matrix of the

signal vector [40, 41]. This orthonormal decorrelating basis (which is unique up to permutations

and direction reversals of the basis vectors) is the Karhunen–Loève basis.
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6 Connection to Regularized Restoration

Consider the discrete linear inverse problem of estimating X from blurred and noisy observation y:

y = Hx + w.

In many practical problems, the operator H is poorly conditioned, and so the inverse map H−1

produces unacceptable amplification of the noise w. Stability is restored by forcing the solution to

be smooth, where smoothness is measured by a collection of regularization functions {φγ(x)}γ∈Γ

that reflect prior information about x. The regularization functions are usually seminorms [8] and

the regularized solution is obtained as the solution to the following minimization problem:

x̂reg(λ) := arg min
x∈S


||y − Hx||2 +

∑

γ∈Γ

λγ φγ(x)


 , (6.1)

where S ⊆ R
d has nonzero volume and {λγ}γ∈Γ are nonnegative regularization parameters that

control the degree of smoothness of the solution and hence the overall quality of the estimate.

It is often unclear how to choose appropriate regularization parameters, and most methods in

the literature deal with a single regularization function (|Γ| = 1) [42, 43, 44, 45]. However, the sheer

variety and complexity of real–world signals such as speech, images, and video, suggests the use of

multiple regularization functions, so that the estimate inherits the rich smoothness characteristics of

the underlying signal. The extension of the methods developed for a single regularization parameter

to manage multiple smoothness criteria is not straightforward. Recent work by Belge et al. [46, 47]

addresses the problem of simultaneously selecting multiple regularization parameters, but they are

based on a generalization of the classical L–curve method [48] for choosing a single regularization

parameter. The L–curve method and its generalization uses prior information in a rather ad–hoc

manner. Prior information is purely in terms of specifying what regularization functions are to

be used. The weights (regularization parameters) for different functions are chosen empirically

without taking into account available signal and noise statistics.

From a Bayesian perspective, (6.1) can be interpreted as the MAP estimate (2.1) using an

exponential prior πexp(x;λ) := 1
Z(λ)1S(x) · exp

{
−∑γ∈Γ λγφγ(x)

}
with nonnegative parameters

λ := {λγ}γ∈Γ and normalization constant Z(λ). The regularization parameters are sometimes

treated as hyperparameters to be estimated from the data [49, 44]. The hyperparameter estimation

problem presents substantial theoretical and numerical difficulties; x often needs to be integrated

out as a nuisance parameter [44].

Suppose instead that partial prior information about the signal statistics is available in the form

of moment equality constraints

Ω= := {pdf π : Eπ[φγ ] = uγ ,∀γ ∈ Γ} ,
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and πexp(x;λ∗) ∈ Ω= for some λ∗ ∈ R
d
+. Then πexp(x;λ∗) is the unique maxent distribution in Ω=

because ∀π ∈ Ω=, we have 0 ≤ D(π||πexp) = h(πexp(·;λ∗)) − h(π). Hence, the MEMAP estimate

(3.1) can be viewed as a regularized estimate for X using multiple regularization functions {φγ}γ∈Γ.

The multiple regularization parameters {λγ}γ∈Γ are the Lagrange multipliers associated with the

maxent prior (2.5). These parameters reflect prior information about X while being noncommittal

with respect to missing information. This provides a mechanism for selecting {λγ}γ∈Γ based on

moment measurements (2.4).

It can be proved that λME is the solution to the following dual, convex minimization problem

[3]:

λME = arg min
λ∈L


∑

γ∈Γ

λγuγ + lnZ(λ)


 , (6.2)

where Z(λ) :=
∫
S exp

{
−∑γ∈Γ λγφγ(x)

}
dx and L := {λ ≥ 0 : Z(λ) < ∞}. The minimand in

(6.2) is strictly convex in λ. Under mild regularity assumptions on the measurement functions, the

minimand will also be differentiable. Then, an iterative, gradient projection procedure can be used

to solve for λME . Several variants of this basic procedure have been proposed in the literature,

e.g., Bregman’s Balancing method, Multiplicative Algebraic Reconstruction Technique, Generalized

Iterative Scaling Method, Newton’s Method, and Interior–Point Methods [50]. However, these

algorithms have been largely applied only to entropy optimization problems where the underlying

space is a finite set unlike R
d. All such algorithms need to evaluate Eπexp(x;λ) [φγ(X)] ,∀γ ∈ Γ at

each step – a task which may turn out to be nontrivial if the dimensionality of the underlying

space, d, is large as in the case of “natural” images. This is because the procedure involves the

computation of very high dimensional integrals at each step. One would typically need to take

recourse to computationally intensive and unwieldy algorithms like importance sampling or Markov

chain Monte Carlo (MCMC) [51] for numerically evaluating the high–dimensional integral at each

step. In certain situations, however, it is possible to take advantage of the structure of the specific

measurement functions to develop fast heuristic approximations to λME [31].

7 Closing Remarks

Consider the problem of estimating a finite–dimensional parameter x ∈ R
d from independent

observations {yi}d′
i=1, where pY|X(y|x) =

∏d′

i=1 px(yi). The maximum likelihood (ML) estimate of

x based on the independent observations {yi}d′
i=1: x̂ML(y), under suitable regularity assumptions

on px(y), converges to the true value of the parameter as d′ tends to infinity [4]. In problems

where the maximum likelihood estimator is consistent,7 any prior information is asymptotically
7Recall that a parameter estimator is consistent if the estimated parameter converges to the true parameter in a

well–defined sense [4].
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useless. Thus, the CML and MEMAP estimators, which use prior information, are asymptotically

equivalent for finite–dimensional parameter estimation problems 8.

Prior information, such as membership to constraint sets and constraints on the prior signal

distribution, becomes useful only when the maximum likelihood estimator is inconsistent. This

may happen for instance in a nonparametric setup, in which the dimensionality of the parameter

space d grows with the data size d′. To illustrate, suppose

Y = X + W,

where d′ = d, W is independent of X, and the pdf of W has a mode at 0. Then, the maximum

likelihood estimate of X is given by x̂ML(y) = y which is inconsistent. A constrained maximum

likelihood estimate based on prior information such as 1
d ||x||2`2 ≤ ρ < 1

dE ||Y||2`2 helps in lowering

the mean squared prediction error. This paper has derived a notion of equivalence between CML

and MEMAP estimators for nonparametric estimation problems in which prior information does

matter.

Acknowledgments. The authors are grateful to the anonymous reviewers for their suggestions
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8More precisely, this statement holds if the true parameter satisfies the constraints in the CML setup, and if the
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Figure 1: Illustration of set–theoretic estimation.
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Figure 2: Contour plots of h(παβ) as a function of α and β. The solid white dot has coordinates

(αME , βME) and h(παMEβME
) = 5.072. The dark region corresponds to values of (α, β) that are

consistent with the specified `1 and `2 moment constraints.
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Table 1: Comparative results for MEMAP and CML estimation for the numerical example in

Section 4.3.

pdf sets Ω1 Ω2 Ω

h(πME) 5.074 5.107 5.072

Signal sets C1 C2 C

Set sizes

ρtypical
1 u1 = 29.5 u1 = 29.5

ρtypical
2 σX = 40.0 σX = 40.0

ρMEMAP
1 Eφ1(x̂MEMAP1(Y)) Eφ1(x̂MEMAP (Y))

= 10.0 = 11.9

ρMEMAP
2

√
Eφ2(x̂MEMAP2(Y))

√
Eφ2(x̂MEMAP (Y))

= σY

2 = 28.3 = 24.2

Mean squared error

MSEtypical 1063.4 938.5 933.3

MSEMEMAP 958.7 800.0 893.8

Estimation rule parameters

T typical
s 17.0 7

slopetypical 1√
2

0.78

TMEMAP
s 54.2 43

slopeMEMAP 1
2 0.83
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