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Abstract

Sensitivity analysis attacks constitute a powerful family of watermark “removal” attacks. They exploit

a vulnerability in some watermarking protocols: the attacker’s unlimited access to the watermark detector.

This paper proposes a mathematical framework for designing sensitivity analysis attacks and focuses on

additive spread spectrum embedding schemes. The detectors under attack range in complexity from basic

correlation detectors to normalized correlation detectors and maximum likelihood (ML) detectors. The

new algorithms precisely estimate and then eliminate the watermark from the watermarked signal. This

is done by exploiting geometric properties of the detection boundary and the information leaked by the

detector. Several important extensions are presented, including the case of a partially unknown detection

function, and the case of constrained detector inputs. In contrast with previous art, our algorithms are

noniterative and require at mostO(n) detection operations in order to estimate the watermark, wheren

is the dimension of the signal. The cost of each detection operation isO(n), hence the algorithms can be

executed in quadratic time. The method is illustrated with an application to image watermarking using

an ML detector based on a generalized Gaussian model for images.
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I. I NTRODUCTION

Copyright protection of digital media, together with related applications, has fueled the development of

watermarking systems. In many of these applications, security, i.e., the ability to resist intentional attacks,

is a core requirement. In this paper, new attacks on spread-spectrum schemes are presented. They belong

to a family of attacks called “sensitivity analysis attacks” which are known to be extremely effective for

an adversary that has unlimited access to the watermark detector [1]–[9]. In this sense, these attacks are

analogous to chosen-cyphertext attacks in cryptography, where the opponent has access to the decryption

device but does not know the key [10]. The goal is unauthorized removal of a watermark.

A scenario that is vulnerable to such attacks, is when media players accept both watermarked and

unwatermarked copies [3]. Such devices play watermarked commercial digital products as well as unwa-

termarked products such as home videos. An attacker may then be motivated to remove the watermark

from a watermarked copy available to him in order to produce an unlimited number of illegal copies and

resell them.

Moreover, in a typical copyright protection watermarking system, the detection algorithm is publicly

known. While no one should be able to “remove” the electronic watermark, anyone can detect its presence.

In sensitivity analysis attacks, this feature is abused (refer to Figure 1). The attacker makes use of the

detector to extract information about the watermark and subsequently “remove” it. The attacker’s goal

is to create a pirated copy that is perceptually similar to the original watermarked signal and does not

trigger a positive response from the detector. Hence, there is no need to completely remove the watermark:

fooling the detector is enough [4].
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Fig. 1. Detector outputs 0 and 1 indicate watermark absent and present, respectively. The attacker uses the detector as a black

box, to estimate the watermark and create a pirated copy. (a) Previous work: the algorithm is iterative and applies to correlation

detectors. (b) Our approach: the algorithm is noniterative and applies to a broad family of regular detectors. The pirated copy

is constructed in the final step of the algorithm, and triggers the response ”0” from the detector.
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Fig. 2. An illustration of Linnartz’s algorithm in the 2-D case.

Sensitivity analysis attacks have been previously addressed by Cox and Linnartz in [1], by Linnartz

and Van Dijk [2], by Kalker, Linnartz, and Van Dijk [3], by Tewfik and Mansour [5] and [6], and by

Comes̃ana, Ṕerez-Freire, and Ṕerez-Gonźalez [8].

To our knowledge, Cox and Linnartz [1] were the first to study this problem. They argued that with the

aid of a watermark detector and a size-n watermarked imagex, the attacker should be able to estimate

the watermark afterO(n) and notO(2n) calls to the detector. Note that sensitivity analysis attacks are

only possible because of the repetitive use of the detector. Therefore, if the detection operation itself is

of complexityO(n) (because the detector computes, e.g., a correlation statistic), then the attack method

is effectively of complexityO(n2). The attack method in [1] is described at a high level. The attack

progressively modifies the watermarked signal into one that is just on the negative side of the decision

boundary. For each pixel at a time, the luminance is changed till the detector response changes from

watermarked to unwatermarked. At the end of this process, the attacker has a collection of the pixels that

largely influence the detector’s decision. A correlation type detector is assumed although it is claimed

that the attack is still possible with other detectors. In this paper, we explicitly state the steps required

by our proposed algorithms to obtain an estimate of the watermark for various detection methods.

For another approach1 suggested in [2] by Linnartz and Van Dijk, the preliminary step is also to find

a signaly almost on the decision boundary (see Figure 2). Indeed the basic idea of this approach is to

move in the plane tangent to the decision boundary towardsx. For a correlation detector, the decision

1For convenience, this algorithm is denoted as Linnartz’s algorithm.
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boundary is a hyperplane orthogonal to the watermarkw which can then be estimated and “removed”.

For other types of detectors, the attack algorithm requires more iterations. On the contrary, our algorithms

are noniterative and they are guaranteed to give a good estimate of the watermark after a finite number

of steps. Moreover, we consider real-valued watermarks, while in [2] the watermark is bipolar and only

the signs of its components need to be estimated.

Another attack algorithm was proposed in [3] by Kalker et al. Their algorithm is specialized to

normalized correlation detectors, is iterative, and considers only bipolar watermarks.

Later, Tewfik and Mansour [6] used the least mean squares (LMS) algorithm to estimate the watermark.

For this purpose, the attack requires a sufficient number of signals on the decision boundary. However,

the convergence properties of this method remain to be investigated. In the same paper, the authors

recommend processing of the detection boundary to make it fractal-like. This is addressed in another

paper by the same authors [5]. According to [5], this new boundary cannot be reliably estimated because

it is nonparametric.

Finally, another attack was proposed recently by Comesãna et al. in [8]. This attack also uses a

numerical method in order to create an unwatermarked signal with minimum Euclidean distortion relative

to the watermarked signalx originally available to the attacker. The numerical method used in [8] is

an adaptation of Newton’s method. It is an iterative algorithm, and its computational complexity and

convergence properties are currently unknown.

In this paper, we present new algorithms for sensitivity analysis attacks. Table I summarizes the

advantages of our new algorithms over the algorithms cited above. The main idea is to exploit the

mathematical properties of the detection function and accordingly process the information leaked by the

detector to estimate the watermark. For this reason, we study in this paper two general classes of detectors

and generate a sensitivity analysis attack algorithm for each class. We first study generalized correlator

detectors and provide an algorithm that estimates the watermark inn + 1 steps. Popular detectors in this

class are the standard correlation detector, the normalized correlation detector, and the Patchwork detector.

Next, we address a broader class of nonlinear detectors, which we call regular detectors. Assuming that

the detection boundary is smooth enough, the algorithm locally approximates it by ann−dimensional

hyperplane and obtains the watermark in2n+1 steps. This class includes a variety of maximum-likelihood

(ML) detectors, e.g., based on generalized Gaussian models for the Discrete Cosine Transform (DCT)

coefficients of the host image [11].

Next, we study the scenario when a finite set of parameters, such as threshold of the test, or parameters

of the ML detector, are unknown to the attacker. We modify our algorithms to fit this scenario and we show
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TABLE I

OUR NEW ALGORITHMS VERSUS PREVIOUS ALGORITHMS.

Algorithm Characteristics

Cox and Linnartz [1] Correlation detection assumed, iterative algorithm, real-valued watermark.

Linnartz and Van Dijk [2] Correlation detection, iterative algorithm, bipolar watermark.

Kalker, Linnartz, and Van Dijk [3] Normalized correlation detection, iterative algorithm, bipolar watermark.

Tewfik and Mansour [6] (Iterative) LMS algorithm, real-valued watermark.

Comes̃ana, Ṕerez-Freire, and Ṕerez-Gonźalez [8] Iterative based on Newton’s method, real-valued watermark.

Our algorithms Explicit formula for the watermark estimate, noniterative,

O(n) detection probes, general/parametric detection methods,

real-valued watermark, quantization effects considered.

that their complexity does not increase significantly. Finally, we take into account practical constraints

that may be imposed on the detector’s input and consequently on the attack algorithm.

This paper is organized as follows. Section II describes the notation used in this paper. Section III

presents the assumptions made about the attacker. Section IV presents a new algorithm that recovers the

exact watermark inn + 1 steps when the detection statistic is the correlation between the signal and

the watermark or a function of it. In Section V, another algorithm is derived that applies to the family

of regular detectors. Section VI considers parametric detectors, where the attacker does not know some

of parameters of the detection function. In Section VII, we take into account the constraints that result

when the detector’s inputs are digital images. In Section VIII, we present simulation results to ascertain

the performance of our algorithms. Finally, conclusions are presented in Section IX.

II. D EFINITIONS AND NOTATION

All the signals are represented asn-dimensional vectors. We denote byo the zero vector. Lets be the

original signal,x the watermarked signal, andw the watermark, an arbitrary element ofRn. Let σ > 0

be the strength parameter. The watermarked signal is obtained by additive spread spectrum embedding



TO APPEAR IN IEEE TRANS. ON INFORMATION FORENSICS AND SECURITY, VOL. 2, NO. 2, JUNE 2007 6

of the watermark into the original signal2:

x = s + σw. (1)

For simplicity, assumeσ = 1 and let the strength of embedding be represented in the magnitude of the

watermarkw.

The detection threshold isτ . Given a signaly, the detector computes a detection statistict(y,w).

Then, the detector comparest(y,w) with τ . The decision is

d(y,w) =





1, if t(y,w) > τ (Watermark present)

0, else (Watermark absent)
(2)

Givenw, the set of ally such thatd(y,w) = 1 is theacceptance regionof the test; the complementary

region is therejection region.

III. A SSUMPTIONS ABOUT THEATTACKER

The attacker knows the detection function usedt(·, ·) and all the system parameters, including the

thresholdτ . He knows neither the watermarkw, nor the detection statistict(y,w) for any test signaly.

However he has unlimited access to the detector and has access to a watermarked signalx. Therefore, he

can design signalsy and observe the corresponding binary decisiond(y,w) in (2). (Section VI extends

the algorithm to the case of parametric detectors with unknown parameters includingτ .)

The attack methods derived in Sections IV and V rely on the following subproblem:

• Given a signalv and a directiond, the attacker needs to estimate a scalarα such that the signal

v + αd is on the detection boundary, i.e.,t(v + αd,w) = τ .

In general, we may writeα = H(v,d), where the domain of the functionH is a subset ofRn × Rn.

Consider for instance the correlation statistict(y,w) = y ·w; then

α = H(v,d) =
τ − v ·w

d ·w
is defined for allv, d, except on a set of measure zero.

To evaluateα, the attacker may use any convenient search algorithm, for example binary search. Due

to the finite number of steps of the search algorithm, the value ofα obtained is not exactlyH(v,d).

2In fact the watermark estimation methods studied in this work do not require knowledge of the embedding rule. Instead of (1),

one could use an adaptive spread spectrum rule, in which the strengthσ varies locally depending on local signal characteristics;

or one could apply suitable preprocessing to the hosts in order to reduce host-signal interference during detection [4], [12].

The watermark removal step, however, depends on the embedding rule.
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More accurately, ifα lies in an intervalI of width W , the minimum number of iterations needed in

order to estimateα with precisionκ > 0 is

Q =
⌈
log2

W

κ

⌉
. (3)

The attacker’s goal is to produce an estimateŵ of w and create the pirated copy

ŝ = x− σŵ. (4)

The mean-squared distortion of the pirated copyŝ relative to the host signals is Ds = 1
n‖s−ŝ‖2. However,

recall that the attacker does not knows, and only has access tox. Sincex should be perceptually similar

to s, the attacker may useDa = 1
n‖x− ŝ‖2 as an indicator of the perceptual quality ofŝ.

IV. GENERALIZED CORRELATORDETECTOR

The new approach exploits directly the underlying structure of the detection boundary to estimate the

watermark. In Sections IV-A and IV-B below, the simple correlation detection method is used:

t(y,w) = y ·w. (5)

Then, the detection boundary is ann-dimensional plane orthogonal to the watermark vectorw. In

particular, Patchwork [13] is an additive spread spectrum embedding scheme with correlation detection

method and the algorithms in Sections IV-A and IV-B can be used to defeat it. In Sections IV-C and

IV-D, extensions of the basic detection method in (5) are investigated, including normalized correlators

and nonlinear pre-whitening correlators.

While deriving the new attack algorithm, several cases should be considered according to the conditions

imposed on the detector input. This yields slightly different algorithms.

A. Unconstrained Detector Input

In the simplest setup, there is no constraint on the input to the detector. In this case, the attacker selects

a set ofn orthonormal vectorse1, e2 . . . en ∈ Rn. Let wi = ei ·w be the watermark component along

the ith unit vectorei. From (5) we have

t(ei,w) = wi. (6)

Hence, the attacker just needs to estimatet(ei,w), the correlation statistic for eachei. For this purpose,

it suffices to identify the vector̄ei = αiei at the intersection of the radial line in directionei and the
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Fig. 3. An illustration of the attack algorithm on correlation detection schemes in the 2-D case.

decision boundary (refer to Figure 3). As described in Section III,αi is obtained asαi = H(o, ei). By

the linearity property of the dot product, we havet(ei,w) = τ/αi, and therefore from (6) we obtain

wi =
τ

αi
, 1 ≤ i ≤ n. (7)

By executing sufficiently many binary search steps, the attacker obtains an estimate of the watermark

vectorw =
∑n

i=1 wiei with any desired precision. Note that the watermarked signalx is not needed at

all in this algorithm.

B. Constrained Detector Input

Often, the input to the detector must belong to a bounded regionB which is a subset of the Euclidean

spaceRn, as in the case for digitized images or audio. The watermarked signalx itself lives in this region.

This may preclude using arbitrary orthonormal vectors{ei} as test signals as was done in Section IV-A.

Therefore, we need a modified strategy for selecting the test signals.

For simplicity, we assume thatB is a star-shaped region3:

x ∈ B ⇒ αx ∈ B, ∀ α ∈ [0, 1]. (8)

3This assumption does not hold for instance, when the detector’s input is subject to quantization constraints (e.g., a detector

that takes only JPEG images). Please see Section VII.
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The attacker selects a set ofn orthonormal vectors{ei}. He now uses the watermarked signalx to create

an auxiliary signaly ∈ B that is not on the decision boundary. Actually,y is constructed as a scaled

versiony = αx of x, where0 < α ≤ 1. By our assumption (8), we havey ∈ B. Then, the scale factor

αi is selected such thatyi, defined below, is on the detection boundary (refer to Figure 3):

yi , y + αiei, (9a)

αi = H(y, ei), (9b)

⇒ t(yi,w) = τ, (9c)

whereH(·, ·) is defined in Section III.

This is done for everyi ∈ {1, 2, ...n}. If y is selected insideB but far enough from the boundary of

B, it is guaranteed that the signalsyi will belong toB (see Figure 3).

Using the linearity property of the dot product again, (6), (9a) and (9c) imply

τ = t(y,w) + αiwi, 1 ≤ i ≤ n. (10)

Moreover, from (5) we have

t(y,w) = y ·w =
n∑

i=1

yiwi. (11)

Substituting (11) into (10), we obtain
n∑

j=1,j 6=i

yjwj + (yi + αi)wi = τ, 1 ≤ i ≤ n.

This is a linear system ofn equations withn unknowns. Normally, solving such a system would require

O(n3) operations. However, the special structure of this system reduces the number of operations to

n + 1, as shown below.

From (10), we have

wi =
τ − t(y,w)

αi
, 1 ≤ i ≤ n. (12)

Multiplying both sides of this equation byyi, summing from1 to n, and substituting the sum into the

right side of (11), we obtain

t(y,w) = (τ − t(y,w))
n∑

i=1

yi

αi
, (13)

which yields the value of the correlation statistic,

t(y,w) =
τ

∑n
i=1 yi/αi

1 +
∑n

i=1 yi/αi
. (14)
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TABLE II

CORRELATION DETECTION ALGORITHM.

1 Usex to constructy near the decision boundary but not on it.

2 Constructn signalsyi = y + αie
i on the decision boundary.

3 Computet(y,w) from (14).

4 Estimate the watermark by replacingt(y,w), αi andyi in (12).

Hence, the attacker first uses (14) to computet(y,w), then (12) to computewi for 1 ≤ i ≤ n, and finally

obtainsw =
∑n

i=1 wiei. The algorithm is summarized in Table II.

After n+1 steps, an estimatêw of the watermarkw is obtained and is used to construct the pirated copy

ŝ as indicated in Section III. Note that the attacker’s unlimited access to the detector is what enables

him to estimate the scale factorsαi, i ∈ {1, · · · , n}. As explained in Section III, the binary search

algorithm can be used for this purpose. Ifαi lies in an intervalI of width W , the minimum number of

iterations needed in order to estimateαi with precisionκ > 0 is Q in (3). Hence, the algorithm requires

Qn detection operations in order to estimate the watermark. However, the detection operation itself has

linear complexity inn, the length of the signalx. Therefore, the algorithm hasO(Qn2) complexity.

Moreover, the algorithm is noniterative in the sense that in order to estimate{αi} with precisionκ > 0

and hencew, Qn operations are required exactly.

C. Function of the Correlation Statistic

Let us consider the following detection statistic:

t(y,w) = F (y ·w,y), (15)

whereF (·, ·) is a general function mappingR×Rn to R. In other words,w affects the detector output

only via the scalar quantityy · w. Note that sincey is known to the attacker, he can viewt(y,w) as

a function of the scalar unknowny ·w. We assume thatF (·,yi) is invertible for the test signals{yi}
defined in (9a), and denote byF−1(·,yi) the inverse function.

Of course the simple correlation statistic used earlier in this section is a particular case of (15), with

F (y ·w,y) = y ·w. Another particular case is the normalized correlation statistic [4], which is used in

Kalker’s algorithm [3]:

t(y,w) =
y ·w
‖y‖‖w‖ , (16)
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where the functionF (y · w,y) = y·w
‖y‖‖w‖ is invertible for all y, with F−1(f,y) = f‖y‖‖w‖. This is

true if ‖w‖ is known to the attacker. If this is not the case, then redefine the detection function as

t(y,w) =
y ·w
‖y‖ , (17)

and let the threshold beτ ′ = τ‖w‖. Again, this function belongs to the family of detection functions

considered in this section. However, the thresholdτ ′ is unknown to the attacker, a scenario studied in

Section VI and proven not to affect the complexity of the attack.

We now ask: under which conditions can the watermarkw be restored inO(n) detection operations.

The attacker creates a signaly anywhere inRn excepto and the decision boundary. Then, similarly to

the algorithm proposed in Section IV-B, he constructs signalsyi, 1 ≤ i ≤ n, on the decision boundary,

i.e., F (yi ·w,yi) = τ . Using (6), (9b), and (15), and the linearity of the dot product, we obtain

F (y ·w + αiwi,yi) = τ, 1 ≤ i ≤ n. (18)

The n equations given in (18) form a nonlinear system inn unknowns. The system can however be

transformed into a linear system under the invertibility assumption onF above. From (18) we obtain

y ·w + αiwi = F−1(τ,yi), 1 ≤ i ≤ n.

This system can be solved similarly to that in Section IV-B, and therefore an estimateŵ of the watermark

is obtained inn + 1 steps, andO(n) detection operations.

D. Nonlinear “Pre-Whitened” Correlator

In this section, we study a class of detectors that attempt to remove host signal interference prior

to correlation with the watermark [14]. First the detector estimates the host signals by s̃ (y), then it

subtracts the estimate fromy before correlating withw. The detection function is

t(y,w) = (y − s̃ (y)) ·w. (19)

If the estimator is linear iny, the detection function in (19) reduces to

t(y,w) = (Gy) ·w

= y · (Gtw
)
,

where the superscriptt denotes matrix transpose.

By our assumptions in Section III, the attacker knows the matrixG. He may use the algorithm described

in Section IV-B to estimateGtw as ŵg. If G is invertible, the estimate ofw is obtained as

ŵ =
(
G−1

)t ŵg.
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More generally, if the estimator,̃s(y), is nonlinear, the detection function in (19) takes the form

t(y,w) = f (y) ·w, (20)

wheref : Rn → Rn is a nonlinear transformation, known to the attacker. Consider the case whenf(·)
is invertible. In order to obtain an estimate for the watermarkw, n signals{yi} are generated on the

detection boundary:

f
(
yi

) ·w = τ, 1 ≤ i ≤ n. (21)

The attacker generates, for eachi ∈ {1, . . . , n}, a new signalzi = y + αiei such that the inverse signal

yi = f−1(zi) is on the detection boundary. A slight variation of the mappingH(·, ·) defined in Section

III is used to evaluate the scalarαi.

zi , y + αiei,

yi = f−1(zi),

zi ·w = τ, 1 ≤ i ≤ n. (22)

The system (22) can be solved using the algorithm of Section IV-B.

V. REGULAR DETECTORS

In this section, the vulnerability of general decision rules to sensitivity analysis attacks is investigated.

For this purpose, detection statisticst(y,w) other than the simple correlation statisticy · w and its

extensionsF (y · w,y) and f(y) · w considered in Section IV are addressed. In particular, we assume

that the detection boundary satisfies second-order regularity conditions and can be locally approximated

by a hyperplane. Under these regularity conditions, we are still able to produce an accurate estimate of

the watermark in quadratic time.

A. Assumptions on Detector

Let us consider the general decision statistict(y,w), and define the gradient mappingg : Rn×Rn →
Rn as follows:

g(y, ŵ) , 5yt(y, ŵ). (23)

Our first assumption is (8): the feasible regionB for the detector input is star-shaped. Assume that the

watermarkw, the watermarked signalx, and the scaled signaly = αx defined in (25) below satisfy the

following properties:
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(A1) t(o,w) < τ < t(x,w), i.e., the origino belongs to therejection regionand the watermarked

signalx to theacceptance region.

(A2) There existsη > 0 such thatt(·,w) is twice continuously differentiable in then−dimensional

L2-ball of radius
√

nη centered aty:

By(η) = {ŷ : ‖y − ŷ‖ ≤ √
nη}.

Moreover, the absolute eigenvalues of the Hessian52
yt(ŷ,w) are upper-bounded by

λ̄ < ∞ (24)

for all ŷ ∈ By(η). (Note thatλ̄ generally depends onw, y, andη.)

(A3) There existsε > 0 such that the gradient mappingg(y, ·) of (23) is invertible over theL2-ball

of radius
√

nε centered atw:

Bw(ε) = {ŵ : ‖w − ŵ‖ ≤ √
nε}.

B. Algorithm

By our assumptions in Section III, the attacker knows the functiont(·, ·) and the thresholdτ . Given

the watermarked signalx, he may then implement the following steps:

1) Evaluate the scale factorα = H(o,x) such that the signal

y = αx (25)

lies on the decision boundary:

t(y,w) = τ. (26)

This is possible because of (A1) and our assumption (8) that the regionB is star-shaped.

2) Select an orthonormal set of vectors{ei}i=1,...,n andn small positive numbersε1, . . . , εn. For each

1 ≤ i ≤ n, if needed, flip the sign ofεi such that the signal

ȳi = y + εiei (27)

lies in theacceptance region(see Figure 4). This signal is scaled to produce a signalyi on the

detection boundary:

yi = αiȳi, (28)

t(yi,w) = τ, (29)

αi = H(o, ȳi), 1 ≤ i ≤ n.
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Fig. 4. An illustration of the attack algorithm on general detection schemes whenn = 2.

Observe that0 < αi < 1 becauseo is in the rejection regionand ȳi is in the acceptance region.

For εi small enough, the signalsyi will also be inBy(η), andαi will be close to1. Therefore,

potential ties (in case the equationt(o + αiȳi,w) = τ definingH(·, ·) has multiple solutions) are

broken by choosingαi closest to1.

3) Approximate the decision boundary inBy(η) by a hyperplane due to assumption (A2)4:

t(yi,w) ' t(y,w) + di · g(y,w), (30)

di = yi − y. (31)

From (26), (29), and (30), we obtain

di · g(y,w) ' 0, 1 ≤ i ≤ n. (32)

The gradient vectorg(y,w) is orthogonal to the hyperplane defined in (32). The components of

g(y,w) along the orthonormal directionsei are

gi(y,w) = ei · g(y,w), 1 ≤ i ≤ n. (33)

The set of approximate equations given by (32) forms ann × n linear system in the components

of g(y,w). Now let

β = y · g(y,w). (34)

4The purpose of (A2) is to control the quality of the linear approximation. For detailed derivations, please see the appendix.
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TABLE III

ATTACK ON REGULAR DETECTORS.

1 Scalex and obtainy on the decision boundary.

2 Constructn signalsȳi = y + εie
i in the acceptanceregion neary.

3 Scale these signals and obtainn signalsyi = αiȳ
i on the decision boundary.

4 Solve (38) forβ.

5 Estimateg(y,w) by replacingαi, εi andβ in (36).

6 Estimate the watermark by substitutingg(y,w) into (37).

Substituting the expressions (27) and (28) forȳi andyi into (31), we obtain

di = αiȳi − y = (αi − 1)y + αiεiei. (35)

Taking the dot product ofdi in (35) with g(y,w) and using (32), (33), and (34), we obtain

gi(y,w) ' 1− αi

αiεi
β, 1 ≤ i ≤ n. (36)

By assumption (A3), the watermarkw is recoverable from the gradient vectorg(y,w). Denoting the

inverse function byg−1(y, ·), and usingg(y,w) =
∑n

i=1 gi(y,w)ei, we obtain

w = g−1

(
y,

n∑

i=1

gi(y,w)ei

)
. (37)

At this point, the attacker has selected{εi} and evaluated{αi}. Using (36), he can now estimate the

n components ofg(y,w) up to a scaling factorβ. Therefore, then× n system (32) can be solved for

g(y,w) up to the factorβ in n steps instead ofO(n3) steps. To computeβ, we substitute (36) into (37)

and then (37) into (26), and obtain a nonlinear equation with a single unknownβ:

t

(
y,g−1

(
y, β

n∑

i=1

1− αi

αiεi
ei

))
' τ. (38)

Since the attacker knows the mappingg−1(·, ·), he can numerically solve (38) forβ. Then he can

obtain{gi(y,w)} from (36) andw from (37).

It should be noted that (38) may be hard to solve and may have more than one solution, depending

on the nature of the detection statistict(·, ·). Moreover, unless the decision boundary is a hyperplane

in the neighborhood ofy, the local linearization (32) is only an approximation. Yet as illustrated in

Section VIII-C, by selecting appropriate scalarsεi, the watermark can bealmost exactlyestimated. Table

III summarizes the steps of the algorithm.
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Finally, we comment on the complexity of this algorithm. As mentioned above, the scalars used by

the algorithm areα, αi, andεi for i ∈ {1, . . . , n}. First, the attacker estimates the scalarα ∈ (0, 1) by

the binary search algorithm with precision0 < κ < 1. Then, he sets the magnitude of the scalarsεi to a

small value. Their signs are selected such thatȳi = y + εiei belongs to theacceptanceregion. Next, the

scalarsαi ∈ (0, 1) for i ∈ {1, . . . , n} are estimated in a similar way toα. The required number of steps

for each estimation is

Q =
⌈
log2

1
κ

⌉
.

Therefore, the algorithm requires(Q+1)n+Q detection operations. Since each such operation is linear

in n, the dimension of the signal, the algorithm hasO((Q+1)n2) complexity. Moreover, the algorithm is

noniterative, since a good estimate of the watermarkw is obtained exactly after(Q + 1)n + Q detection

operations.

C. Application to Generalized Gaussian Hosts

Let us apply the algorithm of Section V-B to ML detectors, assuming that the host signals is distributed

according to the generalized Gaussian distribution (GGD):

fs(s) = A · exp

(
−

n∑

i=1

|csi|µ
)

,

wherec is a scale parameter, andA is a normalizing constant. Given an input signalz, the log likelihood

ratio statistic, scaled byc−µ, is equal to

t(z,w) , c−µ ln
fs(z−w)

fs(z)
=

n∑

i=1

|zi|µ − |zi − wi|µ. (39)

In (39), zi, 1 ≤ i ≤ n, are the components ofz. This detector was first used for watermark detection by

Herńandez et al [15].

We assume thatB = Rn, so assumption (8) holds. A necessary condition for assumption (A1) in

Section V-A to hold is that the thresholdτ exceedst(o,w) = −∑n
i=1 |wi|µ.

If the function in (39) is differentiable for the signalsz andw, the gradientg(z,w) exists:

gi(z,w) =
∂

∂zi
(|zi|µ − |zi − wi|µ),

= µ
(
sgn(zi)|zi|µ−1 − sgn(zi − wi)|zi − wi

∣∣µ−1), 1 ≤ i ≤ n. (40)

For µ > 1, the gradient of (40) exists for allz andw. However, forµ ≤ 1, g(z,w) exists for the signals

z andw if and only if zi 6= 0 andzi 6= wi for all i ∈ {1, . . . , n}. This condition holds almost everywhere

(a.e.) onB × Rn. Therefore, the gradientg(z,w) exists a.e.
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Let us denotegi(z,w) by γ(zi, wi) since it is a function ofzi andwi only. For any givenzi, γ(zi, ·)
is invertible, as shown below. The inverse function is denoted byγ−1(zi, ·).

Whenµ = 2, the GGD detector is a detector equivalent to the simple correlation detector in (5). The

test statistic of (5) is multiplied by2 and the energy term‖w‖2 is subtracted:

t(z,w) = 2z ·w − ‖w‖2. (41)

Equation (40) yieldsγ(zi, wi) = 2wi, and therefore,g(z,w) = 2w.

For the more general case whenµ is not necessarily equal to2, (40) implies

sgn(zi − wi) = −sgn
(

γ(zi, wi)
µ

− sgn(zi)|zi|µ−1

)
,

and

|zi − wi| =
∣∣∣∣
γ(zi, wi)

µ
− sgn(zi)|zi|µ−1

∣∣∣∣
1

µ−1

.

Therefore, for eachzi andgi = γ(zi, wi), we have

wi = γ−1(zi, gi)

= zi + sgn
(

gi

µ
− sgn(zi)|zi|µ−1

) ∣∣∣∣
gi

µ
− sgn(zi)|zi|µ−1

∣∣∣∣
1

µ−1

. (42)

Hence, the watermarkw is recoverable, given the gradientg(z,w) and the signalz and the GGD

detector satisfies assumption (A3). Let us now check assumption (A2). The Hessian matrix for the

detection statistict(z,w) in (39) is diagonal. Thus its eigenvalues coincide with the diagonal entries

λi =
∂2

∂z2
i

t(z,w)

=
∂2

∂z2
i

(|zi|µ − |zi − wi|µ) = µ(µ− 1)
(|zi|µ−2 − |zi − wi|µ−2

)
, 1 ≤ i ≤ n.

We have|λi| < ∞ for µ > 2 and∀ z ∈ B and∀ w ∈ Rn. We have|λi| < ∞ for µ < 2, only when

zi 6= 0 andzi 6= wi for all i ∈ {1, . . . , n}, a condition that is satisfied a.e. onB ×Rn. Hence,t(z,w) is

twice differentiable a.e. Hence, recalling (24), ify andw are selected from some probability distribution

that is continuous with respect to the Lebesgue measure,Pr[λ̄ = ∞] vanishes asη → 0.

The algorithm constructs the signalsy andyi, 1 ≤ i ≤ n, from x as described in the previous section.

For µ > 2, λ̄ < ∞ since all the signals of interest belong to a bounded region of the space,By(η). For

1 < µ < 2, we have

λ̄ = µ(µ− 1)max(zµ−2
min , dµ−2

min)
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where

zmin , min
z∈By(η)

min
1≤i≤n

|zi|,

and

dmin , min
z∈By(η)

min
1≤i≤n

|zi − wi|,

where (for smallη), the probability thatzmin = 0 or dmin = 0 is very small. Note thaty is an auxiliary

signal on the decision boundary. If for this signal,zmin and/ordmin are too low, i.e.,̄λ is too high, the

attack may fail, i.e., not result in a pirated copyŝ with low distortion. In this case, the attacker can just

generate another signal5 y on the decision boundary. Hence, (A2) is satisfied with high probability.

Therefore in the cases where all the assumptions are satisfied, the algorithm is used to generate the

signaly and the scalarsαi andεi, i ∈ {1, . . . , n}, as described in Section V-A. Equation (42) gives the

expression of theith watermark componentwi in terms of theith gradient componentgi(y,w). From

(36), we obtain an approximation for1β gi(y,w). Substituting (36) into (42) and using the fact the signal

y lies on the boundary, we obtain

t(y,w) = τ
n∑

i=1

|yi|µ − |yi − wi|µ = τ

f(β) ' τ, (43)

where we have defined

f(β) =
n∑

i=1

{
|yi|µ −

∣∣∣∣
(1− αi)

αiεi

β

µ
− sgn(yi)|yi|µ−1

∣∣∣∣
µ

µ−1

}
, β ∈ R. (44)

We are interested in studying the existence and the number of roots of the equationf(β) = τ .

Let us assume temporarily thatτ = 0, corresponding to a Bayes test with equal priors onH0 andH1

and zero/one cost assignment. The functionf(β) satisfies the following properties, which are illustrated

in Figure 5:

1) f is continuous.

2) f is concave since it is the sum ofn concave functions of the formgi(β) = ci−|aiβ + bi|p, where

ai, bi, andci are real numbers andp > 1.

3) Equation (44) evaluated atβ = 0 results inf(0) = 0. Hence,β = 0 is a solution of (43).

4) f(β) → −∞ as |β| → ∞.

5For instance, a random vector,v, can be added tox, and the algorithm of Table III is applied tox + v.
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Fig. 5. An example of a function with similar properties asf(β).

Therefore, the functionf(β) must cross theβ-axis at auniquelocationβ = β∗ > 0. Note that the first

solution,β = 0, is degenerate, since it results inĝ(y,w) = 0 in (36) and (40), we obtain̂w = 0. The

next step of the attacker is to use thisβ∗ in (36) in order to estimate then componentsgi = gi(z,w).

Next, (42) is used to estimate the componentswi of w for 1 ≤ i ≤ n. In summary, the watermark is

recovered in2n + 1 steps. Using this estimate, the attacker computes the pirated copyŝ using (4).

In the general case when the threshold isτ > 0, the roots of the equationf(β) = τ are β1 and β2

shown in Figure 5. Sinceβ1 andβ2 are continuous functions ofτ , β2 is always the root that should be

selected by the attacker. Note that ifτ > maxβ f(β), the equationf(β) = τ no longer has roots.

VI. PARAMETRIC DETECTORS

As stated in Section III, the threshold, the detection function, and all its parameters are known to the

attacker who uses this knowledge together with his access to the detector in order to estimatew. Some

schemes attempt to improve security by keeping a few parameters secret. Intuitively, we cannot expect

such an approach to be successful. In this section, we extend the algorithms of Sections IV and V to

defeat such schemes. The complexity of the algorithms is not significantly increased.

A. Unknown Threshold

We begin by showing that keeping the value of the threshold secret does not make the watermarking

scheme more secure.

1) Generalized Correlator Detector:As in Section IV, the main idea of sensitivity analysis attacks is

to make use of the unlimited access to the detector in order to obtain information about the watermark



TO APPEAR IN IEEE TRANS. ON INFORMATION FORENSICS AND SECURITY, VOL. 2, NO. 2, JUNE 2007 20

w. This is done by creating auxiliary signals on the detection boundary, resulting in ann× n system of

equations of the form

yi ·w = τ, i ∈ {1, . . . , n}. (45)

The unknowns are the vectorw and the parameterτ .

Claim 1: If (w0, τ0) is a solution of the system (45), then so is(cw0, cτ0) for any c ∈ R.

Therefore the attacker cannot recover the exact watermark and threshold. In fact, the attacker is not

concerned about the threshold, he is only interested in producing a good estimate of the watermark and

a good signal in the rejection region. Although the threshold is unknown, the attacker can still estimate

the watermark up to a scalar.

Define the normalized watermark

w′ =
1
τ
w.

Then (45) may be viewed as a linear system ofn equations in then unknownsw′i, 1 ≤ i ≤ n:

yi ·w′ = 1, i ∈ {1, . . . , n}. (46)

This is exactly the same problem as the one considered in Section IV-B, with threshold equal to1. From

(12) and (14), we obtainw′ as follows:

w′i =
wi

τ
=

1

αi

(
1 +

∑n
k=1

yk

αk

) , ∀ i ∈ {1, . . . , n}.

Having w′, we can construct the projectionx′ of the watermarked signalx onto the boundary. Since

x′ − x is orthogonal to the boundary, we have

x′ = x + cw′, for some constant c ∈ R.

Sincex′ is on the boundary, we also have

w · x′ = τ

w′ · x′ = 1

w′ · x + c‖w′‖2 = 1

c =
1−w′ · x
‖w′‖2

.

Therefore, the projection of the watermarked signalx on the boundary is given by

x′ = x +
1−w′ · x
‖w′‖2

w′.
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2) Host Available at the Detector:In the analysis we made so far, we assumed blind detection. It

turns out that the case when the host signal is available at the detector is just the same as the case of

blind detection with unknown threshold considered in this section. Assume again that the detector is the

correlation detector. If the detector knows the hosts, the test takes the form

t(y,w) = (y − s) ·w >
< τ,

which is equivalent to

y ·w >
< τ ′,

whereτ ′ = τ +s·w. Both the host signals and the watermarkw are unknown to the attacker, thereforeτ ′

is unknown to him also, and we are back into the problem of the previous section: estimate the watermark

in case of blind correlation detection and unknown parameterτ ′.

3) Regular Detectors:The family of regular detectors was introduced in Section V. Here, we have

to estimate two unknowns,β andτ . Therefore, we need one more equation in addition to (38). For this

purpose, an auxiliary signalu is generated from the watermarked signalx on the decision boundary:

t

(
u,g−1

(
y, β

n∑

i=1

1− αi

αiεi
ei

))
' τ. (47)

We can solve forβ by subtracting (47) from (38) and finding the root of the equation

t

(
y,g−1

(
y, β

n∑

i=1

1− αi

αiεi
ei

))
− t

(
u,g−1

(
y, β

n∑

i=1

1− αi

αiεi
ei

))
' 0. (48)

Next, we substitute the estimatedβ into (38) and obtain an estimate ofτ . Recall from Section V-C that

for GGD hosts withµ = 2, the detector is a correlator, the boundary is a hyperplane6, and the gradient

in (40) is equal to2w. Therefore the magnitude ofw is proportional toβ and the attacker knows the

watermark up to its magnitude (see (36)). But neither‖w‖ nor τ are recoverable by Claim 1. In this

case, anyβ ∈ R is a valid root for (48), as expected. The attacker can also follow the method in Section

VI-A.1 for an estimate of the direction ofw.

B. General Parametric Detector

In this section, we give the general steps for a sensitivity analysis attack withp unknown parameters.

Let θ∗ = (θ∗1, . . . , θ
∗
p) be thep−length vector of parameters. The thresholdτ may be one of these

parameters. The detection function depends onθ. Denote the difference between this function andτ as

6Hence, all the approximate equalities are exact for this special case.
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fθ (z,w), wherez ∈ Rn is the input to the detector andw ∈ Rn is the watermark. Therefore the decision

boundary is given by the equationfθ (z,w) = 0.

If the parameter-vectorθ∗ was known by the attacker, one of the algorithms described in Sections IV

and V could be used to estimate the watermark by generatingn signals,yi, 1 ≤ i ≤ n, on the detection

boundary. Whenθ∗ is unknown in addition to the watermarkw, the attacker can just generate additional

signalszi, 1 ≤ i ≤ q, on the detection boundary, i.e.,

fθ∗(zi,w) = 0, 1 ≤ i ≤ q, (49)

whereq ≥ p. For any candidatep−vectorθ, an estimate of the watermark7 can be obtained using one

of the algorithms in Sections IV and V. Letw (θ) be this estimate. We propose the following strategy

for the attacker: find̂θ that minimizes the cost function

Jq (θ) =
q∑

i=1

∣∣fθ

(
zi,w (θ)

)∣∣ ≥ 0. (50)

Then the attacker’s estimate of the watermark isw(θ̂).
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Fig. 6. Cost functionJq (θ) with q = 3 and two unknown parametersµ andτ .

According to the theory of Sections IV and V,w (θ∗) can in principle be a perfect estimate of the

watermark, i.e.,w (θ∗) = w. Then the cost function in (50) is minimized atθ∗, i.e., Jq (θ∗) = 0 due

to (49). If the cost functionJq(·) admits a single global minimum, then̂θ coincides withθ∗, and the

attacker’s strategy is guaranteed to recover the watermark. In practice, the cost functionJ(θ) may have

7Not necessarily a good estimate ifθ differs from θ∗.
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multiple local minima, so we use a multistart optimization procedure to seek a global minimum8. Note

that in practice the signalszi, 1 ≤ i ≤ q, may not be exactly on the detection boundary but very close

to it. For this reason and because of the nonperfect accuracy of the algorithms of Sections IV and V,

w (θ∗) is only approximately equal tow.
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Fig. 7. Left: Cost function withµ the only unknown parameter. Right: Cost function withτ the only unknown parameter.

In order to illustrate this method, we will consider the GGD detector of Section V-C with the fixed

coefficient µ∗ = 1.5 and thresholdτ∗ = 0. The watermarked signal has lengthn = 1024. Figure 6

illustrates the case whenq = 3 and bothµ andτ are unknown to the attacker (p = 2). The cost function

J3(µ, τ) is minimized atµ = 1.5 and τ = −170. If only one of these parameters was unknown to the

attacker, thenp is equal to one (θ = µ or θ = τ ) and the minimization problem is one dimensional,

hence simpler. To the left of Figure 7, the cost functionJ3(µ, τ∗) is shown whenµ is the only unknown

parameter. Similarly, the cost functionJ3(µ∗, τ) is presented to the right of Figure 7. Note that the

sharpness of the minimum of the cost function increases withq.

In conclusion, the algorithm succeeds in obtaining a perfect estimate ofµ since the cost function

is minimized atµ∗ = 1.5. The estimated normalized threshold is1
n τ̂ = −0.167 instead of 1

nτ∗ = 0.

Observe that the purpose of the attacker is to estimate the watermark. The thresholdτ is only used to

solve for the parameterβ in (38). Forτ∗ = 0, the solution to (43) isβ∗ = 2445, while for τ̂ = −170 it

is β̂ = 2535 ≈ β∗. The normalized correlationρ between the watermark and the estimated watermark is

equal to0.988 for τ∗ = 0 and to0.983 for τ̂ = −170. Figure 8 shows thatρ is quite high for a wide

range ofβ.

8Depending on the nature of the cost function, the global minimum might or might not be found by the optimization algorithm.
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VII. QUANTIZATION EFFECTS

In order to estimate the watermarkw, the attacker uses the watermarked signalx to create new signals

such asy, yi, and ȳi, ∀ i ∈ {1, 2, ...n}, constructed in Sections IV and V. In practice the detector’s

input signals are restricted to a regionB ⊂ Rn, therefore the newly created signals have also to belong

to B. In order to illustrate the concepts, we consider JPEG compressed images [16]. In JPEG image

compression, the DCT coefficients of an image are scaled, quantized with integer accuracy, and encoded.

Once quantized, these coefficients become integers in the range{−1023, . . . ,+1023}. So in this case,

the regionB is {−1023, . . . ,+1023}n, the intersection of the latticeZn with the hypercube

Bc = [−1023, 1023]n.

Depending on the detection function, a suitable attack algorithm is picked from Sections IV and V and

is applied to the quantized, scaled DCT coefficients of the image, components of the signalx.

Although it might appear that these restrictions make the attacker’s task harder, our algorithms can be

modified to satisfy these input constraints. The effects of this modification on the performance depend

on the nature of the constraints. We first assume that the restriction region is bounded but still connected.

Later, we add the constraint ofB being discrete also. Due to lack of space, we will briefly illustrate the

main results (see Table IV). For details, please refer to [9].

In Section IV-B, we described how the basic correlation detector can be modified to account for the

constraint that the input belongs to a star-shaped region. A similar extension applies to the generalized

correlation detectors of Sections IV-C and IV-D [9]. When we have the additional constraint that the

inputs are vectors of integers, i.e.,B is discrete, all the auxiliary signals needed by the algorithms of
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TABLE IV

L IMITATIONS IMPOSED BY THE PROPERTIES OF THE RESTRICTION REGIONB.

Bounded but connected detector’s input domainB Bounded but discreteB
Arbitrary perturbations are not allowed.

No loss in performance.

Generalized correlator algorithm successfully adapted. Conservative condition for a successful

adaptation for the Generalized correlator algorithm [9].

No problem for the regular detectors’ algorithm, For the regular detectors’ algorithm, case will be

signals occupy small region inB. studied in future work.

Section IV are quantized to have integer components. Due to quantization, some of these signals may

even lie outside the regionBc, i.e., have magnitude larger than1023. Let I = {i : yi ∈ Bc, 1 ≤ i ≤ n}
be the index set of the auxiliary signals that belong toBc. Still these signals might not be inB. In this

case, they are approximated by signals inB closest to them and only the watermark components,wi,

with i ∈ I are estimated using (12). The estimates of the other components are set to zero. Although

the attacker may not obtain a perfect estimate ofw, he may still succeed in removing the watermark

resulting in a signal̂s in the rejection regionand with good perceptual quality as shown in VIII. Note

that as the quantization gets finer, it is more likely that all auxiliary signals lie inBc.

In the more general case of a regular detector, the main idea of the algorithm is to find a signaly on

the detection boundary, and2n signals,ȳi and yi, in a small neighborhood ofy so that the detection

boundary in this neighborhood can be approximated by a hyperplane. The construction of these signals

is not affected when boundedness is imposed on the signals input to the detector, and hence there is

no loss in the performanceof the algorithm. The case requiring these signals to take integer values

needs further study in order to justify the approximation of the region occupied by the signalsy and

yi ∀ i ∈ {1, . . . , n} by a hyperplane.

VIII. N UMERICAL RESULTS

In this section, we verify the effectiveness of our algorithms by applying them to the three grayscale

JPEG images of Figure 9:

• The 256× 256 Lena image.

• A 128× 128 image, cropped from the originalLena image.

• A 64× 64 image, also cropped from the originalLena image.
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The quantized DCT coefficients are in the range{−1023, . . . , +1023}. We assume that the detector

accepts only images in the JPEG format. Additional implementation details can be found in [9].

Fig. 9. The three test images used: one256× 256, one128× 128, and one64× 64.

A. Watermark Embedding

In the previous sections, all the signals including the watermark were treated as lengthn vectors

for mathematical convenience. To describe the simulation results, it is more convenient to use a 2-D

representation. In JPEG compression, the image is divided into8×8 blocks, and the 2-D DCT transform

of each block is quantized and encoded. We select 13 mid frequencies for watermark embedding, as

depicted in Figure 10. In each block,7 components are chosen randomly and are sampled from{±2}
with equal probability. The remaining6 components are sampled from{±6} also with equal probability.

Note that theLp norms are the same for all watermarks generated in this way. In particular, the energy

per nonzero watermark component is fixed and is equal to18.7692.

Fig. 10. An8×8 block of the watermark. The squares marked with× correspond to the nonzero components of the watermark.

All the other components are set to zero.

B. Correlation Detector

First we study the simple correlation detector of (5). The results of the algorithm are illustrated in

Table V, wheren denotes the number of watermarked pixels in the image. The embedding distortion per
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TABLE V

RESULTS FOR ATTACK ON CORRELATION DETECTOR

Image size n Time 1.709× 10−6n2 De Da Ds ρ τ ds dŝ

64× 64 832 0.73 s 1.2 s 18.77 18.77 0 1 7808 3198 3198

128× 128 3328 17.6 s 18.9 s 18.77 18.77 0 1 31232 13704 13704

256× 256 13312 302.7 s 302.6 s 18.77 18.77 0 1 124928 -312 -312

256× 256 13312 186.6 s 302.6 s 18.77 22.62 2.62 0.94 124928 -19652 -27844

sample is

De =
‖x− s‖2

n
,

the attack distortion per sample is

Da =
‖ŝ− x‖2

n
,

and the distortion between the pirated copyŝ and the original signals per sample is

Ds =
‖ŝ− ŝ‖2

n
.

The normalized correlation between the original watermarkw and the estimated onêw is given as

ρ =
w
‖w‖ ·

ŵ
‖ŵ‖ .

Finally, the detection coefficients,t(s,w) and t(ŝ,w) (see (5)), corresponding to the original unwater-

marked signals and the estimated signalŝ are denoted byds anddŝ, respectively. The algorithm of Section

IV-B was modified as described in Section VII and used to attack these images. Table V shows the results

of four experiments using four different realization of the random watermark, and three different image

sizes. We note from the first three rows of Table V that the algorithm succeeds at exactly estimating

the original image with perfect correlation between the actual watermark and the estimated one,ρ = 1.

However, as mentioned in Section VII, since the feasible regionB is discrete, the algorithm is not always

guaranteed to produce a perfect estimate of the watermark. The fourth row shows an example where the

algorithm cannot recover the original image exactly. For7168 components of the auxiliary signaly, the

correspondingyi signals lie outside the feasible regionB, and hence are not valid inputs to the detector.

However, one should note that while the algorithm did not manage to completely remove the watermark

and recover the original signals, the estimated watermark is very close to the original one:ρ = 0.9409.

Moreover, the constructed signalŝ lies in therejection region and is perceptually similar to the original
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TABLE VI

RESULTS FOR ATTACKS ONML DETECTOR USINGGGD HOST SIGNAL MODEL

Image size n Time 2.69× 10−6n2 De Da Ds ρ β∗ ds dŝ

64× 64 832 22.3 s 18.5 s 18.77 18.60 0.0037 0.99991 2766 -3198.2 -3152.5

128× 128 3328 314.2 s 296.6 s 18.77 18.64 0.0047 0.99988 13648 -9833.7 -9659.13

256× 256 13312 4744.7 s 4745.8 s 18.77 18.71 0.0263 0.9993 71173 -56159.5 -55591.2

signals (see the last row of Table V). Therefore, the algorithm succeeds at “removing” the watermark.

Moreover, the algorithm’s complexity is trulyO(n2), as evidenced by the excellent linear least-squares

fit of running time ton2. The difference in execution time for the last two rows of Table V is due to the

fact that in the last row, the algorithm required7168 fewer iterations. To see which case is more typical,

we ran120 independent experiments and observed that for93.33% of these experiments, the correlation

between the true and estimated watermarks was greater than0.93.

C. ML detector with Generalized Gaussian Host Model

Next we consider the GGD detector of (39). We apply the attack algorithm of Section V-C to our three

test images. The results are shown in Table VI.

The thresholdτ is zero and the detector uses fixed parameterµ∗ = 1.5. The nonzero root of (44) is

given by β∗ in Table VI. The value of the scalarsεi in (27) is set to0.05. Note that the normalized

correlationρ is almost equal to one, despite the non-exactness of (38). However with|εi| = 0.0005, our

algorithm is less stable:ρ is in the order of0.8 for the 128× 128 image and0.7 for the 256× 256 one.

In fact, |εi| should be neither too large nor too small. On one hand, small|εi| is desirable to justify the

linearization implicit in (32). On the other hand, if|εi| is too small, other approximation errors will be

amplified because|εi| is in the denominator of (38).

Therefore, the algorithm produces analmost perfectestimate of the watermark and succeeds at “re-

moving” it by generating an imagês perceptually similar to the original image in therejection region.

Note that this algorithm is slower than the correlation detection algorithm because of the more complex

nature of the detector. The algorithm is still of orderO(n2).

IX. CONCLUSION

In this paper, we considered sensitivity analysis attacks on additive spread spectrum schemes. In such

attacks, the attacker benefits from the availability of a watermarked signalx and a watermark detector.
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TABLE VII

ALGORITHM TO USE DEPENDING ON THE DETECTION FUNCTION.

Detection function,t(y,w), and assumptions about the attacker Algorithm to use

Xy ·w, F (y ·w,y) invertible for giveny, XVariations of generalized correlator detectors’

(y − ŝ(y)) ·w, τ and all parameters known. algorithm, see Table II.

XGeneralized correlator detector andτ unknown, XVariation of generalized correlator detectors’

or (y − s) ·w. algorithm, see Table II and Section VI-A.1.

XGeneralized smooth detector,τ and all parameters known. XSee Table III,

for GGD detector, see Section V-C also.

XGeneralized smooth detector,τ unknown. XSee Section VI-A.3 and Table III,

for GGD detector, see Section V-C also.

XGeneralized correlator or smooth detector, XSee Section VI-B.

finite number of unknown parameters.

By probing the detector repetitively, his goal is to derive a new signal that “fools” the detector with

minimum possible distortion tos. We derived new sensitivity attack algorithms that exploit the nature

of the detection method and reliably estimate the watermark (refer to Table VII). Once the watermark is

estimated, it is “removed” by inverting the embedding function. The set of detection methods vulnerable to

such attacks is quite wide. It includes the simple correlation detection method, the normalized correlation

detection method, the Patchwork method, the generalized Gaussian host detection method, and any other

method that obeys the assumptions specified in Sections IV and V. We also considered the case when

a finite number of parameters is unknown by the attacker and showed that this does not improve the

security of the watermarking scheme. Most often, onlyO(n) detection operations are required to break

these schemes whether these parameters are known or not by the attacker. We have also extended our

basic algorithms so they can cope with restrictions on input signals that are commonly encountered. For

instance, the signals are restricted to bounded regions in Euclidean space, and subject to quantization

constraints.

The results of this paper establish the lack of security of one of the most used embedding schemes

(additive spread spectrum) and several of its variations. In contrast, high dimensional quantization index

modulation schemes (QIM) with randomized lattices present great challenges to attackers [17]. The

potential vulnerability of constrained QIM schemes, e.g., scalar QIM, is a topic of current research [8].
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APPENDIX

The derivations of Step3 in Section V-B are given here. For eachi = 1, 2, . . . , n, using Taylor’s

remainder theorem, we expand the functiont(·,w) aroundy:

t(yi,w) = t(y,w) + di · g(y,w) + ηi, (51)

wheredi = yi−y and|ηi| ≤ λ̄
2‖di‖2 owing to assumption (A2). For small enough‖di‖, the second-order

terms in (51) can be neglected.

Applying the triangle inequality to (35), we obtain

‖di‖ ≤ |αi − 1|‖y‖+ |αiεi|. (52)

When εi tends to zero, the signal̄yi in (27) converges toy and consequentlyαi converges to1. By

(52), ‖di‖ converges to zero also. Therefore,‖di‖ is made small enough by selecting arbitrarily small

εi. Taking this into consideration and substituting (26) and (29) into (51), we obtain

∣∣di · g(y,w)
∣∣ ≤ λ̄

2
‖di‖2, 1 ≤ i ≤ n. (53)

Neglecting the higher-order terms in (51) is equivalent to locally approximating the decision boundary

in the neighborhood of the signalsy andyi, i ∈ {1, · · · , n}, by a hyperplane as shown in (32).
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