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Performance of Orthogonal Fingerprinting Codes
Under Worst-Case Noise

Negar Kiyavash, Member, IEEE, and Pierre Moulin, Fellow, IEEE

Abstract—We study the effect of the noise distribution on the
error probability of the detection test when a class of randomly ro-
tated spherical fingerprints is used. The detection test is performed
by a focused correlation detector, and the spherical codes studied
here form a randomized orthogonal constellation. The colluders
create a noise-free forgery by uniform averaging of their individual
copies, and then add a noise sequence to form the actual forgery.
We derive the noise distribution that maximizes the error prob-
ability of the detector under average and almost-sure distortion
constraints. Moreover, we characterize the noise distribution that
minimizes the decoder’s error exponent under a large-deviations
distortion constraint.

Index Terms—Collusion attacks, fingerprinting, noise.

I. INTRODUCTION

T HE Internet has drastically changed our daily
lives—specifically in terms of convenient access, storage,

and transmission of digital data. At the same time, this ease
of access has resulted in an increase in unauthorized use. As
a result, music and film industries lose millions of dollars per
year. Digital fingerprinting is one of the digital rights manage-
ment techniques developed to combat copyright infringement.
Digital fingerprints deter illegal redistribution of digital content
by providing each user with his own individually marked copy
of the content. While these unique marks make it possible to
trace an illegal copy to a traitor, they also enable a host of
nefarious attacks, called collusion attacks. A collusion attack
refers to a strategy under which a group of users forge an illegal
copy from their individualized legitimate copies. Furthermore,
the colluders may corrupt their forged copy by adding noise,
which makes the task of the fingerprint detector harder.

A problem of great theoretical and practical interest is to
know what is the worst collusion attack, subject to a maximum
distortion constraint on the illegal copy. This question has been
addressed in capacity and error-exponent analysis [1]–[5] for
fingerprints defined over finite alphabets. Depending on the
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problem setup, the worst collusion channel is either a memo-
ryless or a “nearly memoryless” multiple-access channel that
can be identified as the solution to a communication game.
For fingerprints and signals defined over Euclidean spaces,
the worst collusion channel subject to mean-squared distortion
constraints was identified in the capacity analysis of [6] and
[7]. The worst channel was the uniform linear averaging attack
followed by scaling and addition of additive white Gaussian
noise.

However, the orthogonal fingerprinting codes considered in
this paper have extremely low rate, and thus capacity is not
the appropriate performance metric. It would be useful to know
what is the collusion channel that maximizes error probability
for these codes, and this is the subject of this paper. In the finger-
printing literature, the usual assumption has been that the col-
luders add white Gaussian noise to a noiseless forgery which
they create by combining (“averaging”) their signals in a linear
or nonlinear fashion [8]–[11]. Under the assumption of a fixed
correlation detector, we showed in [12] and [13] that the uni-
form linear averaging strategy is the most damaging one in an
error-probability sense.

This paper examines a different—and potentially lethal—col-
lusion strategy, namely, choosing the noise sequence according
to an optimized distribution as an alternative to the usual white
Gaussian noise assumption. Our fingerprints form a randomized
orthogonal code, where the randomization parameter is a rota-
tion. (The analysis for randomized simplex codes is similar, as
discussed at the end of this paper.) The noiseless forgery is ob-
tained by uniform linear averaging of the colluders’ copies. The
detector has access to the host signal (nonblind detection) and
performs a binary hypothesis test to verify whether a user of
interest is colluding. The cost function in this problem is the de-
tector’s error probability.

Three types of constraints are considered for the attacker’s
noise:

1) average-distortion constraint;
2) almost-sure (a.s.) distortion constraint;
3) large-deviations constraint.

All three constrain the energy of the noise sequence .
The first (average-distortion) constraint is the weakest one. It
allows the colluders to choose impulsive-noise attacks, which
produce very large distortion with a small (but not negligible)
probability. We show these attacks are far more effective than
the usual Gaussian attacks. The second (a.s.) constraint is the
strongest one. The energy of the noise sequence satisfies a
given upper bound with probability one, which precludes the use
of both Gaussian attacks and impulsive-noise attacks. The third
(large-deviations) constraint is parameterized by an exponent

. Under this constraint, the probability that exceeds
a given upper bound is at most . The first two constraints
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are obtained as special cases when and , respec-
tively. Hence the large-deviation constraint provides a gradual
transition between these two opposite regimes. For all three ver-
sions of the problem, we derive the worst noise and obtain a tight
asymptotic expression for the worst-case detection error proba-
bility. A discussion of the appropriateness of the three models
for practical applications is given at the end of the paper.

We use uppercase letters to denote random variables,
lowercase for their individual values, boldface for se-
quences and vectors, and calligraphic fonts for sets. We
use the symbol to denote mathematical expectation, the
asymptotic equality notation to indicate
that , the “asymptotic equality
on the log scale” notation to indicate that

, the “equality in the leading order” no-
tation to indicate that , where

is a nonzero, finite constant. The notation is
as denotes . We also write

to indicate that .
We denote by the group of rotations on the -sphere,
and by the uniform probability measure over .

II. PROBLEM STATEMENT

This section defines the mathematical setup of the problem.

A. Fingerprint Embedding

The host signal is a sequence in
, viewed as deterministic but unknown to the colluders. Fin-

gerprints are added to , and marked copies of the signal are
distributed among users. Specifically, user is assigned a
marked copy

where the fingerprint .
Fig. 1 depicts the fingerprint embedding and the attack channel.
The length- fingerprints form an fingerprinting
code . All codes considered in this
paper are randomly rotated spherical fingerprints which are cre-
ated as follows. First a deterministic prototype spherical code

is designed. In this work, we consider the prototype to
be either an orthogonal, or a regular simplex code [14]. For a
unit-energy size- simplex fingerprint constellation, we have
[15]

as opposed to an unit-energy orthogonal constellation where
when .

Then, and , respectively. The fingerprint
embedder draws a random variable uniformly distributed over

and rotates the prototype constellation by . While
is publicly known, is a secret shared with the detector.

Therefore, even though the attackers know , they do not know
their individual fingerprints. This is a randomized fingerprinting
code. The fingerprints are obtained as and
so

(1)

where is the energy per sample for each .

Fig. 1. Fingerprinting process, attack channel, and detector focused on user�.

B. Attack Model

The attack channel is modeled as the uniform average of the
colluders’ marked signals, followed by addition of a noise se-
quence

(2)

where , the coalition, is the index set of the col-
luding users. We denote the size of coalition by . The noise
sequence is drawn independently of from
a probability distribution function (pdf) with zero mean.
Therefore, the attack is completely defined by the pair .

The mean-squared distortion of the forgery relative to the
host signal is given by

(3)

In this work, we fix a noise strength parameter and consider
three types of constraints on the attackers noise:

1) average-distortion constraint: ;
2) almost-sure distortion constraint: ;
3) large-deviations constraint:

for some .
We ask what is the distribution of the worst-case noise under

each constraint and study the corresponding asymptotic perfor-
mance of the detector, as .

C. Focused Correlation Detector

The detector knows neither the number of colluders nor
the noise pdf . It has access to the host signal (nonblind de-
tection) and subtracts it from the forgery to form the centered
data .

Ideally the detector must return the list of all colluders. How-
ever, this task proves to be too hard. Instead we introduce a de-
tector structure that aims at determining whether a certain user’s
mark is present in the forgery . We shall call this detector fo-
cused, because it decides whether a particular user of interest
is a colluder. It does not aim at identifying all colluders. Given
that fingerprinting schemes are used as deterrents against illegal
redistribution, catching one member of the coalition is often suf-
ficient for this purpose.
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The focused detector performs a binary hypothesis test that
returns a guilty or not guilty verdict for the user it is focused
on. Assume the detector is focused on user and applies the
detection rule to the centered data .
Let denote the hypothesis that user is innocent

and the hypothesis that he is guilty . The
possible error events are a false positive (falsely accusing
when he is innocent) and a false negative (declaring innocent
when he is guilty). The probability of these two events generally
depends on the user , detection rule , and the attack . We
denote the false positive and false negative probabilities by

(4)

In this work, we consider a focused correlation detector that
compares a correlation statistic with a threshold . This
is the correlation detector of [11]

(5)

The decision boundary for this test is a hyperplane normal to the
vector

(6)

and the threshold is

(7)

This threshold is optimal when the priors for and are
equal, and orthogonal fingerprints are used.

D. Bayesian Error Probability

For a given coalition , attack , and detection rule , a
natural cost function for the detector focused on user is the
error probability

(8)
where . Note that trades off the type I and II errors of
(4). The expression (8) corresponds to a Bayes risk, where and

represent the priors for the hypotheses and . More-
over, minmax and Neyman–Pearson hypothesis testing corre-
spond to a Bayes hypothesis testing for a certain choice of
[16].

Given that the detector and the attack model are fixed
throughout this paper but the noise distribution is not, we view
the error probability as a function of the number of colluders
and the noise distribution . Hence, we simplify the notation
and rewrite (8) as

(9)

Moreover, since the secret is uniformly distributed over
, the performance of focused correlation detector of (5)

does not depend on . Another simplification that arises for
large is that the influence of the priors vanishes. Thus, for
convenience, we consider equal priors. The Bayesian cost func-
tion (9) for the focused detector is then expressed as

(10)

where and denote the type-I and type-II error probabili-
ties for the focused detector of (5) with threshold given by (7).

Next we determine the distribution of the worst-case noise
under average-distortion, almost-sure, and large-deviations con-
straints, and study the corresponding asymptotic performance of
the detector in each case. The corresponding error probability is
denoted by

(11)

where the feasible set for depends on the constraint used.
For fixed and a sequence of orthogonal fingerprints and noise
distributions indexed by , we also define the error exponent
corresponding to the worst-case noise distribution as

(12)

III. RADIAL NOISE

As described in Section II-A, we assume a randomly rotated
spherical fingerprint constellation and the averaging attack of
(2) for the coalition. The error probability and the worst-case
error exponent are expressed by (10) and (12), respectively.

We shall prove the best strategy for the fingerprint embedder
is to rotate the fingerprint constellation uniformly on the

-sphere. For the colluders, the best strategy is to choose an
isotropic (i.e., spherically symmetric noise: depends
on only via ). To see this, consider the following problem.

Fix any prototype fingerprint constellation and a prototype
noise pdf (not necessarily isotropic) which satisfies a con-
straint of the form

(13)

where is a function defined over and denotes the index
set of the constraints. An example is the average distortion con-
straint

(14)

where and . Denote by the
error probability incurred for this choice of and .

Consider the following strategies for the fingerprint embedder
and the colluders:

1) The fingerprint embedder selects a probability measure
on the rotation group . He then draws a random



296 IEEE TRANSACTIONS ON INFORMATION FORENSICS AND SECURITY, VOL. 4, NO. 3, SEPTEMBER 2009

variable according to and rotates the prototype con-
stellation by . The value of is a secret shared with the
detector.

2) The colluders select a probability measure on .
They draw from and from satisfying (13) and
let their noise vector be . Hence follows the
rotation-averaged distribution

Since , the pdf still satisfies the constraint (13)
for any choice of .

Now consider the following game. Given and , what
is the optimal choice for the probability measures and
defined above? The payoff function is the probability of error

(15)
The fingerprint embedder would like to choose such that the
payoff function is minimized while the attackers seek that
maximizes the payoff function. The following lemma shows that
an optimal choice1 for both the fingerprint embedder and the col-
luders is , the uniform probability measure on . Re-
call that a saddlepoint strategy is one from which neither player
has the interest to deviate.

Lemma 1: The payoff function admits
as a saddlepoint. Moreover,

(16)
Proof: The first equality in (16) holds because is

isotropic when ; the orientation of the constellation
does not matter in this case. The second equality holds because
the randomization of the constellation orientation is uniform
when ; the value of selected by the colluders does
not affect error probability in this case.

Note that Lemma 1 holds for any fingerprinting constellation
. Moreover, it implies that without loss of optimality we may

assume the attackers choose an isotropic pdf

where
denotes the magnitude of the vector , and is referred to as

the radial noise pdf. The performance criterion is now denoted
by , where the average is over the scalar random vari-
able .2 The average-distortion criterion (14), ex-
pressed in terms of , takes the form

(17)

In Section IV-A, we identify that maximizes
subject to the average-distortion constraint of (17). In
Section IV-B, we maximize under the stronger

1The payoff function of (15) need not have a unique saddlepoint.
2Per Lemma 1, the orientation of � has no effect on error probability � if

the noise pdf � is isotropic.

almost-sure noise constraint

(18)

In Section IV-C, besides the average-distortion constraint of
(17), the detector is also subject to the large-deviation constraint

(19)

for some . The large deviation constraint allows us to
gradually transition between the average distortion case
of Section IV-A and the almost-sure distortion case of
Section IV-B.

IV. WORST-CASE NOISE

A. Worst-Case Noise Under Average-Distortion Constraint

In this section, we consider the linear averaging attack of
(2) and find the radial noise distribution that maximizes

.
Denote the set of all noise pdfs satisfying the average-distor-

tion constraint (17) by

Conditioned on and given the threshold , the de-
cision boundary of (6) cuts a spherical cap away from the

-dimensional sphere of radius . Fig. 2 shows the de-
cision boundary and the corresponding spherical cap. The half
angle corresponding to the spherical cap is denoted by , and

(20)

Owing to the isotropic nature of the noise, the type-I and type-II
error probabilities conditioned on are given by [17]

(21)

where is the first component of a noise vector that is uni-
formly distributed over the -dimensional sphere of radius ;

is the area of the spherical cap in dimensions corre-
sponding to the half angle , and

(22)

From (21), we obtain the error probability conditioned on
as

(23)

Combining (20), (22), and (23), we have

.
(24)
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Fig. 2. Decision threshold � and norm � of noise vector �. The error proba-
bility, conditioned on � � �, is the normalized volume of the shaded spher-
ical cap.

The probability of error of the detector is obtained by integrating
over

(25)

Observe that (25) is a linear functional of .
Proposition 1: For the orthogonal constellations, under the

averaging attack of (2) with isotropic noise and average distor-
tion constraint of (17), the probability of error of the
correlation detector of (5) is asymptotically maximized by an
impulsive radial noise

(26)

where and . More-
over,

(27)

Proof: The coalition’s program is to maximize the linear
functional (25) over the radial pdf subject to the linear con-
straint (17). By the fundamental theorem of linear programming
[18], the maximum is achieved by a mass distribution with
support at two or fewer points. It is shown in Appendix A that
the first point is at . Therefore, the optimal radial pdf for
the coalition takes the form in (26), where the optimal values for

and must be identified.
Owing to the distortion constraint (17), we must have

(28)

Similarly, from (25) and (26), we have

(29)

Letting

(30)

where , the maximum probability of error is upper
bounded using (23) and (29)

where the inequality is due to (28). Let us denote this upper
bound by . Applying successively (22) and (30), we
obtain

(31)
We now view as a function of . The attackers

maximize (31) over . Note that

(32)

Setting the right-hand side of (32) to zero, we have

(33)

or . In Appendix B, we show that
, i.e., yields a

maximum of . Using the definition (7) of the
threshold, we obtain

(34)

Substituting this value into (28), we obtain
. Since this upper bound is achievable, so

is . Combining (30), (31), and (34), we obtain

(35)
which establishes (27) and concludes the proof.

The rate of decay of with is very slow ;
in contrast with the case of independent identically distributed
(i.i.d.) Gaussian noise , for which probability
of error decays exponentially with [14, eq. (67)]

(36)

Thus, the coalition can form a significantly stronger attack by
choosing impulsive noise according to (26), while incurring the
same average distortion.

B. Worst-Case Noise Under Almost-Sure Distortion Constraint

Under the almost-sure distortion constraint of (18), the sup-
port of is given by

(37)

Denote the set of all noise pdfs with such support by

Proposition 2: Under the averaging attack of (2) with
isotropic noise and almost-sure distortion constraint of (18),
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for the orthogonal constellations, the probability of error
of the correlation detector of (5) is asymptotically

maximized by the impulsive radial noise

(38)

Moreover,

(39)

Proof: The detector’s probability of error is given by (25),
where of (24) is the normalized volume of a spherical
cap and is increasing in . Hence,

and the supremum over is achieved by
. Plugging the optimal value of and from (7) into

(24), we have

(40)

The corresponding error exponent is obtained from (12) and
(39) as

As was to be expected, the colluders can maximize the error
probability of the detector by concentrating their noise power at
the maximum radius allowed by the almost-sure constraint.

C. Worst-Case Noise Under Large-Deviations Constraint

We saw in Section IV-A that the colluders can launch a nefar-
ious attack when they choose impulsive noise. This was allowed
because the attackers are only limited by the average distortion
constraint of (17). The probability of a large distortion vector
is given by in (26) and is thus fairly significant.
We now study the noise pdf design problem when the attackers
are subject to the additional large-deviations constraint (19) on
the magnitude of the noise vector.

Let us denote the set of all noise pdfs satisfying the constraints
(17) and (19) by ; then

(41)

We analyze the error exponent of the detection test as de-
fined in (12). The attackers seek the noise pdf that maximizes

over the feasible set of (41), resulting in

(42)

The corresponding error exponent is obtained from (12) and
(42)

(43)

From (22), (23), and Shannon [17, p. 625], we have

(44)

Proposition 3: For the orthogonal constellations, under the
averaging attack of (2) with isotropic noise, average-distortion
constraint (17), and large-deviations constraint (19), the mini-
mizer in (43) takes the form

where and . Moreover,

(45)

Proof: The coalition’s program is to maximize
over the radial pdf subject to the two linear constraints of
(41). By the fundamental theorem of linear programming, the
supremum of (42) is achieved by a mass distribution with
support at three or fewer points. Therefore, the optimal radial
pdf for the coalition takes the form

(46)

where .
The average-distortion constraint (17) and the large-devia-

tions constraint (19), respectively, take the forms

(47)

(48)

Similarly, the error probability (25) is given by

(49)

Note that any noise at radius does not contribute to
probability of error as seen in (24) and only appears in the av-
erage-distortion constraint (17).

From (24), nontrivial cases occur when
. Rewrite (44) with as

(50)

• Case I: for any .
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Since , (48) implies that . Since
, we obtain from (49)

(51)

• Case II: .
Since , this implies . If

, then does not contribute to the large deviation
constraint (48), and could potentially be as large as one.
But when , (48) implies that .
Therefore, using (50) we obtain

(52)

(53)

where

.
(54)

Substituting the bound

into (54), we obtain

(55)

Combining (49), (53), and (55), we obtain

(56)
Finally, we show that the exponent is achiev-

able. First, the choice , ,
and achieves the ex-
ponent . Second, the choice
and achieves the exponent

. Hence is achievable.
Fig. 3 depicts the worst-case error exponent for

and as a function of . It can be seen that when
the number of colluders exceeds two and three, respectively, the
worst-case exponent is equal to ,
and is achieved by the uniform distribution on the -sphere of
radius .

It is noteworthy that the exponent
corresponds to the special case where

(almost-sure distortion constraint): the colluders concentrate
the noise at radius . For fixed , as stated in (45) and
depicted in Fig. 3, the error exponent tends to as .

Fig. 3. Error exponent for � � ���� ��� versus � , when � � �.

When , the error exponent is zero, which is in agree-
ment with (35). This is not surprising because as , the
large-deviation constraint of (19) becomes inactive and the only
remaining constraint is the average-noise constraint.

It is also noteworthy that, for large , the exponent is asymp-
totic to which coincides with the exponent (36) for
Gaussian noise. For any we may thus say that Gaussian
noise is essentially the worst noise, for large enough.

V. DISCUSSION

In this work, we assumed an averaging attack model fol-
lowed by the addition of a noise vector independent of the
input. We considered randomly rotated spherical fingerprints
with an orthogonal prototype and a focused correlation detector.
We first characterized the worst-case noise pdf under an av-
erage-noise power constraint. The worst noise is impulsive, and
the performance of the detector is dramatically worse than that
obtained under i.i.d. Gaussian noise. More precisely, instead of
the exponential decay, the probability of error is proportional to

as given by (27), where is the number of colluders.
Second, we showed that under the almost-sure distortion con-
straint, the worst noise is uniformly distributed over a sphere
whose radius is the maximum allowed by the constraint. Third,
we derived the error exponents of the detection test when an av-
erage noise constraint and a large-deviation constraint are im-
posed on the noise distribution.

Which of the three models is more relevant in practice? After
all, a good mathematical model for attacks should reflect reality,
be tractable, and allow comparisons of various code designs.
At the same time, one cannot discount the possibility that the
colluders will choose an attack that is outside the model. Our
view is that, if the model is properly constructed, the colluders
should include a significant cost for doing so. Here the cost is
measured by mean-squared distortion. We now see that:

1) Under the average-distortion model, the colluders are able
to dramatically affect detector performance—but at the ex-
pense of introducing a huge mean-squared distortion in
their forgery. Such degradation may be unacceptable in
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practice, unless it can be done in a way that is perceptu-
ally tolerable (e.g., using cropping or geometric attacks
on images). Here the colluders exploit a critical vulnera-
bility of the system, that is, it was optimized relative to
the mean-squared error criterion and not a perceptual crite-
rion. Any countermeasure is likely to involve detectors that
are far more complex than the simple correlation detector
studied in this paper.

2) Under the almost-sure distortion model, the colluders
are absolutely precluded from introducing any large
mean-squared error distortion. Then our analysis reveals
that strong detection performance is possible. For mod-
erate-to-large values of , the error
probability behaves roughly as , which is the
same behavior as under an i.i.d. white Gaussian noise
attack with the same variance . This is particularly
interesting because this attack has been widely assumed
in multimedia fingerprinting practice, and so our results
show that it is a good choice for the attackers in the
moderate-to-large SNR regime.

3) The large-deviations model is a compromise between the
two extremes given above. The tradeoff parameter con-
trols the probability that the colluders will choose a very
large distortion. The i.i.d. white Gaussian noise attack is
feasible provided that .

Finally, even though Propositions 1, 2, and 3 were proven
for an orthogonal constellation, the same results hold when the
fingerprints are drawn from a regular simplex prototype. Indeed,
the only change in the derivations is that the optimal threshold

for the detector is asymptotic to (7) instead of being equal to
it for all .

APPENDIX A
IMPULSIVE RADIAL NOISE

In the proof of Prop. 1, we claimed that the first impulsive
component of the optimal radial pdf for the coalition is located
at . This claim is proved here. From the fundamental
theorem of linear programming [18] the radial pdf of the noise
has support at two points

(57)

where . Then (25) yields

(58)

We shall prove that when the coalition cannot improve
over in (27). We separately examine the cases
and .

• Case I: .
From (24), and the only source of error is the
noise at radius (assuming that ) and the proba-
bility of error is given by . The distortion con-
straint (17) takes the form

(59)

Therefore, when , the attackers maximize
over and subject to (59). For ,

the feasible set for in (59) is smaller than in the case

; hence the worst error probability over
is achieved when .

• Case II: .
— Case II.A: .

We shall consider two subcases where and
subsequently.

:
In this case both and , and (50)
implies that

Therefore, decays exponentially with , which
is a worse choice for the colluders relative to (35).

In this case, (50) implies that

Equation (59) implies that . Sub-
stituting and , we have

. Therefore, and
. Note that the first term on

the right-hand side decays exponentially with
. But as long as , the

second term on the right-hand side decays as
, which dom-

inates . Therefore, the attackers would like to
maximize , which is independent of ,
subject to (59). Similar to the case where ,
they can never do better than choosing .

— Case II.B: .
In this case, we have , which is not
feasible because it violates the distortion constraint (59).

APPENDIX B
EXTREMUM OF PROBABILITY OF ERROR

Lemma 2: The asymptotic upper bound on the error proba-
bility, of (31) is maximized for .

Proof: As we saw in (33), is an ex-
tremum of . We have
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(60)

Note that in (60) is positive. Plugging in in
above we have

Therefore, is a maximum of .
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