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On Reliability and Security of Randomized Detectors
Against Sensitivity Analysis Attacks
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Abstract—Despite their popularity, spread spectrum schemes
are vulnerable against sensitivity analysis attacks on standard
deterministic watermark detectors. A possible defense is to use a
randomized watermark detector. While randomization sacrifices
some detection performance, it might be expected to improve
detector security to some extent. This paper presents a framework
to design randomized detectors with exponentially large random-
ization space and controllable loss in detection reliability. We also
devise a general procedure to attack such detectors by reducing
them into equivalent deterministic detectors. We conclude that,
contrary to prior belief, randomization of the detector is not the
ultimate answer for providing security against sensitivity analysis
attacks in spread spectrum systems. Instead, the randomized
detector inherits the weaknesses of the equivalent deterministic
detector.

Index Terms—Chernoff bounds, detection security, error expo-
nents, generalized Gaussian distribution (GGD), maximum like-
lihood (ML), randomization, security, sensitivity attacks, spread
spectrum, watermarking.

I. INTRODUCTION

I NFORMATION hiding and watermarking have gained a lot
of interest in the research community since 1990. Briefly,

information hiding is about the imperceptible embedding of in-
formation inside a host such as multimedia data or software
script. It has a wide spectrum of applications including copy-
right protection of digital media, fingerprinting, media foren-
sics, and steganography.

In this paper, we focus on the copyright protection applica-
tion. We also consider a popular watermark embedding scheme:
the additive spread spectrum technique. In this setup, all signals
are elements of . The original host signal is either left un-
changed (unwatermarked), or a watermark signal is additively
embedded into , resulting in the watermarked signal .
The watermark is shared between the embedder and the de-
tector as illustrated in Fig. 1. Once a signal is input to the
detector, a real-valued detection function is evaluated
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Fig. 1. Watermark embedder and the watermark detector.

and compared to a detection threshold to decide whether is
watermarked or not. If the detection function is deterministic,
the set

(1)

is called the detection boundary for the detector .
When watermarking a signal, several requirements must be

satisfied [9], [12]. The security of the watermarking scheme is
one of the fundamental requirements. This paper investigates
security against sensitivity analysis attacks, which aim at “re-
moving” the watermark. Having access to a watermark detector
and a watermarked signal , the attacker’s goal is to construct a
pirated copy , which is perceptually similar to the original wa-
termarked signal and does not trigger a positive response from
the detector. The results of [1]–[9] show that spread spectrum
techniques are critically vulnerable to sensitivity analysis at-
tacks. In [6] and [7], we provided a general mathematical frame-
work to study such attacks. More specifically, the attacker sys-
tematically changes into auxiliary signals and inputs them to
the detector. Through the leaked information about the water-
mark, the attacker obtains an estimate of . He subsequently
removes it from to produce the pirated copy . It turns out
that for a wide class of detectors, all deterministic, the number
of detection operations needed by the attacker to estimate the
watermark is generally linear in the size of the signal [6], [7].

Another crucial requirement of the watermarking scheme is
the reliability of the watermark detector. Watermark detection
is a binary hypothesis testing problem [13]. Assuming a prob-
abilistic model on the host signal , the performance of the de-
tector can be evaluated in terms of error probability. One possi-
bility is to choose the maximum likelihood (ML) detector as the
watermark detector in order to minimize the probability of error.
However, the watermark detector is the source of leakage of in-
formation about the watermark. Therefore, the ML detector may
not be the best choice in terms of providing security against sen-
sitivity analysis attacks. Based on this observation, randomiza-
tion of the detector appears to be the natural remedy for security
of spread spectrum schemes. This suggests a tradeoff between
the reliability and the security of the detector.

In [2], Linnartz and van Dijk suggest the use of a correlation
detector but with a randomized threshold. Yet, the workload of
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the attacker to recover the watermark remains linear as acknowl-
edged by the authors.

Venkatesan and Jakubowski [8] also used randomized detec-
tion to increase security. First, the detector chooses many pseu-
dorandom subsets over the support of the watermarked data.
Next, the detection statistic is computed as the median of the
correlations over each subset. This countermeasure is clearly
more sophisticated than that of [2]. Still, it is not certain that
the spread spectrum scheme using such a detector will be truly
secure [8]. In fact, we show the contrary in this paper.

Noting the tradeoff between security and detection perfor-
mance, we propose in this paper a methodology to design ran-
domized but still reliable detectors. To make the presentation
concrete, we assume a generalized Gaussian distribution (GGD)
on the host signal. We then build a framework to control the loss
in the detection performance using classical detection-theoretic
tools: large deviation analysis and Chernoff bounds [13].

However, while these techniques provide a precise character-
ization of detector performance, they do not quantify the vul-
nerability of a watermarking scheme against sensitivity anal-
ysis attacks. In the second part of this paper, we construct at-
tack algorithms against randomized detectors. By generating
auxiliary signals on the average detection boundary, we reduce
the randomized detection scheme into an equivalent determin-
istic one. Subsequently, the attack algorithms built in [6] and
[7] against deterministic watermark detectors are applied to the
equivalent detector in order to estimate and then remove the
watermark. The overall attacks are still powerful, and for the
GGD/spread-spectrum watermarking model considered in this
paper, we show that the attacker retains the upper hand.

The organization of this paper is as follows. Below we briefly
explain the notation used in the paper. In Section II, we present
a general framework to design reliable randomized detectors.
Next, we describe a general attack algorithm against random-
ized detectors in Section III. In Sections IV and V, we apply
our general attack algorithm to three families of randomized
detectors. To verify the validity of our analysis, we present
experimental results in Section VI. Finally, we conclude in
Section VIII.

Definitions and Notation: We consider several families of
randomized detectors. The randomness is due to one or sev-
eral random parameters denoted as and drawn by the detector
from a probability distribution , possibly dependent on .
The watermark is fixed but unknown to the attacker. The ran-
domized detection statistic for detector input is , to
be compared against the threshold. The response of the detector
is binary; the detector’s response is binary

if
else

For a collection of random variables, we use the shorthand
to indicate that the probability is computed with respect

to . Similarly, denotes expectation with respect to .

II. DESIGNING RELIABLE RANDOMIZED DETECTORS

The results in [1]–[9] stress the need for more secure detec-
tion methods. This suggests introducing substantial randomness
into the detector. However, this is achieved at the expense of de-
tection performance, a fact that was not emphasized before [2],

[8]. Therefore, we aim at designing a very large class of ran-
domized detectors with controllable detection reliability.

A. Randomization Scheme

The detection problem is a test with two hypotheses, and
. The watermark is fixed and its samples are taken from an

alphabet with cardinality . The empirical
distribution (first-order histogram) of these samples over is

. The signal input to the detector is .
is the hypothesis that is not embedded in while

indicates that is embedded

(2)

where is the host signal. The samples
, are assumed to be independent and identically

distributed (iid), with probability density function (pdf)
. The optimal detector for the problem (2) is the log like-

lihood ratio test [13]

where is the threshold of the test, which controls the tradeoff
between probabilities of false positives and false negatives. To
randomize the detector, we choose pdfs , ,
mismatched (in a controllable way) to the pdf . To each
corresponds a log likelihood ratio

(3)

for the detector. The mismatch is measured by the information
divergence (or Kulback–Leibler divergence) between and

, defined as

(4)

This measure is equal to zero for a perfect match .
We assume that the pdfs and have common
support.

The signal domain is partitioned into subsets
(please refer to Fig. 2). The partition

is generated as follows. Let
be iid random variables with alphabet and
probability mass function

(5)

For each signal component , indicates
to which subset, , this component belongs. Hence the
probability that a component is in subset is , and

is equal to one. The randomization parameter is
, and the randomized detection function

is given by

(6)

The number of all possible partitions is essentially equal to
, where denotes the en-

tropy of the probability distribution . Therefore, the number
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Fig. 2. Example partition of the signal domain.

of all possible partitions is exponential in .
Hence, we generate an exponentially large class of
randomized test statistics, and the security enhancement comes
from the randomness of the sets .

For comparison, Linnartz and van Dijk [2] increase the se-
curity of the watermarking scheme by randomizing the detec-
tion threshold which belongs to an uncertainty interval .
Hence, the randomization parameter used is resulting in
the test statistic . Obviously, the size of the parameter
space in our scheme is much larger.

In Venkatesan and Jakubowski’s paper [8], the detection
statistic is the median of the correlation statistic calculated over
several randomly selected subsets of the signal. In our scheme,
the test statistic in (6) is a mixture of several “good” statistics
computed over the randomized subsets .

B. Detection Reliability and Error Exponents

Our test statistic in (6) is amenable to a precise performance
analysis. While it is generally infeasible to compute the prob-
ability of error analytically, we use large deviation tech-
niques and Chernoff bounds [13] to derive bounds of the form

(7)

where is the large deviation function

and is the maximum of this function realized at

By the Gäartner–Ellis theorem [18], the inequality (7) is tight
on the exponential scale

The analysis is made for a given watermark known to the
detector. The probability of false positive is defined as

(8)

We obtain the large deviations upper bound on as

(9)

where is the normalized threshold, and

(10)

is the false-alarm exponent. The derivation is given in the
Appendix. Similarly, the probability of false negative is defined
as

(11)

and satisfies the large deviations bound

(12)

where

(13)

is the miss exponent.
Assuming the two hypotheses and are equiprobable,

the average error probability is equal to

(14)

Combining (9), (12), and (14), we obtain

Since the test statistic is not the log likelihood ratio
corresponding to the actual probability distribution on , we
have a mismatched detector. In particular, the false-alarm and
miss exponents of (10) and (13) may not be positive, i.e.,
and may not decay to zero exponentially with increasing

. In his paper, Kazakos derives the performance of such detec-
tors and provides a necessary and sufficient condition for expo-
nential convergence [14]. However, this condition is given for
the case when the observations are iid under both hypotheses

and , and the mismatched detector also assumes iid ob-
servations under and . In our scenario, the host samples

, are iid. Hence, under , the observations
are iid. However, under , the observations

are independent but not identically distributed. The mismatched
detector assumes that the host samples are inde-
pendent with the samples in subset following distributions

for all . In [10], we derived a necessary
and sufficient condition for exponential decay of the probability
of error with assuming independent observations but not nec-
essarily identically distributed.

From (14), it is clear that decays exponentially to zero if
both and decay exponentially to zero. This property is
guaranteed if and only if there exist a pair

satisfying

and
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Analyzing the first-order and second-order derivatives of
and with respect to , a necessary and

sufficient condition for exponential decay of is obtained in
an analysis similar to that in [10] as

(15)

where is the shifted probability distribution
. If (15) is satisfied, there is an optimal value for the

threshold that results in the tightest bound on the average
probability of error . In order for this bound to be optimal,
the two exponents, and , have to be equal,
otherwise the worse one, i.e., the smaller one, will dominate
the other. From (10) and (13), the equalizing value for is 0.
Next, we obtain the optimal bound by maximizing the exponent

over

(16)

C. Application to Images

We used the scheme of Section II-A to design reliable ran-
domized detectors for image spread spectrum watermarking. It
is common to model the discrete cosine transform (DCT) coeffi-
cients of an image as iid random variables distributed according
to a GGD [15]. Therefore, in order to get “good” statistics,
we choose GGD distributions

(17)

where is the scale parameter and is the exponent
of the GGD.

For each component , indicates to which
subset this component belongs. The randomized detection
function is given by

where

(18)

Substituting (17) into (16), we obtain the tightest upper bound
on as

For illustration, assume the watermark is binary, i.e.,
, with symmetric empirical distribution

, and is embedded in the DCT
image coefficients. Let , i.e.,

the DCT image coefficients are assumed to be iid Laplacian
with variance 100 and mean 0. This corresponds to a host to
watermark ratio of 20 dB. The variance of each GGD is
also 100 if we set

Referring to (3), we use and generate three detec-
tion functions corresponding to the following three values
of and . The large deviation function of detector

, is defined as

with exponent

The functions are shown in Fig. 3. The matched
log likelihood ratio test corresponding to results in
the largest exponent , i.e., the minimum proba-
bility of error. This is expected because this is the matched de-
tector, i.e., the optimal one. Conversely, the detection test cor-
responding to results in the smallest, i.e., the “most
mismatched,” exponent . For , the error
exponent is . For our randomized test, we chose
a uniform distribution . The
error exponent for our randomized test is , be-
tween the previously stated “best” and “worst” exponents.

In summary, considering the vulnerability of spread spec-
trum techniques, we can randomize the detector in the hope of
improving security. However, this improvement causes some
reduction in detection reliability. By carefully selecting the
randomized test statistic as a mixture of good statistics, we can
simultaneously design an exponentially large randomization
space with guaranteed reliable detection. In addition to the
necessary and sufficient condition for exponential decay of the
average probability of error, we have derived upper and lower
bounds on the exponent of decay.

III. GENERALIZED ATTACK AGAINST RANDOMIZED

DETECTORS

In this section, we design an attack that essentially reduces a
randomized detector into an equivalent deterministic one. The
attack consists of three steps. The first one converts the random-
ized detector into an equivalent deterministic one. The second
step applies a sensitivity analysis attack against this equivalent
deterministic detector. The third step removes the estimated wa-
termark from the watermarked signal , yielding a pirated
copy .

A. Preliminaries

We consider a randomized detector with detection statistic
. The analysis is made for given watermark and signal

. In (1), we defined the detection boundary for a determin-
istic detector. Here we define the -boundary as the topolog-
ical boundary of the set of signals such that

(19)
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Fig. 3. Illustration of our randomized detector, a mixture of three test statistics.

Fig. 4. (a) Deterministic boundary. (b) �-boundary for the two-dimensional case.

For most of the detectors of interest and for at least one value
of , it turns out that the -boundary is the set of
signals that satisfy the following equality:

(20)

The subtle difference between the two definitions of is il-
lustared in Section IV. Since the attacker has control over the
choice of , we assume that he selects such a value for
and from now on we will use the definition (20) of in the
paper.1 Therefore, when a signal on the -boundary is input to
the detector times, the expected number of positive responses
is equal to . For a graphical illustration, please look at Fig. 4.

In the subsequent sections, we consider three families of ran-
domized detectors: randomized threshold detectors [2], random-
ized GGD detectors [10], and subset selection detectors. We will

1Except for the last part of Section IV, where we explicitly indicate the use
of definition (19) for � .

show that the -boundary for each family is the same as the
boundary for an equivalent deterministic detector. Specifically,
the signals that belong to , also satisfy the detection boundary
equation (1) for some deterministic detector with the same wa-
termark . Hence, finding points on the -boundary of the ran-
domized detector is the same as finding points on the equiva-
lent deterministic detection boundary. But doing so is the key
for successful sensitivity analysis attacks against deterministic
detectors. In fact, we derived in [6] and [7] attack algorithms
against two families of detectors that satisfy specific assump-
tions. In the first family, the detection statistic is a function of
the correlation of the input signal and the watermark. The detec-
tion function is invertible in terms of the watermark [6], [7, Sec.
IV]. In the second family, the detection function is twice differ-
entiable and has an invertible gradient with respect to the wa-
termark [6], [7, Sec. V]. Hence the attacker can generate points
on the -boundary and leverage the algorithms of [6] and [7] to
attack the equivalent deterministic detector if it obeys the above
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mentioned assumptions. This detector uses the same watermark
as the randomized detector. This attack produces an estimate
of the watermark. Finally, the attacker subtracts from the

watermarked signal , resulting in the pirated copy .
A successful attack against the equivalent deterministic detector
is automatically successful against the randomized detector.

The next section provides more details on how to generate
signals that satisfy (20) with a controllable and arbitrarily high
degree of accuracy. The attacker can then obtain arbitrarily
close to the original watermark . The accuracy of the estimate

is measured by the normalized correlation coefficient

(21)

and the mean squared distortion

(22)

The closer is to one and to zero, the better the estimate
is.

B. Generating Points on the -Boundary

For a given randomized detector with watermark , a signal
, a direction , and a probability , the task of finding a scalar

such that the signal belongs to relies on
the following subproblem.

For a real number , the attacker constructs the test
signal and desires to evaluate the probability

The attacker, who does not know but has access to the de-
tector, would need an infinite number of detection probes of
to obtain the exact value of . Since this is not possible, he sets
a finite number of detection probes to be used. He inputs the
signal to the detector times and records the binary detector
responses . Then, he estimates as

are iid Bernoulli random variables
with probability . By the law of large numbers, converges
to both almost surely and in the mean square sense. The
variance of the estimation error, , tends to
zero as .

Next, define the binary function

if
else.

The attacker can use any search algorithm, in particular the
binary search algorithm, and use the function in the
search queries to obtain an estimate of and hence obtain
a signal, , that is approximately on the -boundary. Each
step of the binary search algorithm involves the subproblem of
estimating needed to evaluate . On one side, by in-
creasing , the precision error of each step of the algorithm
decreases as . On the other side, the accuracy of the
binary search algorithm increases with the number of steps at
an exponential rate.

Fig. 5. Randomized threshold detector: � is a uniformly distributed random
variable over ��� ��.

IV. RANDOMIZED THRESHOLD DETECTOR

To begin with a simple example, consider a deterministic
detection test , e.g., the correlation detection test, with
randomized threshold. As in [2], the detection threshold is a
real-valued random variable with pdf . Equivalently,
the detector may be viewed as a randomized detector with zero
threshold

(23)

Owing to (20) and (23), is the set of signals such that

(24)

For example, when is a uniform random variable over an in-
terval , the -boundary is given by

In this case, is the detection boundary of the equivalent de-
terministic detector

with threshold . Therefore, any of the attack algo-
rithms developed against deterministic detectors can
be applied to estimate the watermark. For example, if the de-
tector is a correlation detector, the attack in Section IV–B in [7]
can be used. Please refer to Fig. 5 for an illustration of this at-
tack.

Another example is when the randomized detection threshold
is Bernoulli distributed over with equal probability.

First, we compute

Using definition (20) of would result in volume or empty
sets. Therefore, for this example, we must resort to the original
definition of the -boundary in (19). We obtain the region
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Fig. 6. Randomized threshold detector: � is a Bernoulli random variable �
��� �� with probablity �������.

in (19) as

for
for

Therefore, for any is the topological boundary of
and we obtain

for
for

Please see Fig. 6 for illustration. Consequently, when finding
points on the -boundary for , the attacker
reduces the randomized detector into an equivalent determin-
istic detector with detection statistic and threshold . Sim-
ilarly, for , the equivalent deterministic detec-
tion statistic is with threshold . From these two exam-
ples, we see the difference between definitions (19) and (20) of
the -boundary. While definition (20) works for most detectors,
like the detector with uniformly distributed threshold , we still
need to use definition (19) in some cases.

V. RANDOMIZED GGD DETECTORS MIXTURE

In Section IV, a single parameter was randomized. In
Section II, we studied a class of detectors with extremely large
randomization space. Each time the detector is probed, the
support of the signal is partitioned into random
subsets (Fig. 2). From (18) and (20), the -boundary is the set
of signals that satisfy

(25)

To compute this probability, we derive the distribution of the
sum of random variables . First, due to the indepen-
dence of in (18) are also
independent (but not identically distributed due to the depen-
dency on and ). The expected value and the variance of
conditioned on and are, respectively, given by

Checking the conditions of Lindeberg’s generalized central
limit theorem (CLT) [17], we conclude that the normalized
random variable

(26)

converges in distribution to a Gaussian random variable with
mean 0 and variance 1, as . Therefore, the -boundary
in (25) is characterized by

as

where is the Gaussian
tail function ( -function). Therefore, we approximate the

-boundary for the randomized detector by

(27)

This can be viewed as the boundary for an equivalent determin-
istic detector with test statistic

(28)

and same threshold as the randomized detector.
The detection function (28) is highly nonlinear in . However,

with the choice of is zero and (28) simplifies
into

(29)

which is the expected value of the individual GGD detection
functions .

In order to attack the equivalent deterministic detector in
(29), we use the methods from [6] and [7]. In particular, [7]
describes an efficient attack against GGD detectors of the
form

(30)

The attacker could approximate the detector of (29) with
such a GGD detector by selecting and
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Fig. 7. Histograms for the normalized correlation between� and ��. The bars with circles correspond to the attacks with � � � probes, while those with crosses
correspond to attacks with � � ��� probes.

, and then launching the attack described in
[7, Sec. V-C]. While (30) is a coarse approximation to (29)
(except of course in the degenerate case ), we shall
see that this attack performs quite well. Hence an optimized
attack designed along the guidelines of [7] should perform
even better.

VI. EXPERIMENTAL RESULTS

We consider a randomized GGD detector (see Section V) with
and GGD exponents and . For an

image of size 64 64, we generated 31 pseudorandom binary
watermarks with equal energy, , resulting
in 31 watermarked signals. Against each such signal, we ran our
sensitivity analysis attack algorithm with , four times
with , and four other times with . Therefore,
we have in total 124 attacks with , and another 124 at-
tacks with . To measure the degree of success of these
attacks, we compute the normalized correlation from
(21), and the mean squared distortion from (22) (please see
Figs. 7 and 8). As shown in Fig. 7, attacks with result
in larger correlation than those with . In fact, for
48% of the attacks with , the correlation is larger than
70%, i.e., . However, for only 2% of the attacks
with , we have . Similarly, Fig. 8 depicts
smaller distortion for attacks with than those with

. More accurately, we have for 48% of the at-
tacks with , while that is true for only 0.81% for the
attacks with .

These experiments validate the efficiency of our new attack
algorithms. By increasing the number of probes , the accu-
racy of our estimate increases as we expected. By tuning

, the attacker can generate the auxiliary points closer to the
0.5-boundary, hence increasing the degree of success of the at-
tack.

VII. SUBSET SELECTION DETECTOR

In this section, we show how to break the randomized detector
of Venkatesan et al. [8]. The scheme is based on selecting a
detection function2

(31)

computed over a subset . Next, the detector ran-
domly selects many possibly overlapping subsets in the support
set of the signal and evaluates the detection statistic
over each such subset according to (31) (please see Fig. 9). The
actual detection coefficient is the median of these statistics. The
authors argue that such a detector is secure against attacks that
learn the watermark by introducing large changes to the value
of the signal at one component. We show that the scheme is
still breakable using sensitivity attacks. In particular, using the
concept of -boundary, we derive the equivalent deterministic
detector, which can be attacked by the algorithms of [6] and [7].

Let be the number of subsets selected and
be the mask corresponding to subset . That is,

indicates that the th component of the signal belongs

2The authors in [8] use a correlation detector, i.e., � �� � � � � � � , but
we consider a more general setting.
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Fig. 8. Histograms of the mean square distortion between � and ��.

Fig. 9. Partition of the image support into two sets �� � ��. (a) Disjoint sets.
(b) Overlapping sets.

to . In our model, is a sequence of iid Bernoulli random
variables with probability

with probability
with probability

Furthermore, the masks are mutually independent. The
th detection statistic is defined as

In this setting, the randomization parameters are
and the resulting randomized func-

tion is given by

Define the iid binary random variables

if
else

The -boundary for this detector is characterized by

(32)

(33)

where

We now derive an expression for the probability . Let
. The random variables are conditionally in-

dependent but not identically distributed, given and . Their
mean and variance are, respectively, given by

Again, we use the generalized CLT and check Lindeberg’s con-
ditions [17]. As tends to , the random variable defined
in (26) converges in distribution to a normal random variable
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, resulting in

as

Therefore, after choosing , the attacker calculates the corre-
sponding value of . Now he aims at constructing signals on the
approximate -boundary defined as

(34)

If the attacker selects , then , and is the
detection boundary of the equivalent deterministic detector

Consequently, the equivalent deterministic detector is the simple
correlation detector but with its value scaled down by a constant
factor . The powerful attack algorithm derived in [6] and [7]
against such detectors can be used against the equivalent deter-
ministic detector, hence breaking this randomized detector.

Finally, it is the -boundary that summarizes the interac-
tion between randomization and security: the complexity and
the amount of randomization introduced into the detector
are indeed reflected in the -boundary. For the randomized
threshold detector, little randomization is introduced, and hence
its -boundary itself is as simple as the original deterministic
boundary (see Section IV). However, that is not the case for the
highly randomized GGD detectors mixture or the subset selec-
tion detector. From (27) and (34), we see that the approximate

-boundary is quite involved and is only simplified by careful
choices of and .

VIII. CONCLUSION

Our previous work [6], [7] developed sensitivity analysis at-
tacks against deterministic detectors of additive spread spectrum
watermarks. We proved the weakness of these schemes by con-
structing powerful attacks against them. This paper has studied
the security of spread spectrum schemes against randomized

detectors. It has been believed that such detectors can signifi-
cantly improve the security of the watermarking scheme. How-
ever, this is not the case, even if the randomized parameter space
is huge and if the detector is reliable. Using the new concept of

-boundary, we can transform randomized detectors into equiv-
alent deterministic ones. In this case, the attacks in our previous
work [6], [7] are applicable. Hence, the remarkable conclusion
is that randomized detectors are almost as vulnerable to sensi-
tivity analysis attacks as deterministic detectors.

APPENDIX

The large deviations upper bound (9), (10) on the false-alarm
probability (8) is derived here. Substituting (6) into (8), we ob-
tain

(35)

Recall from (3) that .
By our assumption below (4), we obtain

. Markov’s inequality applied to (35) yields

(36)

Since under and the variables and
are iid, (36) becomes

(37)

Let us analyze the expectation term above:

(38)

As described at the beginning of Section II–A, the number of
samples marked with is equal to , for all . This
property together with (38) yields

(39)
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Substituting (39) into (37), the large deviation bound on the
probability of false alarm is given by

where . Finally, using (3), we obtain (9) and (10).
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