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Abstract Ineffective spatial–temporal motion feature pool-
ing has been a fundamental bottleneck for human action
recognition/detection for decades. Previous pooling schemes
such as global, spatial–temporal pyramid, or human and
object centric pooling fail to capture discriminative motion
patterns because informative movements only occur in spe-
cific regions of the human body, that depend on the type
of action being performed. Global (holistic) motion feature
pooling methods therefore often result in an action represen-
tation with limited discriminative capability. To address this
fundamental limitation, we propose an adaptive motion fea-
ture pooling scheme that utilizes human poses as side infor-
mation. Such poses can be detected for instance in assisted
living and indoor smart surveillance scenarios. Taking both
video sub-volumes for pooling and human pose types as
hidden variables, we formulate the motion feature pooling
problem as a latent structural learning problem where the
relationship between the discriminative pooling video sub-
volumes and the pose types is learned. The resulting pose
adaptive motion feature pooling scheme is extensively tested
on assisted living and smart surveillance datasets and on gen-
eral action recognition benchmarks. Improved action recog-
nition and detection performances are demonstrated.
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1 Introduction

Video-based human activity analysis (including recognition,
detection, and localization) has attracted significant inter-
est in recent years in view of promising applications such
as smart video surveillance, assisted living, and video-based
human computer interaction (HCI). The task is extremely
challenging due to the individual variations of people in
posture, motion and clothing, camera motion, view angle
changes, illumination changes, occlusions, self-occlusions,
and background clutter. Recently proposed spatio-temporal
motion features, such as spatio-temporal interest points
(STIPs) (Dollar et al. 2005; Klaser et al. 2008; Laptev and
Lindeberg 2003) and dense motion trajectories (Raptis et al.
2012; Wang et al. 2011), have shown superior performance
in action recognition. Typically, spatio-temporal motion fea-
tures are extracted densely over the entire video sequence,
and the occurrences of the encoded motion features are accu-
mulated to form the action representation, known as feature
pooling.

Unsurprisingly, for different categories of actions, motion
features present distinctive spatio-temporal distribution pat-
terns. For example, for the action open the door, motions
around the middle body region close to the door handler are
important. On the contrary, to distinguish between the actions
walking and running, the magnitude of the motions around
the lower body region (legs) is more important. In other
words, to distinguish different actions, usually only motion
features at certain spatio-temporal locations are important.
However, the global (holistic) pooling scheme, which dis-
regards the information on the spatio-temporal location of
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Fig. 1 Motivation of our work.
Left column visualizes different
HOG detectors. For the same
action put an object, the
appearance (pose) variation
among different people is large.
Moreover, the important motion
(in this example, hand moving
downwards) can be surrounded
with many other irrelevant
motion features, which make the
bag-of-feature representation
(i.e., by the global pooling
scheme) non-discriminative. In
contrast, our pose adaptive
pooling scheme guides the
pooling operation within
important regions and achieves a
more discriminative
representation

motion features, has fundamental drawbacks. First, as infor-
mative motion features only occupy a small spatio-temporal
region, redundant and noisy features extracted over the entire
video sequence dominate the bag-of-features (histogram)
representation and downgrade the discriminative capabil-
ity. Second, the performance of a global pooling scheme is
degraded by background motion and clutter.

In image and object classification, a well-known practice
to capture spatial feature distribution and to achieve geomet-
rically invariant representation is spatial pyramid matching
(SPM) (Lazebnik et al. 2006). SPM performs pooling by
aggregating statistics of local features over fixed subregions.
A spatio-temporal extension of SPM to action representa-
tion can be found in Choi et al. (2008). However, in image
and object classification, spatial partitions based on SPM
may exhibit misalignment caused by different object loca-
tions and scene layouts. This is also true for action repre-
sentation as informative motion features may occupy a small
portion of the video volume with unknown spatio-temporal
positions. To address this problem, object-centric spatial par-
tition (OCP) (Russakovsky et al. 2012) has been proposed for
image classification. In contrast to SPM pooling, OCP first
infers the location of the object of interest and then pools low-
level features separately in the foreground and background
to form the image-level representation.

However, little progress has been made in the video
domain for action recognition in terms of motion feature
pooling. An advanced pooling scheme is more demanding
for action representation since the background of the video
is more complex and has larger inter-class variation/intra-
class ambiguity, and the individual motion features are less
discriminative or descriptive. The motivation of the work
(illustrated in Fig. 1) is as follows. As the important move-
ments may only occupy a small portion of the video volume,

noisy and redundant features induced from elsewhere in the
video must be properly handled in practice. We make two
key observations. On the one hand, humans can easily recog-
nize what a person is doing by only focusing on key body
parts. For example, we can easily tell that a person is open-
ing a door just by watching the hand’s interaction with the
door handle. This suggests that pooling this specific part of
the spatio-temporal volume is sufficient for representing the
action open the door. In contrast, motion features induced by
the full body’s movement and background movement can be
regarded as irrelevant, and pooling these features can harm
the representation. On the other hand, an important cue for
identifying the informative pooling region is human pose: (1)
For a given action, there exists strong correlation between
the human pose types and the informative sub-volume of
motions. For example, the pose of hand to ear will attract
the human’s attention to the head region and then the human
can easily perceive the action answer the phone. This is due
to the fact that humans can easily recognize what a person
is doing even by looking at a single frame without examin-
ing the whole sequence; (2) People may perform the same
type of action with different pose appearances, however, the
detected pose types can guide us to pool regions with dif-
ferent locations but sharing important discriminative motion
features.

Motivated by these observations, we propose a pose adap-
tive motion feature pooling scheme that explores the relation-
ship (e.g., correlation and co-occurrence) between pose and
the informative feature pooling region (volume) to achieve
more discriminative action representation. This work is also
partly motivated by the recent advances in human detection,
e.g., the HOG-SVM detector (Dalal and Triggs 2005). For
applications such as assisted living and smart surveillance,
most of the human poses are visible. The challenge is deriving
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sufficiently accurate pose information. Failure to do so may
end up hurting classification accuracy. Due to human pose
variations, background clutter, fast motions and illumination
changes, the detection results are not perfect. Taking these
facts into account, we define two sets of hidden variables
that correspond to the pose types and motion feature pooling
sub-volumes, respectively. Our cost function is formulated
using a latent structural model which encodes the relation-
ship between pose types and feature pooling sub-volumes.
By optimizing the cost function, discriminative pooling vol-
umes are inferred and a more discriminative representation
is attained. Recognition and detection results on an assisted
living dataset and a challenging indoor surveillance dataset
demonstrate consistently improved performance over prior
art. Additional experiments on general-purpose action recog-
nition benchmarks show that our feature pooling scheme gen-
erally outperforms conventional feature pooling schemes.

The rest of this paper is organized as follows. First, we dis-
cuss related work in Sect. 2. Section 3 presents the proposed
pose adaptive motion pooling framework with application in
action recognition. Extensive experimental results on bench-
mark action and activity recognition and detection datasets
are given in Sect. 4. Section 5 concludes the paper with a
discussion of future work.

2 Related Work

In image and object classification, several adaptive feature
pooling schemes have been studied by leveraging side infor-
mation such as visual saliency and object detected posi-
tion, for improving classification performance. These meth-
ods include the biologically-inspired model of Kanan and
Cottrell (2010), multiple instance learning (Andrews and
Tsochantaridis 2003; Wang and Forsyth 2009), and the latent
object region model of Yakhnenko and Verbeek (2011). To
address the inability of SPM (Lazebnik et al. 2006) to deal
with object misalignment, Chen et al. (2011) recently derived
a hierarchical matching kernel that utilizes side information
for hierarchical partitioning of the image into irregular fea-
ture pooling regions. However, the topic of feature pooling
has made very limited progress in video domain for action
recognition. In this context, local feature selection has been
widely studied recently. Wang and Mori (2011) used a latent
structural model for adaptively selecting discriminative local
features and their contextual information for action recog-
nition, similar to hidden conditional random field (HCRF)
for object recognition. Selected local features are combined
with large-scale global features to boost the recognition per-
formance. Similarly, Raptis et al. (2012) introduced a part-
based approach for human action recognition from video
sequences. Instead of using local patch-based motion fea-
tures, they used clusters of motion trajectories that serve as

mid-level representation for the parts of an action. Wang et
al. (2012) used inferred 3D skeletons from depth images to
extract informative motions of the important joints. Ryoo
and Aggarwal (2009) used a spatio-temporal graph model
for selecting and matching 3D local interest points and their
relationship. However, the role of feature pooling cannot be
replaced by local feature selection and grouping as local fea-
tures are usually sensitive to irrelevant background motion,
complex background clutter, and large variations of human
movements. Feature representation based on spatio-temporal
motion feature pooling is more robust. In this work, instead
of finding discriminative local motion features, we attempt
to find discriminative spatio-temporal pooling volumes.

Several works have explored the idea of selecting the
signature temporal volumes for human action recognition.
Satkin and Hebert (2010) explored the problem of selecting
the most discriminative temporal cropping of training videos
to improve the overall accuracy of an action recognition sys-
tem. An iterative leave-one-video-out data mining scheme
along with a latent structural SVM refinement step are devel-
oped to learn the best cropping for each training video. Within
the video volume defined by the learned starting and ending
frame number, global motion feature pooling, i.e., bag-of-
words, is performed for action representation. In contrast,
our proposed pooling scheme is more flexible. Namely, the
entire video volume is not only divided into temporal sub-
volumes. In addition, each temporal sub-volume is further
divided into several spatio-temporal sub-volumes based on
the human detection and tracking results. Our algorithm can
select the most discriminative sub-volumes for feature pool-
ing and action representation. In other words, within each
temporal sub-volume, non-informative spatio-temporal sub-
volumes are not considered for feature pooling. This selec-
tion is adaptive according to the inferred human pose. Thus
the final action representation from adaptive feature pool-
ing is more discriminative. In Duchenne et al. (2009), video
is segmented into overlapping spatio-temporal volumes and
action detection is performed by applying a sliding-window
SVM classifier over the entire video. Within each window,
global pooling is performed on the spatio-temporal inter-
est point features to form a histogram representation. Shi
et al. (2011) proposed a discriminative action segmentation
and recognition method using semi-Markov models. Latent
structural learning has been proposed to decompose actions
into spatio-temporal subparts. Niebles et al. (2010) modeled
temporal structure for recognizing human activities, where
an activity is represented as temporal compositions of motion
segments. The entire video volume is first decomposed into
several temporal sub-volumes and local motion features (i.e.,
STIP (Laptev and Lindeberg 2003)) are extracted within
each sub-volume. Within each temporal sub-volume, bag-
of-words representation is calculated by global pooling and
the action video is represented as a sequence of bag-of-words
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representation vectors. Classification is performed by match-
ing query video to the model according to the learned appear-
ance and motion segment decomposition. Instead of using
fixed length HMMs, Tang et al. (2012) developed variable-
duration hidden Markov models for partitioning the video
into variable-length temporal sub-volumes. A max-margin
latent structural SVM is learned to automatically discover
discriminative temporal partitions. Similar with Niebles et al.
(2010) and Tang et al. (2012), our method also decompose
the entire video volume into several spatio-temporal sub-
volumes. However, in contrast to the global pooling applied
for each temporal sub-volume as in Niebles et al. (2010)
and Tang et al. (2012) without discriminative sub-volume
selection, our method further decomposes the temporal sub-
volume into several spatio-temporal sub-volumes according
to the human detection and tracking results. The inferred pose
information is then utilized to adaptively select the infor-
mative and discriminative spatio-temporal sub-volumes for
better representing the human action. Therefore, our method
may lead to more discriminative action representation.

Several works have also considered human key pose infor-
mation for action recognition. Yamato et al. (1992) proposed
a HMM based method for action recognition by matching
frame-wise image features. Lv and Nevatia (2007) proposed
an action recognition method by key pose matching and
Viterbi path searching. In Vahdat et al. (2011), sequence
of key poses are used for recognizing human interactions.
In particular, single human key pose sequences and inter-
actions between two humans key poses are modeled in a
graphical model for action recognition. The work by Raptis
and Sigal (2013) (i.e., which is contemporary with our pro-
posed method) attempts to represent an action with several
key frames based on poselet (Bourdev and Malik 2009) rep-
resentation. The main difference between these works and
our work is that Vahdat et al. (2011) and Raptis and Sigal
(2013) solely rely on key pose information for action rep-
resentation, i.e., Vahdat et al. (2011) used the detected key
pose and pair-wise key pose sequence as feature representa-
tion, and Raptis and Sigal (2013) used the max responses of
poselet detection results as feature representation. In contrast,
the pose detection results in our work is not directly used for
the final feature representation but rather as side information
to guide us to select discriminative spatio-temporal video
sub-volumes for feature pooling and action representation.
Furthermore, since Vahdat et al. (2011) and Raptis and Sigal
(2013) algorithms solely rely on key pose information, it is
therefore required that the set of pose types to be trained
should be as discriminative as possible. In this sense Vahdat
et al. (2011) first applies multi-class linear SVM to select a
set of discriminative training instances (with high scores) and
then using the K-means algorithm to perform pose cluster-
ing. Similarly, in Raptis and Sigal (2013) more discriminative
pose mining method based on poselet learning (Bourdev and

Malik 2009) is utilized. In contrast, as our algorithm does not
heavily (i.e., solely) rely on pose information for action rep-
resentation, simple generative clustering method such as the
K-means algorithm is adequate, and the later adaptive fea-
ture pooling step contributes more discriminative capability
for our final action representation. In experiment, we will
study the differences of the working mechanisms between
these related key pose based algorithms and our proposed
algorithm.

3 Methodology

In this section, we will first briefly review the global fea-
ture pooling method, and then introduce our proposed pose
adaptive motion feature pooling scheme.

3.1 Motion Feature Extraction and Global Pooling

A particularly interesting type of motion feature is the
recently developed dense trajectory features (Wang et al.
2011) which exhibit high discriminative capability, state-of-
the-art action recognition accuracy (Raptis et al. 2012; Wang
et al. 2011), and robustness to background clutter. We adopt
these features and use the parameters settings of Wang et al.
(2011) for dense trajectory extraction. A trajectory is rep-
resented by a motion boundary histogram (MBH) descrip-
tor and a trajectory-aligned (TA) descriptor as in Wang et
al. (2011). We train trajectory descriptor dictionaries with
4,000 visual words for both MBH and TA descriptors using
the k-means clustering algorithm. Each trajectory descriptor
is indexed to a visual word by searching the nearest visual
word prototype using �2 distance in the dictionary.

After motion feature extraction and encoding, feature
pooling is the next step for aggregating the local features
to form a video-level representation for the action. Denoting
by X the set of motion features extracted from the video,
we formally express the global pooling operation as: F(X ),
where F denotes the histogram of the encoded features in the
video, namely, the bag-of-features.

3.2 Human Pose Detection and Human-Centric Pooling

Before introducing our adaptive pooling scheme, we describe
our pose detection scheme. We use the histogram of ori-
ented gradients-linear support vector machine (HOG-SVM)
human detector (Dalal and Triggs 2005) for pose detection
with similar parameter settings. Note that although a part-
based detector (Felzenszwalb et al. 2010) can also be used, we
choose the HOG-SVM detector as it provides a good trade-
off between effectiveness and simplicity. Namely, part-based
detector provides higher detection accuracy but its computa-
tional cost is high; however, HOG-SVM runs faster and its
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Fig. 2 Schematic diagram of our unsupervised pose clustering method

detection accuracy is comparable with the part-based detec-
tor when multiple HOG-SVM detectors are trained. For train-
ing the detector, we manually label a set of human bounding
boxes (without pose type annotation, the number of anno-
tated frames ranges from 1,000 to 3,000 for various datasets
being tested in this work) from the training set, and we ran-
domly select a set of negative (non-human) bounding boxes
three times of the number of human samples. The bounding
box sizes of the training samples are normalized. A scanning
window is applied to each video frame to detect the human,
and several scales and aspect ratios are used. To improve the
human detection accuracy, we iteratively add hard negative
samples (i.e., negative sample with high detection scores)
detected from the training frames and re-train the model.

Different actions are associated with different poses. To
obtain representative pose types, we cluster the HOG descrip-
tors into K groups via the K-means algorithm. Each cluster is
used to represent a pose type. The clustering process, which
is illustrated in Fig. 2, is described as follows:

1. Training samples are annotated with different aspect
ratios and sizes. We first perform a super-clustering based
on K-means according to the aspect ratios of the anno-
tated samples to divide all training samples into several
super clusters. The number of super clusters is typically
set as 3 to 10 for various datasets.

2. Within each super cluster, we normalize sample size and
cluster all training samples into different pose clusters
according to their HOG features using K-means. This
step results in about K = 5 to K = 150 clusters (i.e.,

pose types) for various datasets. Note that both �1 and �2

norms can be used in clustering. In this work, we use the
�2 norm and the error tolerance parameter is set as 10−4.

3. Then within each cluster, we re-calculate the average
aspect ratio for the pose. Each cluster corresponds to one
pose with one representative aspect ratio. The same pose
type can be shared among multiple action categories.

4. We re-train the linear HOG-SVM model associated with
each cluster using the one-vs-all scheme (each detector
is only for one pose type).

In testing, we use sliding windows of different pose models
with different aspect ratios for detecting candidate human
bounding boxes. Each human bounding box is represented
by a K -dimensional vector composed of K model fitting
scores.

We temporally track the detected human bounding boxes
across frames into pose sequences, based on pairwise match-
ing of human detections over consecutive frames. First, we
establish all the human detection matches between frame i
and i + 1. To match two detections in consecutive frames,
the �2 distance between their HOG representations is cal-
culated. We impose that for any detection in frame i , there
can be at most one candidate match in frame i + 1. Also,
two detections are considered as non-matched if their spa-
tial displacement is larger than some threshold. Matches that
persist during at least Lmin (e.g., 5) frames form a sequence
of human detections. The tracked sequence V is a spatio-
temporal volume containing human action. To cope with
occlusions and missed detections during tracking (e.g., in the
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Hollywood2 dataset (citealtHOHA2), there are many occlu-
sions), we apply an average temporal filter to smooth posi-
tions and sizes of the sequence of detected windows, and
linear interpolate to fill missed frames. There still exist some
poor pose detections even after the above post-processing
steps. However, we show that treating pose detections as
latent variables is an effective way to deal with noisy detec-
tions. With the detected spatio-temporal volume V composed
by the tracked human sequence, we denote by X (V ) the set of
motion features contained in video volume V . The histogram
pooled from volume V is denoted by F(X (V )). This pooling
scheme is called human centric pooling. This pooling scheme
outperforms the brutal force global pooling scheme because
noisy background motion features can be significantly elim-
inated.

3.3 Pose Adaptive Motion Feature Pooling

Although human-centric pooling can eliminate the effect of
background noise, important motion occurring in a small por-
tion of the body region can be confused by the movements all
around the body. Our goal is therefore to derive an advanced
pooling scheme that adaptively selects a sub-volume of V
(denoted by V ′ ⊆ V ) for boosting the discriminative capa-
bility of the pooled action representation. More specific, the
spatio-temporal volume V is partitioned into several sub-
volumes (possibly overlapping) and V ′ is one of them or
the union of some. To this end, we first partition V into L
non-overlapping temporal segments {V1, V2, · · · , VL}. Thus
within each segment, we assume the change of pose is
not significant, which is reasonable given the limited seg-
ment length. We choose a non-overlapping temporal parti-
tion scheme to make the inference algorithm tractable, as
explained in the next subsection. For each segment l, we par-
tition the detected human region into several spatio-temporal
sub volumes {V 1

l , V 2
l , · · · , V M

l }, i.e., M sub-volumes for
each segment. Any type of partition method can be used
including regular partition, irregular partition or even ran-
domized partition as in Jiang et al. (2012). Considering the
trade-off between effectiveness and the complexity of our
objective function, we use a fixed partition scheme that par-
titions each detected human region into M = 3 equal-sized
subregions.1 We then connect them temporally into sub-
volumes, as illustrated in Fig. 3. In practice, most of the

1 We also offline test other spatial partition schemes including:
(1) vertical-4region-overlap scheme; (2) vertical-3region-nonoverlap
scheme; and (3) vertical-3region-overlap/horizontal-2region-nonov-
erlap scheme (simply performing a horizontal cut in the middle on
the current partition scheme used in this work). The results show that
the overlapping partition scheme is better than the non-overlapping
version and the six-region partition scheme (i.e., vertical-3region-
overlap/horizontal-2region-nonoverlap scheme) only slightly outper-
forms the currently used three-region partition scheme, but with much
higher computational cost. Therefore, in this work, we use the current

Fig. 3 Overlapping sub-volume partitions (colored) in both 3D view
and frontal view. The detected and tracked human are annotated by
white dashed rectangles. M = 3 (Color figure online)

informative human motion can be spatially divided into up,
middle, and bottom regions (even for interaction between
two persons, this spatial partition is valid). V 1

l , V 2
l and V 3

l
correspond to upper, middle and lower human body regions,
respectively. We have V = ⋃L

l=1
⋃M

i=1 V i
l , for a total of

M ×L sub-volumes. The histogram pooled from sub-volume
V i

l is denoted by F(X (V i
l )).

To encode the relationship (co-occurrence) between poses
and discriminative pooling volumes within each segment l,
we generate a pose detection score vector dl . This is a K -
dimensional vector, and each element of dl gives the detec-
tion score of a pose type model. As each segment contains a
sub-sequence of human detections, a max pooling operation
(Yang et al. 2009) is performed over the sub-sequence to yield
the score value for each pose type. Max pooling has been
found to be more discriminative than average pooling in some
image classification experiment (Yang et al. 2009) and our
off-line experiments empirically show it is also more robust
than average pooling for representing the detected pose type.
The pose feature representation for human sequence V is
denoted by D = (d1,d2, · · · ,dL).

Our model has two sets of hidden variables. First the
pose detection scores are imperfect and the true pose types
are uncertain, therefore we define a vector p of hidden
variables indicating the true underlying pose types. Here
p = (p1, p2, · · · , pL), where each pl ∈ {1, 2, · · · , K }
denotes the true pose type for segment l. Second, the dis-
criminative feature pooling sub-volume is unknown. There-
fore, we define a second vector of hidden variables h =
(h1, h2, · · · , hL), where each label hl ∈ {1, 2, · · · ,M} indi-
cates that sub-volume V hl

l is selected for segment l.
Straightforwardly, we cast our task as a latent structural

learning problem. The objective is to learn the discrimina-
tive pooling region taking into account both the discrimina-
tive capability of the pooled action representation and the
interaction (co-occurrence) between human poses and the
sub-volumes for motion feature pooling. The proposed cost

Footnote 1 conitnued
vertical-3region-overlap partition scheme, which is also naturally cor-
responding to the head-upper torso, torso, and lower torso-leg regions.
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function is expressed as

ψ(X ,D,p,h, y) = φ1(D,p, y)+ φ2(X ,p,h, y), (1)

where φ1(D,p, y) models the interaction between action
label y and human poses p and φ2(X ,p,h, y) models the
interactions between poses and the discriminative pooling
volumes associated to h and y. We assume the number of
action classes is C . We now elaborate on each term as fol-
lows.

Interaction between actions and poses: Denoting by I (.)
the indicator function, we expand φ(D,p, y) as

φ1(D,p, y) = φ11(p, y)+ φ12(D,p),

φ11(p, y) =
L∑

l=1

K∑

k=1

C∑

a=1

I (pl = k, y = a)αk,a

+
K∑

k=1

K∑

k′=1

L−1∑

l=1

C∑

a=1

I (pl =k, pl+1 = k′, y =a)γk,k′,a,

φ12(D,p) =
L∑

l=1

K∑

k=1

I (pl = k)βT
k dl . (2)

The first sum in φ11(p, y) models the co-occurrence of pose
types and action categories, and the second sum models the
pose transition between segments, given the action label
y. The term φ12(D,p) models the compatibility between
the pose detection scores and the assigned pose types.
The weighting factor αk,a indicates how important the co-
occurrence between pose type k and action label a is. γk,k′,a
indicates the importance of transition from pose k to k′
given action label a. We denote by βk the weighting coeffi-
cients for detection score vector dl . We define α = [α]k,a ,
γ = [γ ]k,k′,a as vectors concatenating all αk,as, and γk,k′,as
respectively. We also define β = (βT

1 , · · · ,βT
K )

T . The
model parameter vectors α, γ and β are to be learned.

Interaction between poses and pooling volumes: φ2(X ,
p,h, y) can be expanded as

φ(X ,p,h, y) = φ21(p,h, y)+ φ22(X ,h, y),

φ21(p,h, y) =
L∑

l=1

K∑

k=1

M∑

m=1

C∑

a=1

I (pl =k, hl = m, y = a)δk,m,a,

φ22(X ,h, y) =
C∑

a=1

I (y = a)F(X (
L⋃

l=1

V hl
l ))

T ωa
S

+
C∑

a=1

I (y = a)F(X (V ))T ωa
V . (3)

The term φ21(p,h, y) models the co-occurrence between
pose types and pooling sub-volumes, given the action label
y. The first sum in φ22(X ,h, y) represents the pose adaptive
pooling scheme, as the feature pooling is performed over
the union of the selected sub-volumes V ′ = ⋃L

l=1 V hl
l , hl ∈

{1, 2, · · · ,M} associated with the inferred pose types p. The

second sum in φ22(X ,h, y) is a human-centric motion fea-
ture pooling term used to trade-off between discriminative
adaptive pooling and human centric pooling. We denote by
ωa

S and ωa
V the coefficients corresponding to the pooled fre-

quency representations F(X (⋃L
l=1 V hl

l )) (union of selected
human sub-volumes) and F(X (V )) (entire human volume)
respectively, given action label a. We denote by δ and ω the
vectors concatenating all δk,m,as and ωa

S , ωa
V s, respectively.

They are the corresponding parameters. We also note that
F(X (⋃L

l=1 V hl
l )) can be decomposed as

∑L
l=1 n̂lF(X (V hl

l )),

where n̂l is the frequency of features located within V hl
l , nor-

malized subject to
∑L

l=1 n̂l = 1.
We denote the whole parameter set by θ = (α,β, γ , δ,ω).

All the terms in φ1(D,p, y) and φ2(X ,p,h, y) are linear
with respect to the parameter set θ . Thusψ(X ,D,p,h, y) =
ϕ(X ,D,p,h, y)T θ , i.e., the objective function can be rewrit-
ten as a linear model. This formulation captures the action
composed by several action segments with corresponding
different poses (together with transition probabilities among
different poses), and these distinctive poses guide us to pool
the motion features in different video sub-volumes to achieve
a discriminative representation. Figure 4 illustrates our pose
adaptive feature pooling scheme.

3.4 Model Learning and Inference

Similarly to latent SVM in object detection (Felzenszwalb et
al. 2010) and activity recognition (Wang and Mori 2011), the
task is to find the parameter vector θ that leads to the maxi-
mum margin classification in training. Let {X t ,Dt }t=1,··· ,N
be N training examples (pose detected scores and encoded
motion features) and yt the corresponding action label for
sample t . We learn the model parameters by solving the fol-
lowing constrained optimization problem:

min
θ ,ξ

1

2
‖θ‖2

2 + C
N∑

t=1

ξt ,

s.t. max
h,p

θT ϕ(X t ,Dt ,p,h, yt )− θT ϕ(X t ,Dt , p̂, ĥ, y)

≥ 1 − ξt , ∀ĥ, p̂,∀y �= yt , ξt ≥ 0,∀t. (4)

Here ξ = (ξ1, ξ2, · · · , ξN )
T denotes the set of slack variables

and C the weighting factor for the constraints. Note that only
the action label is known for the training samples and all
the hidden labels are unknown. This latent structural SVM
formulation is similar with the one defined in Wang and Mori
(2011), which enforces that the classification score for the
ground truth label yt , given the best latent structure, should
exceed by at least 1 the score for all other possible class
labels.

This latent structural SVM model leads to a non-convex
optimization problem. But if we fix the value of the hidden
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Fig. 4 Graphical illustration of
the pose adaptive motion feature
pooling scheme. In this example
L = 3 and M = 3

variables h,p for positive training samples, the optimiza-
tion problem becomes convex. However, the number of con-
straints from different configurations of the hidden variables
for the negative samples is exponential. Instead of enumerat-
ing the constraints induced by all configurations of the hid-
den variables of the negative samples, Wang and Mori (2011)
sought an approximate local optimum by iterating as follows:
(1) Fixing θ , infer the latent variables for both positive and
negative samples which maximize the objective function; (2)
Holding the values of the latent variables for both positive
and negative samples, optimize with respect to θ by solving a
structural SVM learning problem. We adopt this optimization
scheme in this work.

For initialization, we set α, β, γ , δ to zero. We train
a multi-class SVM model based on global pooling of
the motion features and initialize ωa

Ss and ωa
V s (a =

1, 2, · · · ,C) with the corresponding weights of the trained
multi-class SVM model.

Given a test video with learned θ , the inference task is to
find a class label and the best hidden variable settings with
the highest score

(y,p,h)opt = arg max
y,p,h

ϕ(X ,D,p,h, y)T θ . (5)

Since F(X (⋃L
l=1 V hl

l ) = ∑L
l=1 F(X (V hl

l ), the cost function
ψ(X ,D,p,h, y) of Eq. (1) can be re-arranged by simple
mathematic manipulation as:

ψ(X ,D,p,h, y) =
L∑

l=1

u(X ,D, pl , hl , y)

+
L−1∑

l=1

b(X ,D, pl , pl+1, hl , hl+1, y),

(6)

which is the sum of unary potential terms u(.) and pairwise
potential terms b(.) arranged in a chain. Therefore we can
apply a Viterbi-style dynamic programming algorithm to find
the optimal values of the two sets of latent variables p and h
in O(L M2 K 2) time complexity, given y. Note that the infer-
ence algorithm could be very inefficient (since the temporal
decomposition of F(X (⋃L

l=1 V hl
l ) might be intractable) if

we chose an overlapping temporal partition scheme. We clas-
sify the sample according to the label y yielding the highest
score. Our implementation of the latent structural SVM is
based on the part-based model toolbox provided by Felzen-
szwalb et al. (2012, 2010).

4 Experiments

To evaluate the effectiveness and to study the algorithmic
behavior of our method, we perform: (1) Action recogni-
tion on several action recognition benchmark datasets; and
(2) Action detection (recognition and localization) on a chal-
lenging indoor surveillance dataset.

4.1 Action Recognition on Benchmarks

We first perform action recognition experiments on several
benchmark datasets. The purposes of the experiments are
four-fold. First, we will study the discriminative capabil-

123

Author's personal copy



Int J Comput Vis

ity of our method in terms of motion feature pooling for
action representation, by comparing it with conventional fea-
ture pooling methods. Second, we will study the algorithmic
behavior of our method, i.e., how different components in
our algorithm contribute to the final action classification per-
formance. Third, we will provide an in-depth study on the
working mechanism of our algorithm by comparing it with
two related human key pose based action recognition meth-
ods. Finally, we will compare our method with the state-of-
the-art action recognition methods in terms of recognition
accuracy.

The datasets on which we test the algorithms include sim-
ple action dataset such as the KTH benchmark (Schuldt et
al. 2004), complex and challenging video benchmarks such
as the Hollywood2 movie action dataset (Marszalek et al.
2009) and the HMDB51 YouTube action dataset (Kuehne
et al. 2011), assisted daily living dataset such as the RGBD-
HuDaAct benchmark (Ni et al. 2011), and a recently released
fine-grained kitchen action dataset (KSCGR) (Shimada et al.
2013). The details are as follows.

1. The KTH dataset (Schuldt et al. 2004): It consists of six
human action classes such as walking, jogging, running,
etc., with 2,391 video samples in total. We follow the
same experimental setting of Wang et al. (2011). A multi-
class classifier is trained and the average accuracy over
all classes is reported.

2. The Hollywood2 dataset (Marszalek et al. 2009): It con-
sists of 12 action classes such as answering the phone,
driving car, eating, etc., with 1,707 video samples in
total. We follow the same experimental settings as in
Wang et al. (2011, 2013). The mean average precision
(AP) over all classes is reported.

3. The HMDB51 dataset (Kuehne et al. 2011): Collected
from YouTube, it contains 51 action categories and 6,766
video sequences. The action categories include simple
facial actions, general body movements and human inter-
actions. We follow the experimental setting used in Wang
et al. (2013). Average accuracy over the three splits is
reported.

4. The RGBD-HuDaAct dataset (Ni et al. 2011): It consists
of 12 categories of human daily activities performed by
30 subjects such as make a phone call, mop the floor,
enter the room, etc., plus a background activity that con-
tains different types of random activities. We use RGB
image sequences only. We use the same subset as in Ni et
al. (2011) which includes 18 subjects with a total of 702
video samples. We use the same leave-one-subject-out
(LOSO) scheme for algorithmic evaluations as in Ni et
al. (2011). In each run, we choose the samples from one
subject as the testing samples, and the remaining sam-
ples from the database serve as the training samples. The

overall performance is calculated by gathering the results
from all training-testing runs.

5. The KSCGR dataset (Shimada et al. 2013): It is the fine-
grained kitchen action dataset released as a challenge
in ICPR 2012. There are five candidate cooking menus
cooked by five different actors. Each of the videos are
from 5 to 10 min long contains 9,000 to 18,000 frames.
The task is to recognize eight types of cooking motions
such as baking, boiling, breaking, etc. We follow the same
pre-defined training and testing partition as in Shimada
et al. (2013).

We first conduct a study on the discriminative capabilities
which are possessed by different motion feature pooling
methods. For our pose adaptive feature pooling algorithm
(denoted as PA-Pooling), the parameters L and K are set
empirically by three-fold validation on a subset of the train-
ing data. We set (L , K ) as (5, 5), (5, 25), (5, 125), (5, 15),
and (5, 40) for the KTH, Hollywood2, HMDB51, RGBD-
HuDaAct, and KSCGR dataset, respectively. Note that for
training pose types, the annotated samples include full body,
upper/lower body, face, and body pair (i.e., mutual interac-
tion). We compare our pose adaptive motion feature pooling
scheme (PA-Pooling) with the following widely used con-
ventional pooling schemes.

1. The global pooling scheme, denoted as G-Pooling.
Namely, all motion features extracted within the entire
video volume are pooled to form a single bag-of-words
representation vector.

2. The spatio-temporal pyramid matching based pooling
scheme (Choi et al. 2008), denoted as STPM-Pooling.
We follow the same spatio-temporal video volume parti-
tion scheme as in Choi et al. (2008).

3. The human centric pooling scheme, denoted as HC-
Pooling. For human centric pooling, the human sequence
(sub-volume) detection/tracking method introduced in
Sect. 3.2 for our method is used.

To evaluate the pooling capability of different schemes more
generally, we test various types of spatio-temporal motion
features, including dense motion trajectories (Wang et al.
2011) and densely sampled cuboids (Wang et al. 2013). We
also test all pooling algorithms on the very recently pro-
posed improved dense motion trajectories (Wang and Schmid
2013) with global background motion compensation using
flow warping (but without inconsistent points removal by
human detection). For extracting dense motion trajectories,
densely sampled cuboids, and the improved motion trajec-
tories, we use the implementation provided in Wang et al.
(2011, 2013), and Wang and Schmid (2013) respectively and
we follow their default feature extraction and descriptor gen-
eration parameters. Classification is performed by combin-
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Table 1 Comparisons of different feature pooling schemes for action recognition performance

Feature Pooling method KTH Hollywood2 HMDB51 RGBD-HuDaAct KSCGR

Dense trajectories G-Pooling 93.6 % 56.4 % 47.0 % 75.1 % 69.1 %

STPM-Pooling 93.9 % 57.2 % 47.8 % 77.3 % 70.2 %

HC-Pooling 94.1 % 58.1 % 48.5 % 80.4 % 69.5 %

PA-Pooling 95.1 % 60.5 % 52.3 % 85.7 % 75.2 %

Improved dense trajectories G-Pooling 94.3 % 61.1 % 50.2 % 75.4 % 69.5 %

STPM-Pooling 94.7 % 61.7 % 50.9 % 77.3 % 70.9 %

HC-Pooling 95.1 % 62.0 % 52.0 % 80.7 % 70.4 %

PA-Pooling 95.8 % 65.8 % 56.9 % 85.9 % 75.6 %

Dense cuboids G-Pooling 92.9 % 55.0 % 42.8 % 70.4 % 62.3 %

STPM-Pooling 93.4 % 56.1 % 43.5 % 72.1 % 63.4 %

HC-Pooling 93.8 % 57.5 % 45.1 % 73.5 % 63.0 %

PA-Pooling 94.7 % 59.1 % 48.8 % 78.2 % 67.1 %

ing Trajectory, HOF, HOG and MBH descriptors (for cuboid,
Trajectory descriptor is not applicable). Following Wang et
al. (2013), the size of the visual words dictionary is empir-
ically set as 4,000 for all pooling methods and all types
of feature descriptors. For all pooling algorithms, we use
the same kernels and classification settings as in Wang et
al. (2011, 2013). The comparisons of action recognition accu-
racy (mAP for the Hollywood2 dataset) on various datasets
are given in Table 1.

From the results given in Table 1, we note that our pose
adaptive pooling scheme (PA-Pooling) outperforms global
pooling (G-Pooling) (for about 5 % in average), spatio-
temporal pyramid matching based pooling STPM-Pooling
(for about 4 % in average) and human centric pooling HC-
Pooling (for about 3 % in average). These results are quite
general which are applicable for all datasets and all types
of motion features being tested. Global pooling performs
the worst. Spatio-temporal pyramid matching based pooling
(STPM-Pooling) outperforms global pooling (G-Pooling)
since it encodes some spatial context information. Human
centric pooling (HC-Pooling) also outperforms global pool-
ing (G-Pooling) since some noisy background features are
filtered out by the human detection results and thus the
pooled action representation is more robust to background
noisy motion features. This phenomenon was also observed
in the improved dense motion trajectory work Wang and
Schmid (2013). Pose adaptive pooling scheme (PA-Pooling)
outperforms human centric pooling (HC-Pooling) because
discriminative spatio-temporal video sub-volumes within the
entire human centric video volume are selected according
to the inferred human pose information. We also note that
the recognition performance improvements of HC-Pooling
and PA-Pooling over G-Pooling and STPM-Pooling on the
RGBD-HuDaAct and KSCGR datasets are larger (about 10
and 6 %) than that on the Hollywood2 dataset (about 4 %).

This is because that the Hollywood2 dataset contains more
complicated background and variations where human detec-
tion and tracking is more difficult. The performance gain
of HC-Pooling on the KSCGR dataset over G-Pooling is
small (<1 %) since this dataset is with fixed background.
Therefore there is little effect from background motion fea-
tures in the pooled representation. Nevertheless, the proposed
PA-Pooling can still make use of the side information on
human pose to achieve more discriminative representation
that leads to improved action recognition accuracy over HC-
Pooling. One may note from Table 1, our reported baseline
results using the improved dense trajectory method (Wang
and Schmid 2013) on the Hollywood2 and HMDB51 datasets
are lower than those reported in the original paper (Wang and
Schmid 2013) (Table 2), i.e., 61.1 vs. 62.2 % and 50.2 vs.
52.1 % based on the BoW representation respectively. The
reasons are as follows. First, in the original work (Wang and
Schmid 2013), complicated state-of-the-art human detector
and tracker are used to remove background trajectories; how-
ever, we do not perform inconsistent background trajectory
removal in this baseline experiment. This accounts for about
0.7 and 1.0 % performance drop on the Hollywood2 and
HMDB51 datasets, respectively. Second, our trained vocabu-
laries of trajectory feature descriptors are different from those
trained in the original work (Wang and Schmid 2013), which
accounts for about 0.5 and 0.8 % performance drop on both
datasets.

In Fig. 5 we plot the distributions of the inferred dis-
criminative sub-volumes indices for the HMDB51 dataset
on the testing data. More specific, the normalized frequency
of the inferred h ∈ {1, 2, 3} corresponding to the upper, mid-
dle, and lower regions of the detected human body respec-
tively, are plotted using the bar graph for each action cat-
egory. We also show five typical frames with the inferred
pooling sub-volumes (i.e., sub-region for a frame) using
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Fig. 5 Distributions of the inferred pooling sub-volume indices for
each action category on the HMDB51 dataset using the testing data.
Each color in the bar (from top to bottom) corresponds to h = 1
(upper body region), h = 2 (middle body region) and h = 3 (lower

body region), respectively. Five example frames of the inferred pooling
regions (red boxes) are shown, taken from different action classes. The
white dashed bounding boxes indicate the detected human (Color figure
online)

PA-Pooling. These inferred pooling regions are associated
with the regions of important movements. For example, the
actions golf, punch, and shoot gun are highly correlated
with the upper body region which contains hands’ and arms’
upward/forward movements; and the action dribble is highly
correlated with the lower body region that contains human-
basketball interactive movements.

To evaluate the robustness of various pooling methods,
we also add spatially and temporally uniformly distributed
randomly generated motion features (by randomly sampling
the dictionary) to the KTH and HMDB51 dataset, respec-
tively. The features being tested are improved dense motion
trajectories (Wang and Schmid 2013). The number of added
noisy features are 10, 20, and 30 % of the number of the orig-
inal motion features extracted in the video, respectively. The
comparisons are shown in Fig. 6. We note that with increasing
noise level, the advantages of PA-Pooling become more obvi-
ous. This is because PA-Pooling can select the discriminative
pooling sub-volumes and screen out noisy background fea-
tures. On the contrary, global pooling method (G-Pooling)
and spatio-temporal pyramid matching pooling (STPM-
Pooling) is very sensitive to noisy background features.

We then conduct an in-depth study on the algorithmic
behavior of our proposed pose adaptive motion feature pool-
ing method. In particular, in the following study, we disable

different components of our method and run the algorithm
to validate the effectiveness of that component. Details are
given as follows.

1. We remove the pose related latent variable p in our for-
mulation of Eq. (1). This means that the pose informa-
tion is not utilized for adaptive pooling, and the selection
of spatio-temporal video sub-volumes for action repre-
sentation solely depends on the discriminative capability
of the motion features in each sub-volume, without any
guidance from the human pose information. This experi-
mental design can help us to validate whether pose infor-
mation provides a good guidance for selecting informa-
tive video sub-volumes. We denote this new scheme as
PA-P(-p).

2. We remove the spatial pooling related latent variable h in
our formulation of Eq. (1). This means that human cen-
tric feature pooling is performed instead of selecting the
most discriminative video sub-volumes corresponding to
different parts of the human body. Although pose infor-
mation is still used, it is now de-coupled with the pooling
step. More specific, pose information no longer serves as
side information for guiding the sub-volume selection.
Instead, it is utilized independently of the pooled motion
features (by human centric pooling) to represent action.
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Fig. 6 Comparisons of different motion feature pooling methods on the KTH (left) and HMDB51 (right) dataset under different noise levels

Table 2 Comparison of
different variants of our feature
pooling schemes for action
recognition performance

Method PA-P(-p) PA-P(-h) PA-P(-t) PA-Pooling

KTH 95.0 % 95.2 % 95.4 % 95.8 %

Hollywood2 62.2 % 62.5 % 64.9 % 65.8 %

HMDB51 52.6 % 52.9 % 55.1 % 56.9 %

We can therefore regard this as a naive combination of
pose and motion feature information. This experimen-
tal design can help us to validate whether the contextual
information between pose and the pooled motion fea-
ture representation is useful for action representation. We
denote this new scheme as PA-P(-h).

3. We remove the temporal pair-wise term in our formula-
tion of Eq. (2). This means that the Markovian property
of temporally adjacent pooling volume is no long con-
sidered. This experimental design helps us to validate
whether it is necessary to model the Markovian property
of the action sequence in our model. We denote this new
scheme as PA-P(-t).

The action recognition accuracy comparisons between the
above schemes and our full PA-Pooling method are given in
Table 2. The features being tested are improved dense motion
trajectories (Wang and Schmid 2013). From Table 2, we have
several key observations: (1) Removal of the latent variable
p generally decreases the recognition accuracy (about 4 %
on the Hollywood2 and HMDB51 datasets), this is because
no information is utilized to guide the selection of discrim-
inative sub-volumes for action representation, and thus the
formed representation might not capture the true informa-
tive sub-volumes for motion feature pooling. (2) Removal
of the latent variable h also decreases the recognition accu-
racy on all datasets being tested (about 3 % on the Holly-
wood2 and HMDB51 datasets), since the whole detected and
tracked human volume is used for feature pooling instead
of a discriminative sub-volume selection step. If we com-
pare the results of PA-P(-h) and the corresponding results

of HC-Pooling given in Table 1, we see that the behavior of
PA-P(-h) is similar with that of the human centric pooling
(HC-Pooling) scheme since they both use the detected and
tracked human volume for feature pooling. PA-P(-h) per-
forms slightly better than HC-Pooling since the former also
utilizes some human pose information, although the human
pose information is utilized independently of the motion fea-
ture pooling step. (3) Removal of the temporal pair-wise term
only slightly decreases the performance of our algorithm.
This is because the discriminatively pooled local motion fea-
tures already well encode the action and thus the importance
of the Markovian modeling is relatively not so obvious. In
this sense, in some application scenarios with time constraint,
we can remove the temporal pairwise term of our method to
reduce the algorithmic complexity while we can still guar-
antee good recognition accuracy.

To further unveil the working mechanism of our pose
adaptive pooling scheme, we conduct a study to compare
the fundamental differences between our method and two
recently proposed human key pose based action recognition
methods, with quantitative experimental evaluation. As men-
tioned in Sect. 2, these two algorithms include the key pose
sequence model (Vahdat et al. 2011) (denoted as KPSeq)
and the poselet key framing model (Raptis and Sigal 2013)
(denoted as PoseletKF). The major difference between these
two algorithms and our algorithm is that these algorithms
solely rely on key pose information for action representa-
tion. In contrast, in our work, human pose information is
used as side information to guide the selection of spatio-
temporal video sub-volumes for motion feature pooling. For
our method, the major contribution to the discriminative
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Table 3 Action recognition
performances using different
combinations of key pose based
representation (KPSeq (Vahdat
et al. 2011), PoseletKF (Raptis
and Sigal 2013), and
PA-Pooling) and pose learning
methods (DisKmeansKP,
PoseletKP and KmeansKP)

Dataset Pose learner KPSeq
(Vahdat et al.
2011)

PoseletKF
(Raptis and
Sigal 2013)

PA-Pooling

KTH DisKmeansKP 91.5 % 93.2 % 95.9 %

PoseletKP 92.0 % 93.6 % 95.4 %

KmeansKP 86.7 % 88.1 % 95.8 %

Hollywood2 DisKmeansKP 49.1 % 51.6 % 63.9 %

PoseletKP 48.2 % 52.3 % 64.3 %

KmeansKP 43.5 % 45.4 % 65.8 %

HMDB51 DisKmeansKP 46.8 % 50.1 % 57.4 %

PoseletKP 47.1 % 50.8 % 55.9 %

KmeansKP 40.5 % 43.0 % 56.9 %

KSCGR DisKmeansKP 58.3 % 62.1 % 75.1 %

PoseletKP 59.5 % 63.9 % 76.0 %

KmeansKP 50.2 % 52.8 % 75.6 %

capability of the final action representation is from the selec-
tive pooling step, instead of the pose information itself. In
this sense, to learn a discriminative set of key pose types are
very important for the algorithm KPSeq (Vahdat et al. 2011)
and PoseletKF (Raptis and Sigal 2013). For our algorithm,
however, to learn discriminative pose types is not as critical
as for KPSeq (Vahdat et al. 2011) and PoseletKF (Raptis and
Sigal 2013). We design the following quantitative experiment
to demonstrate the different natures between our method and
the two key pose based methods. For all three algorithms,
we replace their pose learning component with the following
methods:

1. The discriminative sample selection (by linear SVM
output score) + K-means clustering algorithm based
approach used by Vahdat et al. (2011). Note that pose
detection is based on the concatenation of HOG and
HOF features. We denote this pose learning component
as DisKmeansKP.

2. The poselet based key pose learning method used by Rap-
tis and Sigal (2013). Note that key pose detection is based
on the concatenation of HOG template and BOW on
SIFT, HOF and MBH features. We denote this pose learn-
ing component as PoseletKP.

3. The K-means clustering algorithm based pose learning
method used by our method. We denote this pose learning
component as KmeansKP.

To reproduce the performance of the poselet key-framing
method (Raptis and Sigal 2013) 2, we fully utilize public

2 We have offline tested our poselet key-framing implementation on the
UT-Interaction dataset, our recognition result (accuracy on half videos)
on that dataset is 71.5 % which is comparable with the result reported

available toolboxes to achieve various components of Raptis
and Sigal (2013). For poselet learning, we use the imple-
mentation provided in Bourdev and Malik (2009) and we
augment HOG feature with BOW feature according to Rap-
tis and Sigal (2013). For HOG, HOF and MBH feature cal-
culation, we use the implementation provided in Wang et al.
(2013), Wang and Schmid (2013). For the latent structural
SVM learning in KPSeq and PoseletKF, the toolbox provided
in Girshick et al. (2012), Felzenszwalb et al. (2010) is used.
For KPSeq and PoseletKF, we use the recommended para-
meter settings introduced in Vahdat et al. (2011) and Rap-
tis and Sigal (2013) respectively. For all these pose learn-
ing methods, we set the number of pose types to be same
for fair comparison and all methods use the same annotated
training patch set. For our algorithm, improved dense motion
trajectories are tested. For our algorithm, the poselet annota-
tions which only include small local parts of human body are
not utilized, i.e., we retain whole body, upper/lower body,
face, and body pair annotations for training. The compari-
son results are shown in Table 3. From Table 3, we note that
when KPSeq (Vahdat et al. 2011) and PoseletKF (Raptis and
Sigal 2013) replace their discriminative pose learning com-
ponent (DisKmeansKP and PoseletKP) with the K-means
based simple pose learner (KmeansKP), their recognition
performances drop drastically (about 5 to 9 %). This demon-
strates that these algorithms heavily rely on a discriminative
key pose learner to achieve good action representation. In
contrast, our algorithm does not heavily rely on discrimina-
tive learning of poses and a generative learning method such
as K-means is sufficient. In most cases, when our method

Footnote 2 continued
in the original work (Raptis and Sigal 2013), i.e., 73.3 %. Note that the
manual annotations in Raptis and Sigal (2013) are not available.
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Fig. 7 Confusion matrices of the testing results on the KSCGR dataset.
The upper confusion matrix is calculated from the results of the poselet
key-framing method (Raptis and Sigal 2013) (PoseletKP). The lower
confusion matrix is calculated from the results of our PA-Pooling
method. The images shown on the left are example frames from the

action baking (upper row) and turning (lower row). The shadowed rec-
tangle regions with different colors and Poselet ID denote the poselet
detections with max responses. The dashed white rectangle denotes
the detected human region and the yellow solid rectangle denotes the
inferred discriminative pooling sub-volume (Color figure online)

replaces the generative pose learner (KmeansKP) with a dis-
criminative learner (DisKmeansKP or PoseletKP), the action
classification performance is improved (but the increment is
small, i.e., <1 %). This is because the discriminative pose
information further strengthens the power of the action rep-
resentation of our method. In other cases, the classification
performance of our method slightly drops by using a dis-
criminative pose learner. This might be due to that enforcing
the discriminative aspect for pose learning sometimes leads
to an over-fitted set of learned pose types. These discrimina-
tive key poses might not capture some general human poses,
which are also useful and needed for guiding the selection
of spatio-temporal sub-volume for motion feature pooling in
our method.

Another observation is that for dataset Hollywood2 and
KSCGR, algorithm KPSeq (Vahdat et al. 2011) and Pose-
letKF (Raptis and Sigal 2013) perform much worse than our
proposed algorithm, i.e., the average gap is larger than 10 %.
The reasons are two-fold. The Hollywood2 dataset has much
larger content, background, illumination and scale variations
and therefore the human pose detection algorithms cannot
work very well. Also in Hollywood2, its intra-class pose vari-
ations are large. These two facts largely affect the algorith-
mic performances of algorithm KPSeq (Vahdat et al. 2011)
and PoseletKF (Raptis and Sigal 2013) as it is not easy to

learn discriminative pose types in this dataset. Since our algo-
rithm mainly relies on the discriminative capability from the
selectively pooled representation of local motion features, its
algorithmic performance is not significantly affected by the
imperfect human detection results and the less discriminative
poses. In the dataset KSCGR, since most of the action cate-
gories are mainly focused on fine-grained human object inter-
action on the kitchen table where similar manipulation upper
body poses are shared by different action categories, using
only the pose information for action representation is less
discriminative. Also, in fine-grained action, sometimes very
subtle local movements are more discriminative than poses.
In contrast, our method relies on the pooled representation
of dense trajectories, which are more suitable for encoding
fine-grained movements. Figure 7 illustrates the confusion
matrices of the testing results from PoseletKF method and
our PA-Pooling method on the KSCGR dataset. The rectan-
gles of the detected poselet (i.e., with maximum response,
in shadowed rectangle with different color and Poselet ID)
and the inferred pooling rectangle of our method (in yellow
solid rectangle) for several frames are also shown. We see
that for the two action classes baking and turning, the Pose-
letKF method cannot well classify them. This is because in
both actions, the human poses are very similar and are mostly
considered as the same type. In contrast, our method can clas-
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Fig. 8 Action classification accuracies by varying no. of learned pose
types for our PA-Pooling method. Two heat maps are the learned αk,a
weights plottings (scaled to [0, 1]) when the number of pose types is

150 and 25 respectively. We also show example clusters (each column
corresponds to one cluster) learned from the annotated patches using
our K-means based pose clustering algorithm

sify these two action classes well since the discriminative and
subtle local movements can be well captured by our inferred
pooling sub-volume.

To further study the nature of our algorithm PA-Pooling
(with improved dense trajectory features), we exam its classi-
fication performance by varying the number of learned pose
types on the HMDB51 dataset, which is shown in Fig. 8.
From Fig. 8, we note that the classification accuracies are
quite stable when the number of pose types are sufficiently
large (i.e.,>100 for this dataset). This demonstrates that our
algorithm is not very sensitive to the pose learning step as
long as a reasonable number of pose types are used to cap-
ture the pose variation of the dataset. The discriminative
capability of our method is mostly from the later selective
pooling step. The classification performance drops when the
number of pose types becomes very small. This is because
(1) very few pose types cannot capture the pose variations
in the dataset well and (2) the contextual relationship (e.g.,
co-occurrence) between pose type and action class becomes
weak. The plotted weights for the learned αk,a (i.e., scaled to
[0, 1]) of Eq. (2) (i.e., which encodes the contextual relation-
ship between pose type k and action class a) in Fig. 8 further
illustrate this point. When the number of pose types is large
enough (e.g., 150 in this case), one can observe obvious pose
type and action class co-occurrence patterns. When the num-

Table 4 Action recognition performances using different types of norm
in pose clustering

Norm type KTH Hollywood2 HMDB51

�1 95.5 % 65.4 % 57.0 %

�2 95.8 % 65.8 % 56.9 %

ber of pose types is very small (i.e., 25 for this dataset), each
element of αk,a tends to have similar values therefore the
contextual information between action and pose is almost
not modeled, which leads to decreased action classification
accuracy. In Fig. 8, we also illustrate example clusters of sam-
ples (each column corresponds to one cluster) learned from
the annotated patches using our K-means based clustering
algorithm. We see that when the number of clusters (pose
types) is 150, the cluster purity is good therefore the contex-
tual co-occurrence between pose type and action class can
be well modeled. In contrast, when the number of clusters is
small, e.g., K = 25 the cluster purity is bad and therefore the
pose type and action class co-occurrence is poorly modeled
which leads to worse action classification performance. We
evaluate the effect of the type of norm used in pose clustering
of our PA-Pooling scheme. Table 4 lists the action recogni-
tion results in terms of both �1 and �2 norms used for pose
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Fig. 9 Action recognition performances by varying the L value (i.e., number of temporal partitions) on the Hollywood2 (left) and RGBD-HuDaAct
(right) datasets

clustering on the KTH, Hollywood2 and HMDB51 datasets.
The results show that our algorithm is not much sensitive to
the type of norm used in pose clustering. We also evaluate
the effect of the number of temporal partitions (i.e., L) of
our PA-Pooling scheme. Figure 9 shows the action recogni-
tion performances on the Hollywood2 and RGBD-HuDaAct
datasets by varying the value of L . We note in general, larger
value of L leads to higher recognition performance since with
more temporal partitions more complex temporal structure
can be encoded, i.e., dynamic key pose type changes. How-
ever, too large L value might also decrease the performance
due to possible over-fitting (see the left subfigure of Fig. 9).
Also large value of L will induce higher computational cost.
In this work, we therefore make a trade-off and set L = 5.

Last but not least, we compare our method with the state-
of-the-art action recognition methods in terms of action
recognition performance including:

1. The dense trajectory method (Wang et al. 2011, 2013)
and the improved dense trajectory method (Wang and
Schmid 2013), denoted as DenseTraj and iDenseTraj. We
use the implementation and the default parameter settings
provided by the authors (Wang et al. 2011, 2013; Wang
and Schmid 2013).

2. The method by Yuan et al. (2011), where spatio-temporal
interest points (STIP) are extracted from representative
actions and sub-volume mutual information maximiza-
tion is used to identify the best activity volume, denoted
as NBMIM. We use the implementation and the rec-
ommended parameter settings provided by the authors
(Yuan et al. 2011). Spatio-temporal interest points are
extracted using the toolbox provided in Laptev and Linde-
berg (2003). Besides, for this method, we use our human
detection results to filter out the spuriously detected inter-
esting points.

3. The part-based action recognition method by Wang and
Mori (2011), denoted as MMHCRF. The author’s imple-
mentation is not public available. Since the method is

based on the latent structural SVM framework, we imple-
ment this method by using the toolbox provided in Gir-
shick et al. (2012), Felzenszwalb et al. (2010). Spatio-
temporal interest points are extracted using the toolbox
provided in Laptev and Lindeberg (2003). For parameters
such as number of hidden states, we use the recommended
settings by the authors (Wang and Mori 2011). Besides,
for this method, we use our human detection results to
filter out the spuriously detected interesting points.

4. The middle-level motion feature representation by group-
ing dense trajectories by Raptis et al. (2012), denoted as
MLFAction. The author’s implementation is not public
available. We also implement this method by using the
latent structural SVM toolbox provided in Girshick et al.
(2012), Felzenszwalb et al. (2010). For parameters such
as number of trajectory groups, we use the recommended
settings by the authors (Raptis et al. 2012). We also use
our human detection results to filter out the motion tra-
jectories belongs to the background.

5. The latent spatio-temporal sub-volume based action
recognition method by (Niebles et al. 2010), denoted
as DeMoSegAction. Again, the author’s implementation
is not public available. We follow the implementation
instruction introduced in Niebles et al. (2010) to itera-
tively solve the latent structural SVM by using the LIB-
SVM package (Chang and Lin 2011). Spatio-temporal
interest points are extracted using the toolbox provided
in Laptev and Lindeberg (2003). We also use our human
detection results to filter out the spuriously detected inter-
esting points.

The comparisons are shown in Table 5. For dense trajecto-
ries based methods such as MLFAction (Raptis et al. 2012),
DenseTraj (Wang et al. 2011; Wang and Schmid 2013) and
our PA-Pooling, we perform testing on both dense trajec-
tories and improved dense trajectories (in bracket). For all
methods, if bag-of-words representation is used, the dictio-
nary size is set as 4,000. For all comparing methods, if the
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Table 5 Recognition performance comparisons of our PA-Pooling method with other action recognition methods on several benchmark datasets

Method NBMIM (Yuan
et al. 2011)

MMHCRF (Wang
and Mori 2011)

MLFAction (Raptis
et al. 2012)

DeMoSegAction
(Niebles et al.
2010)

DenseTraj (Wang et
al. 2011;Wang and
Schmid 2013)

PA-Pooling

KTH 94.5 % 94.4 % 95.0 % (95.2 %) 91.3 % 93.6 % (94.3 %) 95.1 % (95.8 %)

Hollywood2 50.5 % 47.9 % 57.9 % (61.6 %) 48.1 % 56.4 % (61.1 %) 60.5 % (65.8 %)

HDMB51 38.7 % 40.6 % 49.3 % (52.0 %) 42.8 % 47.0 % (50.2 %) 52.3 % (56.9 %)

RGBD-HuDaAct 77.9 % 78.5 % 81.2 % (82.0 %) 80.4 % 75.1 % (75.4 %) 85.7 % (85.9 %)

KSCGR 62.2 % 64.8 % 71.5 % (71.9 %) 59.7 % 69.1 % (69.5 %) 75.2 % (75.6 %)

The recognition accuracies tested on the improved dense motion trajectories (Wang and Schmid 2013) are shown in the bracket

parameter settings are not recommended by the authors, we
perform three-fold cross-validation on a subset of the train-
ing data to empirically set the parameter values. We note that
the proposed PA-Pooling method outperforms these state-of-
the-art feature selection and grouping methods of MLFAc-
tion (Raptis et al. 2012), MMHCRF (Wang and Mori 2011),
and NBMIM (Yuan et al. 2011) for action recognition. The
recognition results using sparse feature based methods such
as NBMIM (Yuan et al. 2011) and MMHCRF (Wang and
Mori 2011), DeMoSegAction (Niebles et al. 2010) are much
lower than those using dense feature based methods such as
MLFAction (Raptis et al. 2012), DenseTraj (Wang et al. 2011;
Wang and Schmid 2013) and our PA-Pooling method. This
further validates the widely accepted fact that dense features
work better than sparse features in image and action video
classification. Our PA-Pooling method outperforms recently
proposed middle level method based trajectory grouping, i.e.,
MLFAction (Raptis et al. 2012), this demonstrates that our
adaptive feature pooling method is more effective than fea-
ture selection or grouping in action recognition. In particular,
MLFAction (Raptis et al. 2012) uses only trajectory spatial
proximity information for grouping trajectories. In contrast,
we can view our method groups and selects trajectories by
exploring the contextual information between human pose
types and action categories, which is a more adaptive and dis-
criminative scheme on the shoulders of advanced motion fea-
tures such as dense motion trajectories. Note that the best per-
formance on HDBM51 dataset was reported in the contem-
porary improved dense trajectory work (Wang and Schmid
2013) as 57.2 %, based on the Fisher vector (Perronnin et al.
2010) feature representation. In our future work, we will also
explore the way to apply our framework on more general rep-
resentation such as Fisher vector, besides the bag-of-words
representation which is currently used.

4.2 Action Detection for Indoor Surveillance

Action detection (recognition and localization) finds impor-
tant applications to indoor surveillance. We used the grayscale
sequences from the Kinect HARL 2012 competition dataset

(Wolf et al. 2012). The dataset contains activities taken from
daily life (discussing, making a call, giving an item etc.) with
10 activity classes. The dataset is fully annotated, where the
annotation not only contains information about the action
class but also about its spatial and temporal positions in the
video (bounding boxes). In total, the training set has 305
action samples and the testing set has 156 samples. For this
dataset, we empirically set L = 5 and K = 29 respectively,
by performing cross-validation on the validation subset. Note
that the dataset contains complex human-human and human-
object interactions, and the human pose types clustered from
the ground truth annotation bounding boxes contain two-
human cases (e.g., people in discussion, shaking hands etc.)
and human-object cases (e.g., dropping a bag).

We use the action detection performance evaluation metric
defined in Wolf et al. (2012). When localization information
is taken into account, determining whether an action is cor-
rectly detected requires setting up thresholds on the amount
of overlap between the ground truth action and the detected
action. In the following we give precision and recall values
for a fixed threshold of 10 %, i.e., a ground truth action is
matched to a detected action if:

1. At least 10 % of the ground truth temporal length is cor-
rectly found (threshold tr t , referred to as threshold for
temporal recall).

2. At least 10 % of the detected temporal length is covered
by ground truth (threshold tpt , referred to as threshold
for temporal precision).

3. At least 10 % of the ground truth bounding box space is
covered by the detected action (threshold tsr , referred to
as threshold for spatial recall).

4. At least 10 % of the detected bounding box space is cov-
ered by the ground truth action (threshold tps , referred to
as threshold for spatial precision).

Recall and precision are combined into the F-score as F �
2×Precision×Recall

Precision+Recall . By varying one threshold among tsr , tps ,
tr t and tpt while keeping the other ones fixed at a very low
value (ε = 10 %, as used officially in the HARL contest), we
obtain four sets of precision–recall curves. To get the overall
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Fig. 10 For all action classes of the HARL dataset: precision–recall curves by varying the parameters tsr , tps , tr t , tpt and the corresponding Isr ,
Ips , Irt , Ipt values. The Iall score is 0.374

Table 6 Comparisons of
performance (F-scores for action
recognition and localization)
with the state-of-the-art methods
on the HARL dataset

Method Isr Ips Irt Ipt Iall

G-Pooling 0.167 0.220 0.154 0.198 0.185

STPM-Pooling 0.188 0.258 0.176 0.230 0.213

HC-Pooling 0.279 0.402 0.266 0.391 0.335

NBMIM (Yuan et al. 2011) 0.214 0.367 0.225 0.358 0.291

MMHCRF (Wang and Mori 2011) 0.192 0.308 0.245 0.316 0.265

MLFAction (Raptis et al. 2012) 0.259 0.381 0.244 0.369 0.313

PA-Pooling 0.316 0.448 0.305 0.427 0.374

detection performance, the four quality thresholds tr t , tpt , tsr ,
tps are varied and the F-score is integrated over the interval
of possible values. Expressing the F-score in terms of the
four quality constraints, we obtain Isr = 1

N F(tsr , ε, ε, ε),
Ips = 1

N F(ε, tps, ε, ε), Irt = 1
N F(ε, ε, tr t , ε), and Ipt =

1
N F(ε, ε, ε, tpt ), where N specifies the number of samples
for the numerical integration (N = 20 here). The final per-
formance indicator is the mean over these four values, which
is denoted by Iall . For more details of the evaluation metric,
please visit the ICPR HARL competition website (Wolf et
al. 2012).

We compare our method [based on dense trajectories fea-
tures (Wang et al. 2011)] with the state-of-the-art meth-
ods introduced in Sect. 4.1. Action detection (recognition
and localization) is performed by searching for the video
sub-volume that gives the highest classification score. For
our method, the detected human sequences and their sub-

sequences are candidate sub-volumes. For all other methods,
we used a scanning volume of different scales for locating
the action of interest. Figure 10 shows the precision–recall
curves for the results of all 10 action classes using the pro-
posed PA-Pooling method.

The comparisons are shown in Table 6. We observe that:

1. Our proposed adaptive pooling method greatly outper-
forms the prior art because the detected human sequence
provides a good candidate for action localization, and the
proposed pose adaptive motion feature pooling scheme
is more discriminative than human centric pooling.

2. The performance of methods based on feature selection
and grouping is poor because local features are not suffi-
ciently informative to provide a reasonable action local-
ization.
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Fig. 11 Distributions of the inferred pooling sub-volume indices for
each action category on both HARL and KTH datasets using the testing
data. Each color in the bar (from top to bottom) corresponds to h = 1
(upper body region), h = 2 (middle body region) and h = 3 (lower

body region), respectively. Four example frames of the inferred pooling
regions (colored boxes) are shown, taken from different action classes.
The white dashed bounding boxes indicate the detected human (Color
figure online)

In Fig. 11 we plot the distributions of the inferred discrimina-
tive sub-volumes indices for both HARL and KTH datasets
on the testing data. More specific, the normalized frequency
of the inferred h ∈ {1, 2, 3} corresponding to the upper, mid-
dle, and lower regions of the detected human body respec-
tively, are plotted using the bar graph for each action cat-
egory. We also show four typical frames with the inferred
pooling sub-volumes (i.e., sub-region for a frame) using PA-
Pooling. These inferred pooling regions are associated with
the regions of important movements. For example, the actions
hand shaking of two people, a person gives an item to a sec-
ond person, and a person unlocks an office and then enters it.
are highly correlated with the middle body region which con-
tains hands; and the actions walking, jogging, running, and
a person leaves baggage unattended are highly correlated
with the lower body region that contains legs and bag.

5 Conclusions and Future Work

We have proposed a novel motion feature pooling scheme that
captures the relationship between human poses and discrimi-
native pooling video sub-volumes based on a latent structural
model, for discriminative action representation. Recognition
and detection experiments on both general action datasets and
assisted living and indoor surveillance datasets demonstrate
the effectiveness of the proposed approach. In the future,
we will investigate more flexible video sub-volume parti-
tion schemes for feature pooling, i.e., automatic learning of
the best spatial partition scheme. We will also explore novel
schemes to apply our framework on more general represen-

tation such as Fisher vector, besides the bag-of-words repre-
sentation which is currently used.
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