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ABSTRACT

Traitor-tracing (aka fingerprinting) has received much attention as a

possible solution for protecting media copyrights. However, all the

current schemes for image and video lack robustness against geomet-

ric attacks. We propose a novel semi-blind algorithm that can cope

with such attacks. The algorithm uses compressed SURF features

as side information in order to estimate and invert the geometric at-

tack. Moreover the algorithm is highly robust against cropping and

additive white noise.

Index Terms— Fingerprint Identification, Feature Extraction,

Image Processing, Copyright Protection, Data Compression

1. INTRODUCTION

In order to deter illegal redistribution of multimedia content, one can

insert in it a secret and invisible mark, called fingerprint, unique to

each user. However, colluders (traitors) may process their individual

copies and create a pirated copy in an attempt to remove traces of

their fingerprints. When a pirated copy is found, extracting finger-

prints enables the distributor to trace at least one of the colluders.

The fingerprints have to be robust to a wide range of attacks since

the colluders are interested in altering the image until the fingerprint

is unreadable. These attacks include compression, geometric attacks

and addition of white noise. These operations can alter the finger-

print severely without significant modification of the content.

Some traitor-tracing schemes are efficient against additive white

noise, averaging of several copies and some non-linear operations

(interleaving, median attacks, etc) [1, 2, 3, 4, 5] but none of them

proposes a solution against geometric attacks. For instance, Jour-

das’ high-rate traitor-tracing code [4, 5] is short and random-like

and can accommodate millions of users. It can also deal with tens of

colluders and considerable amount of noise. However, the decoder

fails against a rotation by 1◦ or a scaling of factor 1.1. Our goal

is to enhance such schemes with a layer that protects the fingerprint

against such geometric attacks. Jourdas’ code will be used as a proof

of concept.

Four distinct approaches have been studied to design geometri-

cally resilient watermarks. However, traitor-tracing is a multi-user

version of watermarking. This presents much greater challenges due

to the efficiency of collusion attacks.

The first approach, which consists in performing an exhaustive

search for the alteration within a given class of attacks, is com-
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putationally inefficient and sometimes inaccurate. The second ap-

proach is the insertion of synchronization marks [6]. However suit-

able marks are difficult to design and cause a distortion overhead.

The third approach consists in inserting the fingerprint into an in-

variant domain where the attacks considered cannot affect the fin-

gerprint. However, invariant domains exist for a very limited range

of attacks.

The fourth idea, called registration, uses side information about

the content on the decoder side. The side information is either a

hash [7] — very short and global description of the image — or a

collection of local feature descriptions [8]. In both cases, one tries to

match the information from both the original image and the pirated

copy in order to estimate and invert the attack.

We decided to follow this last global approach in order to in-

vestigate the potentially large benefits of limited side information.

This results in a semi-blind traitor tracing scheme, unlike fully blind
schemes where no side information is available to the decoder [9],

and non-blind schemes where the original image is available to

the decoder. A fundamental concept for both blind and semi-blind

schemes is the use of host-signal interference rejection methods

such as Spread Transform Dither Modulation [10, 11] as opposed

to spread-spectrum modulation methods which are suitable for non-

blind schemes.

A natural choice for the side information is the SURF (Speeded-

Up Robust Features) [12] features of the image, an enhanced version

of the SIFT (Scale Invariant Feature Tranform) [13] features. The

SURF features are robust to a wide range of geometric attacks and

to additive noise. Moreover, a suitable compression of the SURF

features is convenient for storage and transmission and retains the

discriminative properties of these features.

The main steps of our traitor-tracing algorithm are the following:

(i) match the features of the forgery and those of the original image,

(ii) estimate the parameters of a given class of attacks, (iii) invert the

attack, and (iv) extract the fingerprint.

2. ENCODER

Encoding. The encoder is based on Turbo codes, with random inter-

leavers followed by RSC (Recursive Systematic Convolutional) en-

coders [4]. The length of each user’s binary bitstream {ui}1≤i≤M is

set to n = 25, which leads to a total number of users of M = 2n =
33, 554, 432. The number of pairs of interleavers/RSC encoders is

set to Ni = 3 and the rate of each RSC encoder is R = 1
7

. With

those parameters, the length of the binary fingerprints {fi}1≤i≤M is

N = 784, which leads to a global rate of Rg = n/N = 0.032.
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In the original implementation of [4], an orthogonal code fol-

lowed the RSC encoders in order to map the fingerprint to a real-

valued mark. We skip this step because our embedding requires only

a binary sequence. However, we add a random interleaver that shuf-

fles the fingerprint. This precaution prevents the erasure of clusters

of the fingerprint if part of the image is cropped. The fingerprint is

binary symmetric: {fi}1≤i≤M ∈ {−1, 1}N .
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Fig. 1. Fingerprint encoding and embedding scheme.

Embedding. The fingerprint is embedded in the medium fre-

quencies of the image. Alternatives are less satisfactory: a modi-

fication of the low frequencies would cause a significant visual al-

teration, and the high frequencies can be attacked without major vi-

sual degradation. We chose the Laplacian pyramid of the image as

the transform domain to embed the fingerprint (see Fig. 2(b)). The

embedding technique is based on STDM (Spread Transform Dither

Modulation) [10, 11], which spreads the fingerprint bits over the en-

tire transform domain.

Given a host image I, we first compute its 3-level Laplacian

pyramid which results in three frequency images {LP1(I), LP2(I),
LP3(I)}, respectively the fine, intermediate and coarse descriptions

of the image I . We use STDM on the intermediate description

LP2(I) of the pyramid.

(a) (b)

Fig. 2. Embedding of the fingerprint: (a) the black border (25%

of the image area) does not contain any fingerprint information; (b)

intermediate description of the Laplacian pyramid (contrast has been

enhanced).

The intermediate description LP2(I), whose size is 256 × 256,

is then split into 1024 blocks of size 8 × 8. We then consider N of

those square blocks located in the center of LP2(I) (see Fig. 2(a)),

transform them into column vectors, and denote this set {bj}1≤j≤N .

Given the fingerprint fi of the ith user, we insert each jth component

fi,j in a different block according to the STDM embedding formula:

bj
i = bj + vj(σfi,j − (vj)T bj), 1 ≤ j ≤ N (1)

where bj
i is the jth block corresponding to the ith fingerprinted copy,

vj is a normalized random vector of length 64, and σ is the embed-

ding power.

We convert the column vectors {bi
j}1≤j≤N into square blocks

and concatenate them to form the new second detail description

LP2(Xi). We finally construct the fingerprinted image Xi for user i
from the Laplacian pyramid composed of the original fine and coarse

descriptions LP3(I) and LP1(I) and the fingerprinted intermediate

description LP2(Xi).

The security of this embedding technique resides in the random-

ness of the secret direction vectors {vj}1≤j≤N .

SURF features computation and compression. In order to

help the decoder resynchronize the received image Ir , the SURF

features of the original image I are computed, compressed and made

available to the decoder. The SURF algorithm [12] first detects inter-

est points (or features) in the image and then computes a description

of each feature (a 64-dimensional vector) based on its neighborhood.

The number of extracted features Nf depends on the size and the

content of the image but generally ranges from 500 to 2000. The

output of the algorithm is a list of feature locations and a list of 64-

dimensional feature descriptors.

Since the SURF descriptors are real-valued and contain redun-

dant information, we compress them. The Karhunen-Loève Trans-

form (KLT) [14] is first applied on the descriptors in order to remove

some redundancy and compact their energy in fewer dimensions (32

instead of 64). Each dimension is then quantized with a Max-Lloyd

quantizer, assuming each component is normally distributed. The

compression rate obtained with this method is 32 : 1 and the file size

of the feature descriptors after compression is 16kB for Nf = 1000.

Our experiments show that the eigenvectors of the covariance

matrix and the quantization partition and codebook of the Max-

Lloyd quantizer do not vary significantly over a given set of im-

ages (44 images from the ”Miscellaneous” category of USC-SIPI

database). Therefore we do not to transmit this information and use

a fixed transform and quantization.

3. COLLUSION CHANNEL

Interleaving
attack

X1

XK

Fingerprinted
images

w

Geometric
attack

pGaussian
noise

Parameter
vector

Ir

Interleaved
forgery

Ic In

Fig. 3. Model for the collusion channel with K colluders.

As diagrammed in Fig. 3, the collusion channel is modeled as

the cascade of three steps: an interleaving attack with K collud-

ers, addition of white Gaussian noise, and a geometric attack (affine

transform, image warping, or cropping).

Interleaving. First, each colluder contributes equally, but in a

non-linear way, to the “interleaved forgery” Ic. Specifically, each

pixel of Ic is given by Ic(l, m) = Xk(l,m)(l, m) where k(l, m) is

chosen randomly and uniformly from {1, 2, · · · , K}, independently

for all pixel locations (l, m).
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(a) (b)

(c) (d)

Fig. 4. Examples of geometric attacks: (a) cropping of 50% of the

fingerprint; (b) rotation of 30◦ and scaling of factor 0.7; (c) shearing

of 17◦ and scaling of factor 0.77; (d) image warping with a 5 × 5
grid and maximum shift of 10 pixels.

Additive white noise. The fingerprint-to-noise ratio is set to

FNR = 1. The colluders are assumed to know the traitor-tracing

scheme and add the white noise directly to the intermediate descrip-

tion of the Laplacian pyramid LP2(Ic).

Geometric attack. We consider three types of geometric at-

tacks:

1. Cropping is performed by deleting entire blocks of size 16 ×
16 of In, each of which contains one fingerprint bit (see Fig.

4(a)).

2. An affine transform is the composition of a rotation of angle

θ, a translation by (Δx, Δy) pixels, a scaling of factor c, a

shearing of angle α, and an aspect ratio change where r is

the new ratio of the height of the image to its length. The

affine transform is then described by a set of 6 parameters

p = (θ, Δx, Δy, c, α, r) (see Fig. 4(b) and 4(c)).

3. For image warping (Fig. 4(d)), the image is triangulated us-

ing a regular grid of size l × l. The nodes can be shifted

horizontally and vertically in a real-valued range [−sm, sm].
The borders of the image are left unchanged, and so the warp-

ing is characterized by a set of 2(l − 1)2 parameters p. The

displacement of each image pixel is obtained by linear in-

terpolation of the displacements for the nearest triangle ver-

tices. Another linear interpolation is then performed with

the nearest-neighbors pixels because the displacement vector

components are generally not integers.

4. DECODER

Resynchronization. On the decoder side, the received image has to

be resynchronized before the fingerprint can be extracted. To do so,
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Fig. 5. Resynchronization and fingerprint decoding.

we compute the SURF features of the received image Ir and match

them with those of the original image I .

Matching of the features between the original and received im-

ages is performed using a variation of the algorithm described in

[12]. Each feature from the original image I is linked to a fea-

ture from the received image Ir based on the L1 distance of their

descriptors. The resulting match set is a list of pairs of points

{(Γ1,i, Γ2,i)}1≤i≤Nm where Γ1,i and Γ2,i denote pixel location,

respectively in the images I and Ir . The size of the match set Nm

depends on the parameters of the attack and on the image.

Based on the provided matches, the decoder next estimates the

parameters of the geometric attack. Since the matches are not always

very accurate, our algorithm iterates between two steps: (i) estima-

tion of the parameters of the attack based on the current matches,

and (ii) elimination of inaccurate matches, given the estimates of the

parameters.

When the geometric attack is an affine transform, the two steps

take the following form:

1. Solve the following overcomplete linear system to get an es-

timate p(j) of p:

Γ2,i = fa(Γ1,i,p
(j)), 1 ≤ i ≤ Nm (2)

where fa(·,p(j)) denotes the affine transform with parameter

p(j) and j ∈ {1, 2, · · · , Niter} is the current iteration index.

We obtained good results using Niter = 10.

2. Eliminate the matches (Γ1,i, Γ2,i) that are too distant from

p(j), in the L1 sense:

∣
∣
∣

∣
∣
∣Γ2,i − fa(Γ1,i,p

(j))
∣
∣
∣

∣
∣
∣
1

>
30

j
. (3)

When the geometric attack is image warping, the algorithm is

very similar. However, we add a preprocessing step: we delete the

matches (Γ1,i, Γ2,i) for which the two matched points Γ1,i and Γ2,i

are distant of more than twice the maximum allowed shift sm, in the

L1 sense. Our experiments showed that we need at least 5 matches

in each trinagle to estimate correctly the parameters. Then, for each

triangle of the mesh, we repeat 10 times the following two steps:

1. Estimate the shift of the three vertices of the triangle by solv-

ing an overcomplete linear system, constrained by the as-

sumption that the vertices on the borders of the image are

not shifted.

2. Eliminate the matches (Γ1,i, Γ2,i) that are not consistent with

the estimated shifts, according to (3).

After each triangle has been processed, each node receives six

estimates of its shift, from the six surrounding triangles. We average

those values by weighting them with the number of matches in each

surrounding triangle.
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After estimating the unknown parameters, we invert the geomet-

ric transform using these estimates. This image is close to the origi-

nal image but not perfectly synchronized.

We then apply a second time the same algorithm (features com-

putation, matching, parameters estimation and attack inversion) to

this image. This second step improves the accuracy of the estimated

attack parameters. The resulting image Is is almost perfectly syn-

chronized due to the fact that the SURF features are computed with

an image that is fairly close to the original image (the SURF features

are not perfectly robust to all affine transforms).

Fingerprint extraction. The extraction is straightforward. We

compute the N blocks {b′
j}1≤j≤N of the intermediate descrip-

tion of the Laplacian pyramid of Is, then extract the noisy bits

{m′
j}1≤j≤N according to m′

j = vT
j b′

j , 1 ≤ j ≤ N .

We perform hard bit decoding on the sequence m′ to obtain the

extracted binary fingerprint f ′ ∈ {−1, 1}N . Then, in order to handle

image cropping, we set the components of f ′ to 0 whenever more

than half of the corresponding block of the image is erased.

Fingerprint decoding. Finally the fingerprint f ′ ∈ {−1, 0, 1}N

is input to a Viterbi decoder which creates a list of potential collud-

ers. The selection of the accused user is determined by the highest

fingerprint correlation [4]. We denote by Pe the empirical probabil-

ity that the algorithm accuses an innocent user.

5. RESULTS

For our experiments, we used grey-level images of size 512 × 512.

The number of users is M = 33, 554, 432 (see Section 2).

We tested the performance of our traitor-tracing scheme with

three colluders (K = 3) by running Monte-Carlo simulations. Each

simulation was repeated 500 times for each considered attack. Table

1 lists the potential attacks against which our fingerprinting scheme

is robust, i.e. for which it can retrieve one of the colluder with a

probability of error lower than 5%. In the first row, no other attack

than addition of strong white noise (with FNR = 10−1) and inter-

leaving is performed. In the other rows, the addition of white noise

has parameter FNR = 1.

Table 1. Attacks against which our scheme is robust, with the cor-

responding empirical probability of error.

Attack and parameters Pe

AWGN with FNR = 10−1 1.6%
Cropping of 50% of the fingerprint 3.4%

Scaling ×0.6 2.8%

Scaling ×0.7 and rotation of 43◦ 2.2%

Scaling ×0.74 and shearing of 20◦ 2.8%

Aspect ratio of 1:0.6 4.0%

Warping: 4 × 4 grid, 15 pixels max. shift 0.33%

Warping: 5 × 5 grid, 10 pixels max. shift 0.0%

Warping: 6 × 6 grid, 5 pixels max. shift 1.0%

Another set of simulations showed that our fingerprinting

scheme is robust against JPEG compression with quality factor

45 and histogram equalization.

6. CONCLUSION AND FUTURE WORK
We have described a novel high-rate embedding scheme which pro-

tects the fingerprint against basic collusions (interleaving, cropping,

AWGN) and geometric attacks (affine transforms and image warp-

ing), using compressed SURF features as side information. Our syn-

chronization algorithm is able to resynchronize the received image

before decoding.

This technique can certainly be applied to other models of

desynchronizing attack, such as homography. A soft-input decoder

would also help handling more sophisticated cropping attacks.

To our knowledge, this is the first fingerprinting scheme that can

cope with so many users and severe geometric attacks.
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