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Abstract-Traitor-tracing (aka fingerprinting) has received
much attention as a possible solution for protecting media
copyrights. However, all the current schemes for images and
video lack robustness against geometric attacks. We propose a
novel semi-blind algorithm that can cope with such attacks. The
algorithm uses compressed SURF features as side information in
order to estimate and invert the geometric attack. Moreover the
algorithm is highly robust against cropping and additive white
noise.

Index Terms-Fingerprint Identification, Feature Extraction,
Image Processing, Copyright Protection

I. INTRODUCTION

I N order to deter illegal redistribution of multimedia content,
one can insert in it a secret and invisible mark, called fin

gerprint, unique to each user. However, colluders (traitors) may
process their individual copies and create a pirated copy in an
attempt to remove traces of their fingerprints. When a pirated
copy is found, extracting fingerprints enables the distributor
to trace at least one of the colluders. The fingerprints have
to be robust to a wide range of attacks since the colluders
are interested in altering the image until the fingerprint is
unreadable. These attacks include compression, geometric
attacks and addition of white noise. These operations can alter
the fingerprint severely without significant modification of the
content.

Some traitor-tracing schemes are efficient against additive
white noise, averaging of several copies and some non-linear
operations (interleaving, median attacks, etc) [1], [2], [3], [4],
[5] but none of them proposes a solution against geometric at
tacks. For instance, lourdas' high-rate traitor-tracing code [4],
[5] is short and random-like and can accommodate millions of
users. It can also deal with tens of colluders and considerable
amount of noise. However, the iterative decoder of [4] fails
against a rotation by 10 or a scaling of factor 1.1. Our goal is to
enhance such schemes with a layer that protects the fingerprint
against such geometric attacks. lourdas' code will be used as
a proof of concept.

Four distinct approaches have been studied to design ge
ometrically resilient watermarks. However, traitor-tracing is
a multi-user version of watermarking. This presents much
greater challenges due to the efficiency of collusion attacks.

The first approach consists in performing an exhaustive
search for the alteration within a given class of geometric
attacks. This solution is often computationally inefficient and
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inaccurate. The second approach is the insertion of synchro
nization marks [6]. However suitable marks are difficult to
design and reduce the capacity of transmission. The third
approach consists of inserting the fingerprint into an invariant
domain where the attacks considered cannot affect the fin
gerprint. However, invariant domains exist for a very limited
range of attacks.

These three approaches have been used in blind schemes be
cause the information available to the decoder is independant
of the original image. On the contrary, in non-blind systems,
the original image is available to the decoder.

The fourth idea, called registration, can be called semi-blind,
since it uses limited side information about the content on the
decoder side. The side information is often either a hash [7]
- a very short and global description of the image - or a
collection of local features descriptions [8]. In both cases, one
tries to match the information from both the original image
and the pirated copy in order to estimate and invert the attack.

We decided to follow this last global approach in order
to investigate the potentially large benefits of limited side
information. We focused on images as multimedia content
and chose as side information the SURF (Speeded Up Robust
Features) [9] features of the image, which are commonly
viewed as an enhanced version of the SIFT (Scale Invariant
Feature Tranform) [10] features. The SURF features are highly
robust to a wide range of geometric attacks and to additive
noise and their computation is very fast. Moreover, a suitable
compression of the SURF features provides a side information
of small size, which is convenient for storage and transmission.

The main lines of our traitor-tracing algorithm are the
following: (i) match the features of the forgery and those of
the original image, (ii) estimate the parameters of a given class
of attacks, (iii) invert the attack, and (iv) extract the fingerprint
from this last image.

II. ENCODER

For our experiments, we used grey-level images of size
512 x 512. A high-level description of our encoder is given in
Fig. 1.

A. Encoding

Our encoder is based on lourdas' high-rate traitor-tracing
code [4]. The inputs are binary bitstreams {Ui}l<i<M of
length n == 25, therefore this code can accomodate- M ==
2n == 33, 554, 432 users. The encoder is very similar to a
Turbo code and is composed of N, RSC (Recursive Systematic
Convolutional) encoders preceeded by random interleavers.
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The number of pairs of interleaverslRSC encoders is set to
N, = 3 and the rate of each RSC encoder is R = ~. The
generator polyomials coefficients are randomly drawn from a
Bernouilli distribution of parameter p = 0.7 and the memory
of each RSC encoder is set to K = 3. The outputs of the
RSC encoders are concatenated to create binary fingerprints
{fdl :S; i:S;M of length N = (n + K) x S X (Ni + 1) = 784,
which leads to a global rate of Rg = 0.032.

In order to have a symmetric fingerprint for the embedding
part, we switch the domain of {fih:S;i:S;M from {O, I}N to
{- 1, 1}N. In the original implementation of [4], an orthogonal
code followed the RSC encoders in order to map the finger
print to a real-valued fingerprint. We skipped this part, since
our embedding requires only a binary sequence. However, we
added a random interleaver that shuffles the fingerprint. This
precaution prevents the erasure of clusters of the fingerprint if
part of the image is lost.

B. Embedding

The fingerprint is embedded in the medium frequencies of
the image, because a slight modification of the low frequen
cies would imply a significant visual alteration and the high
frequencies can be highly attacked without any major visual
modification on the image. We chose the Laplacian pyramid of
the image as the transform domain to embed the fingerprint
and we decided to embed the fingerprint only in the center
of the image since the borders do not often convey much
information .

The embedding technique is based on STDM (Spread Trans
form Dither Modulation) [11], [12]. It spreads the fingerprint
bits over a large set of values in the transform domain.

Given a host image I, we first compute its 3-level Laplacian
pyramid which results in three frequency images {LP1 (I),
LPz(1), LP3 (I)}, respectively the fine, intermediate and
coarse descriptions of the image I. We use STDM on the
intermediate description LPz(1) of the pyramid .

The intermediate description LPz(I), whose size is 256 x
256, is then split into 1024 blocks of size 8 x 8 . We then
consider N of those square blocks located in the center of
LPz(l), transform them into column vectors, and denote
this set {bih:S;i :S; N. Fig. 2 shows where the fingerprint is
embedded in the spatial domain . Given the fingerprint f i of
the ith user, we then embed each bit of the fingerprint in a
different block according to the STDM formula :

Parameter I
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noise W

Fingerprinted
images

Fig. 3. Model for the collusion channel.

Fig. 2. Embedding of the fingerprint: the black area (25% of the image area)
is left unchanged during the fingerprint embedding.

III. COLLUSION CHANNEL

As shown in Fig. 3, the collusion channel is modeled as the
cascade of three steps: an interleaving attack, an addition of
white Gaussian noise, and either a cropping attack or an affine
tranform. To illustrate our approach, the number of colluders is
set to N; = 3 and the collusion is obtained by interleaving the
three copies: each colluder contributes equally, but in a non
linear way, to the "interleaved forgery" L: Each pixel of L; is
a pixel at the same location in one of the three fingerprinted
copies {Xl, X z, Xd.

bi = bi + v i (lJf i ,i - (vifbi), 1 :::; j :::; N (1)

where bi is the jth block corresponding to the ith fingerprinted
copy, v i is a normalized random vector of length 64, IJ is the
embedding power and hi is the j th bit of the ith fingerprint.

We then convert the column vectors {b;h:S;i :S; N into square
blocks and concatenate them to form the new second detail
description LPZ(Xi ) . We finally reconstruct the fingerprinted
image X i for user i from the Laplacian pyramid composed of
the original fine and coarse descriptions LP3 (1) and LP1(1)
and the fingerprinted intermediate description LPZ(Xi ) .

This spreading technique, unlike a simple embedding of
each bit in one pixel of LPz(l), is more secure because
the colluders cannot determine easily the location of the
fingerprint.

d SURF
features

X,

Fingerprinted
images

-- r,

-.I Embedding I
Encoding

fM-- .I Embedding

Lr SURF

Secret
key

Original
image

User
signatures

Fig. I. Encoding and embedding scheme.
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More precisely, the algorithm first looks for scale-space
extrema, which are often easily detected by the human visual
system. This is done by approximating Laplacian-of-Gaussian
(too computationally expensive) using box filters and integral
images. Examples of those approximations are shown in Fig.
6.

Fig. 4. Examples of attacks: (a) Fingerprinted Lenna image with the
following attacks : interleaving of 3 copies and AWGN with F N R = 0.1 ;
(b) cropping of 50% of the fingerprint; (c) rotation of 30 and scaling of factor
0.7 (d) shearing of 17 ans scaling of factor 0.77.

(c) (d)

+ 1-

Concerning the additive white noise, the fingerprint-to-noise
ratio is set to F N R = 1. The colluders are assumed to know
the traitor-tracing scheme and add the white noise directly
to the intermediate description of the Laplacian pyramid
LP2(Ic).

The cropping is performed only on the parts of the image
where the fingerprint is present: entire blocks of size 16 x 16
of In containing I bit of the fingerprint are deleted. Fig. 4(b)
shows an example of cropping attack.

An affine transform is the composition of a rotation of angle
8, a translation by (t.x , t.y) pixels, a scaling of factor c, a
shearing of angle a , and an aspect ratio change where r is
the new ratio of the height of the image to its length. The
affine transform is then described by a set of 6 parameters
p = (8, t.x , t.y ,c, a, r). Examples of affine transforms are
shown in Fig. 4(c) and 4(d).

To create the pirated image L; from the noisy image In,
the colluders compute the corresponding coordinates of each
pixel of I; from In according to the affine transform with
parameter vector p . As those coordinates are generally not
integers, the colluders use bilinear interpolation with the four
nearest-neighbors pixels.

IV. DECODER

A. SURF features computation

In order to help the decoder resynchronize the received
image In the SURF features of the original image I are
computed and made available to the decoder. The SURF
algorithm [9], like most of image features algorithm, can
be divided into two parts : a feature detector, which extracts
interest points (like edges, corners or blob structures) from the
input image; and a feature descriptor which creates a 64-bit
local description of each feature.

Fig. 6. From left to right: the second-order derivatives of a Gaussian filter
(cropped and discretized) in the vertical and diagonal directions respectively,
and their respective approximations using box filters.

For each extremum found, the algorithm tries to enhance the
precision of its location by performing bilinear interpolation
within the scale-space images. Moreover, extrema with low
contrast or a strong edge response in one direction only are
rejected.

The next step is called orientation assignment: we compute
the main orientation of each interest point in order to make
the future descriptors robust to rotation. Thus, for each interest
point, at the correct scale, the gradient magnitude and orienta
tion are computed in a 8 x 8 neighborhood and a magnitude
weighted gradient orientation histogram is constructed (sec
Fig. 7). The orientation assigned to the interest point is then
the interpolated maximum of this histogram.

I II ••1
Fig. 7. Computation of the weighted gradient orientation histogram in each
feature neighborhood .

The result of those operations is a set of features (or interest
points) described by four parameters (x , y, CT,8): its location,
the scale at which the extremum has been found, and the main
orientation of the feature.

The descriptor for each feature is computed in the following
way: the neighborhood of each feature is rotated and rescaled
(according to the assigned orientation and scale) to get a
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20 x 20 pixels region. This region is divided in a 4 x 4 grid
where, in each cell, the Haar wavelet gradients are computed
in both directions (we denote by dx and dy respectively the
horizontal and vertical gradients). For each 5 x 5 pixels cell,
the SURF descriptor consists of the sums of gradients and
sums of absolute gradients: L dx,L dy,L Idxl, L Idyl. The
descriptor for each feature is then a real -valued vector of size
4 x 4 x 4 = 64.

The number of extracted features N] depends on the size
and the content of the image but generally ranges from 500
to 2000. The ouput of the algorithm is a list of the feature
locations and a list of 64-dimensional feature descriptors.

C. Fingerprint extraction

The extraction is straightforward. We compute the 3-1evel
Laplacian pyramid {LP1(Is) , LP2 (Is) , LP3(Is)} of I s and
consider the N blocks {bj h :Sj:S N of the intermediate descrip
tion LP2(Is). We extract the noisy bits {mjh:Sj:SN according
to the following formula:

(3)

We perform hard bit decoding on the vector m' to obtain the
extracted binary fingerprint f' E {-1, 1}N . In order to handle
image cropping, we set the components of f' to 0 whenever
more than half of the corresponding block of the image is
erased.

V. REDUCTION OF SIDE INFORMATION

Fig. 8. Covariance matrix of the SURF features of a set of 44 images (the
white color represents highest values).
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D. Fingerprint decoding

Finally the fingerprint f' E {-1 , 0, l}N is input to a
Viterbi decoder which creates a list of potential colluders. The
selection of the accused user is determined by the highest
fingerprint correlation [4]. We denote by Pe the empirical
probability that the algorithm accuses an innocent user.

B. Resynchronization

On the decoder side, the received image has to be resyn 
chronized before the fingerprint can be extracted. To do so,
we compute the SURF features of the received image L; in
order to match them with those of the original image I.

Matching of the features between the original and received
images are performed according to [9]. Each feature from the
original image I is linked to a feature from the received image
I; based on the L 1 distance of their descriptors. The resulting
match set is a list of pairs of points {(r1,i , r 2,i)h :S i:S N=
where r 1,i and r 2,i denote pixel location, respectively in the
images I and L: The size of the match set N m depends on
the parameters of the attack and on the image.

Based on the provided matches, the decoder next estimates
the parameters of the geometric attack. Since the matches are
not always very accurate, our algorithm iterates between two
steps: (i) estimation of the parameters of the attack based on
the current matches, and (ii) elimination of inaccurate matches,
given the estimates of the parameters.

The two steps take the following form :

I) Solve the following overcomplete linear system to get
an estimate p U) of p: {r2,i = fa(r 1,i , pU))h :Si:S Nm ,

where fa (-, pU)) denotes the affine transform with pa
rameter pU).

2) Eliminate the matches (r 1,i , r 2,i ) that are too distant
from p U), in the L 1 sense:

As an example, the SURF algorithm extracts 1493 features
for the 512 x 512 grey-level Lena image, and thus the size of
the feature descriptors is of the same order as the size of the
image. Therefore, having SURF features as side information
is only an advantage if we can compress those features.

In order to compress efficiently the feature descriptors, we
first study their correlation. Fig. 8 shows the covariance matrix
of all the feature descriptors of a set of 44 images (from the
"Miscellaneous" category of USC -SIPI image database). To
remove the correlation between the descriptors, we compute
the eigenvalues ((J1 > ... > (J64) and the corresponding eigen
vectors (ej , ... e64) of the covariance matrix and multiply the
matrix of descriptors D by the matrix of eigenvectors E :

where it er E {1, 2, ... , N ite r } is the current iteration
index.

We set the number of iterations to N it er = 10. After
estimating the parameters of the affine transform, we simply
invert the geometric transform using these estimates.

We then apply a second time the same algorithm (features
computation, matching, parameters estimation and attack in
version) to this image. This second step improves the accuracy
of the estimated attack parameters. The resulting image I s is
almost perfectly synchronized due to the fact that the SURF
features are computed with an image that is fairly close to the
original image (the SURF features are not perfectly robust to
all affine transforms).

D' = ET· D

where D' is the matrix of tranformed descriptors.

(4)
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Following this operation, the transformed descriptors
{ ( d~, l' ... d~,64)' 1 < i < N f } are statistically orthogonal and
the first components of the descriptors are the ones with
highest variance. We then assign to each dimension i E

{I, ... 64} of the new descriptor a number of quantization
bits B i proportional to the logarithm of the corresponding
eigenvalue a.; with the constraint that the total number of
bits for a descriptor is N bit s:

(5)

TABLE II
PROBABILITY OF ERROR WITH FOLLOWING ATTACKS: INTERLEAVING OF

THREE COPIES AND ADDITION OF WHITE NOISE WITH PARAMETER F N R.

I FNR I i: I
00 0%
1 0%

10- 1 1.6%

TABLE III
PROBABILITY OF ERROR WITH THE FOLLOWING ATTACKS: INTERLEAVING

OF THREE COPIES, ADDITION OF WHITE NOISE WITH PARAMETER

F N R == 1 AND AFFINE TRANSFORM.

TABLE I
FROM TOP TO BOTTOM, AND FROM LEFT TO RIGHT: NUMBER OF BITS

{Bi}1~j~64ASSIGNED TO EACH DIMENSION, FROM THE HIGHEST

EIGENVALUE TO THE LOWEST.

VI. RESULTS

We tested the performance of our traitor-tracing scheme by
running Monte-Carlo simulations. All the simulations were
repeated 500 times. The SURF features were all compressed
as explained in Section V.

We first tested the robustness of our scheme against additive
white Gaussian noise by modifying the F N R value. For those
simulations, no geometric attack was performed. The results
are shown in Table II.

For affine transforms, the parameters of the attack are fixed
and the fingerprint-to-noise ratio is set to F N R == 1. The
simulation results are shown in Table III.

Finally, the simulations presented in Table IV show the
robustness of our scheme against cropping.

We then quantize the transformed descriptors using a Max
Loyd quantizer with the given number of bits. The parameter
N bit s is minimized by simulation under the constraint that we
obtain the same probability of error with both the quantized
and original descriptors. We obtained Nbits == 64 bits, and the
compression rate of the descriptors is thus 646*~2 == l2' Table I
shows the values of {Bi } 1:S; j :S; 64 for Nbits == 64 bits.

One may object that the side information should also include
the eigenvectors of the covariance matrix and the quantization
codebook and partition (in order to compress the SURF
features of the original image I and the received image I r

in the same way). However, we noticed that these quantities
are almost independent of the image used. We computed those
three matrices over the same set of 44 images and used them
to compress the descriptors of any image. The consequences
of these fixed transform and quantization on the resulting error
probability are negligible.

I Cropping ratio I r;

I r; IAttack

10% 0%
30% 0.8%
50% 3.4%
70% 36.6%

Scaling x 0.6 2.8%
Scaling x 0.7 Rotation 30 1.4%

Scaling x 0.7 Shift 30 x 30 0.4%
Scaling x 0.77 Shearing 17 0.4%

Aspect ratio 1:0.6 1.6%

TABLE IV
PROBABILITY OF ERROR WITH THE FOLLOWING ATTACKS: INTERLEAVING

OF THREE COPIES, ADDITION OF WHITE NOISE WITH PARAMETER

F N R == 1 AND CROPPING OF THE IMAGE.

All the results show that those basic attacks can be han
dled very efficiently with compressed SURF features as side
information.

VII. CONCLUSION AND FUTURE WORK

Based on Jourdas' high-rate encoder, we designed a em
bedding scheme which protects the fingerprint against basic
collusions (interleaving, cropping, AWGN). We created a
synchronization algorithm which can, with compressed SURF
features as side information, resynchronize the received image
after an affine transform.

This synchronization technique can certainly be applied to
any other model of geometric attack, such as image warping
or homography. A soft-input decoder would also help handling
more sophisticated cropping attack.

We also plan to test the robustness of our traitor-tracing
scheme against other basic non-desynchronizing attacks such
as compression, digital-to-analog-to-digital conversions and
histogram modifications.

To our knowledge, this is the first fingerprinting scheme that
can cope with so many users and severe geometric attacks.

(6)
64

L B i == N bit s.

i=l

4 3 2 1 0 0 0 0
3 3 2 1 0 0 0 0
3 3 2 1 0 0 0 0
3 3 1 1 0 0 0 0
3 2 1 1 0 0 0 0
3 2 1 1 0 0 0 0
3 2 1 1 0 0 0 0
3 2 1 1 0 0 0 0
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