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Abstract

Classifiers based on Bayesian networks are usu-
ally learned with a fixed structure or a small
subset of possible structures. In the presence
of unlabeled data this strategy can be detrimen-
tal to classification performance, when the as-
sumed classifier structure is incorrect. In this
paper we present a classification driven learning
method for Bayesian network classifiers that is
based on Metropolis-Hastings sampling. We first
show that this learning method outperforms ex-
isting approaches for fully labeled datasets. We
then show that the method is successful in deal-
ing with unlabeled data. Provided we have abun-
dant unlabeled data, the learning method can pro-
cess scarce labeled data to produce classifiers
that attain performance comparable to classifiers
learned with large amounts of fully labeled data.

1 INTRODUCTION

Bayesian networks can represent joint distributions in an
intuitive and efficient way; as such, Bayesian networks are
naturally suited to classification. We can use a Bayesian
network to compute the posterior probability of a set ofla-
belsgiven the observablefeatures, and then we classify the
features with the most probable label.

A Bayesian network classifier represents dependencies
among features and labels by a directed acyclic graph. This
graph is thestructureof the Bayesian network. Typically,
Bayesian network classifiers are learned with a fixed struc-
ture — the paradigmatic example is the Naive Bayes clas-
sifier. More flexible learning methods allow Bayesian net-
work classifiers to be selected from a small subset of possi-
ble structures — for example, the Tree-Augmented-Naive-
Bayes structures [17]. After a structure is selected, the pa-
rameters of the classifier are usually learned using maxi-
mum likelihood estimation. While in many cases the se-

lected structure does not match the structure that is gener-
ating the data, resulting classifiers have been observed to
perform well when learned with fully labeled data.

Consider learning a classifier with a training set that con-
sists of some labeled data and a very large set of unlabeled
data. This problem is of great interest because in many real
world problems, obtaining a large unlabeled dataset is rel-
atively easy, while labeling the data may be difficult and
expensive. It has been proven that unlabeled data should
improve (on average) classification performance with the
condition that the classifier structure isgenerativeandcor-
rect. We define precisely these terms in the next section.

However, unlabeled data are not always beneficial. Authors
have reported experiments where adding unlabeled data to
a pool of labeled data has led to degradation in classifica-
tion performance [25, 28, 1]. This phenomenon can occur
when the structure of the classifier is incorrect, in which
case adding unlabeled data can be highly detrimental to
classification (as reviewed in the next section).

The importance of structure is therefore a key issue when
learning with labeled and unlabeled data; an incorrect
structure can have dire consequences.This observation sug-
gests that we should search through the space of possible
joint distributions until we find the correct structure — with
the correct structure, we can process as much unlabeled
data as we have.

Alas, structure search is not an easy subject, particularly
when we are interested in classification. There are several
methods for structure learning in Bayesian networks that
attempt to maximize likelihood or a posteriori probabilities
(Section 3). The resulting structures can be sub-optimal
for classification, as confirmed by experiments with real
data [17]. An obvious solution is to conduct structure
search so as to improve estimates that are directly related
with classification; the difficulty of this approach is that
scoring functions tend to become unwieldy and search be-
comes numerically and computationally too complex [17].

To overcome such difficulties, we propose a stochas-
tic structure search method based on Metropolis-Hastings



sampling over a measure induced by classification perfor-
mance (Section 4). It is here that Bayesian networks have
an enormous advantage over less “structured” approaches,
because the existence of an underlying graphical structure
allows us to explore the space of joint distributions in an
organized fashion. Our search method seems to be the first
that focuses solely on classification performance.

In Section 5 we show experimental results both for fully la-
beled sets and labeled and unlabeled sets, showing the suc-
cess of the algorithm in finding better structures for classi-
fication. Using real datasets taken from public repositories,
we first show that classifiers learned with the search algo-
rithm outperform existing classifiers on datasets using fully
labeled data. We then show the success of the algorithm in
learning classifiers from scarce labeled data and abundant
unlabeled data. We have our closing arguments in Section
6, where we discuss the promising aspects of our classifi-
cation based search method in profitably handling labeled
and unlabeled data.

2 LEARNING A CLASSIFIER WITH
LABELED AND UNLABELED DATA

In this section we discuss properties of classifiers learned
with labeled and unlabeled data. In particular, we discuss
the possibility that unlabeled datadegradeclassification
performance.

A few conventions are adopted throughout. The goal here
is to label an incoming vector offeaturesX. Each instan-
tiation of X is a record. We assume that there exists a
class variableC; the values ofC are thelabels. A clas-
sifier receives a recordx and generates a labelĉ(x). An
optimal classification rule can be obtained from the exact
distributionp(C,X); if we do not know this distribution,
we have to learn it from expert knowledge or data. We
consider classifiers that representp(C,X) using Bayesian
networks [26]. A Bayesian network is composed of a di-
rected acyclic graph in which every node is associated with
a variableXi and with a conditional distributionp(Xi|Πi),
whereΠi denotes the parents ofXi in the graph. The di-
rected acyclic graph is thestructure, and the distributions
p(Xi|Πi) represent theparametersof the network. When
the assumed structure for a network matches the structure
that is generating data, we say the structure iscorrect; oth-
erwise, the structure isincorrect. For a fixed structure, we
use the EM algorithm [14] to learn parameters, as this algo-
rithm is the most common choice for learning with missing
data [25]. A Bayesian network that has the correct structure
and the correct parameters is also optimal for classification
because the posterior distribution of the class variable is
accurately represented. A Bayesian network classifier is
generativewhen the class variable is an ancestor of some
or all features. Generative classifiers are suited to learn-
ing with unlabeled data [9, 27, 29]. In this paper we focus

on classifiers where the class variable is the ancestor ofall
features.

Early work has proved that unlabeled data lead to improved
classification performance,provided thatthe structure of
the classifier is correct [6, 7, 8, 28, 29]. Several empir-
ical investigations have suggested that unlabeled training
data do improve classification performance. Shahshahani
and Landgrebe describe classification improvements with
spectral data [28]; Mitchell and co-workers report a num-
ber of approaches to extract valuable information from un-
labeled data, from variations of maximum likelihood es-
timation [25] to co-training algorithms [3]. Other publi-
cations report on EM-like algorithms [1, 5, 24] and co-
training approaches [10, 11, 19]. Overall, these publica-
tions advance an optimistic view of the labeled-unlabeled
data problem, where unlabeled data can be profitably used
whenever available.

However, unlabeled data can also lead to significant degra-
dation in classification performance. A few results in the
literature should suffice to illustrate this possibility. First,
Shahshahani and Landgrebe report situations where unla-
beled data degraded performance in their classifiers, and
attributed the degradation to deviations from modeling as-
sumptions; for example, “outliers, . . . , and samples of
unknown classes” — they suggest that unlabeled records
should be used only when the labeled data alone produce
a poor classifier [28]. Second, Baluja used Naive Bayes
and TAN classifiers to obtain excellent classification re-
sults, but there were cases where unlabeled data degraded
performance [1]. Finally, Nigam et al used Naive Bayes
classifiers and a large number of features, and report that,
when modeling assumptions “are not satisfied, EM may
actually degrade rather than improve classifier accuracy”
[25]. They suggest that the problem might be caused by the
way the EM algorithm interacts with some critical model-
ing assumptions: the number of natural clusters in feature
space, and the pattern of dependencies among features. As
a remedy to the problem, they propose giving a smaller
weight to the unlabeled data, and exploring a larger set of
clusters in the data (approximately equivalent to starting
with a more complex structure).

We have conducted an investigation on the effect of un-
labeled data that can be viewed as a sequence to the
work of Nigam et al. Our conclusions are reported else-
where [9, 13]; here we summarize the main points. We
have observed that degradation is not just caused by ar-
tifacts of the EM algorithm; nor is it just caused by dif-
ferences between the distribution of labeled data and the
distribution of unlabeled data; nor is it just caused by out-
liers. These explanations do not suffice to clarify why is
it that labeled records are routinely seen to improve classi-
fication, even in the presence of outliers or incorrect clus-
ters of features, while the same modeling problems lead
unlabeled data to degrade classification. In fact, unlabeled
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Figure 1: Performance of Naive Bayes classifier from data generated from a Naive Bayes model (left) and a TAN model
(right). Each point summarizes 10 runs of each classifier on testing data; bars cover 30 to 70 percentiles.
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Figure 2: Classification result for the Adult DB experiment with NB (left) and TAN (right) structures.

data canalwayshave a deleterious effect when modeling
assumptions are incorrect; degradation occurs because the
asymptotic classification performance of a classifier with
incorrect structure can be different when this classifier is
learned with fully labeled data and when the classifier is
learned with labeled and unlabeled data. Such a “perfor-
mance gap” can happen because estimation methods like
maximum likelihood do not guarantee that estimates attain
the best possible values (with respect to classification per-
formance) when modeling assumptions are incorrect [15].

It should be noted that when classifications problems are
very complex and labeled data are extremely scarce, un-
labeled data may contain enough information to improve
classification error even in the presence of modeling errors;
the behavior of unlabeled data in classification is certainly
subtle and multi-faceted. A longer discussion, with exper-
iments and information-theoretic arguments regarding per-
formance degradation with unlabeled data, can be found
in [9, 13].

Consider Figure 1, which shows two typical results. These
experiments use simulated data (where the number of clus-
ters in feature space are known) to learn a Naive Bayes
classifier, and use excellent starting points for the EM al-
gorithm (obtained from labeled data). Figure 1 shows clas-
sification performance when the underlying model actually
has a Naive Bayes structure (left), and when the under-
lying model follows a TAN model (right). The result is
clear: when we estimate a Naive Bayes classifier with data
from a Naive Bayes model, more unlabeled data help; when
we estimate a Naive Bayes classifier with data that do not

come from a corresponding structure, more unlabeled data
degrade performance. Another typical example, now with
real data, is shown in Figure 2. The figure shows the result
of learning a Naive Bayes classifier (left) and TAN classi-
fier (right) using different combinations of labeled and un-
labeled datasets for the Adult classification problem taken
from the UCI repository [2]. We see that adding unlabeled
data can improve classification when the labeled data set
is small (30 labeled data), but degrades performance as the
labeled data set becomes larger.

3 LEARNING THE STRUCTURE OF
CLASSIFIERS

The conclusion of the previous section indicates the impor-
tance of obtaining the correct structure when using unla-
beled data in learning the classifier. If the correct struc-
ture is obtained, unlabeled data improve a classifier; oth-
erwise, unlabeled data can actually degrade performance.
Somewhat surprisingly, the option of searching for struc-
tures has not been proposed by researchers that have previ-
ously witnessed the performance degradation. Apparently,
performance degradation was attributed to unpredictable,
stochastic disturbances in modeling assumptions, and not
to mistakes in the underlying structure — something that
can be detected and fixed.

One attempt to overcome the performance degradation
from unlabeled data could be to switch models as soon
as degradation is detected. Suppose then that we learn a
classifier with labeled data only, and we observe a degrada-



tion in performance when the classifier is learned with la-
beled and unlabeled data. We can switch to a more complex
structure at that point. An interesting idea is to start with
a Naive Bayes classifier and, if performance degrades with
unlabeled data, switch to a TAN classifier. The EM-TAN
algorithm [9] is a natural extension of the original TAN al-
gorithm, designed to handle unlabeled data (the algorithm
follows directly from the work of Meila [22]). If the correct
structure can be represented using a TAN structure, this ap-
proach will indeed work. However, even the TAN structure
is only a small set of all possible structures. As shown by
the tests with the Adult database (described in the previ-
ous section), there can be performance degradation both in
Naive Bayes and TAN structures.

A different approach to overcome performance degradation
could be to use some standard structure learning algorithm,
as there are many such algorithms in the Bayesian network
literature [20, 16, 17, 4, 12]. A common goal of many exist-
ing structure search methods is to find a structure that best
fits the joint distribution of all the variables given the data.
Because learning is done with finite datasets, most methods
penalize very complex structures that might overfit the data,
using for example the MDL score. The difficulty of struc-
ture search is the size of the space of possible structures.
If we had infinite amounts of fully labeled data, we could
in theory find the correct structure by exploring this huge
space. With finite amounts of data, algorithms that search
through the space of structures maximizing the likelihood
(or a similar score), can lead to poor classifiers because
the posterior probability of the class variable could have a
small effect on the score [17]. Therefore, a network with a
higher score is not necessarily a better classifier. Friedman
et al [17] further suggest changing the scoring function to
focus only on the posterior probability of the class variable,
but show that it is not computationally feasible.

Bayesian approaches to structure learning have also been
proposed [18, 21]. Madigan and York construct a Markov
Chain Monte Carlo (MCMC) over the space of possible
structures, with the stationary distribution being the poste-
rior of the structures given the data. Metropolis sampling
is used to sample from the posterior distribution. Friedman
and Koller use a two step method in their sampling — first
they sample from the distribution over the ordering of the
variables followed by exact computation of the desired pos-
terior given the ordering. We can expect these two methods
to face difficulties when learning classifiers, since they fo-
cus on the joint distribution given the data, and not on the
classification error.

This shortcoming of likelihood based structure learning
algorithms could potentially be further magnified when
learning with unlabeled data; the posterior probability of
the class has an even smaller effect during the search, while
the marginal of the features would dominate. We illustrate
this point with an experiment using the Shuttle database

taken from the UCI repository. We learned the structure us-
ing the K2 algorithm [12] with 43500 fully labeled records.
After this initial step, we learned the parameters of the
structure with the same large fully labeled training set, test-
ing on a separate test set, to achieve 99.93% classification
accuracy. Then we learned the parameters of the same
structure with another training set, consisting of 100 la-
beled records and 43400 unlabeled records. The second
classifier achieved only 79.16% classification accuracy. We
see that the full potential of unlabeled data was not utilized,
even when we ’helped’ K2 algorithm by providing it with
a large size labeled set. As we show in Section 5, a classi-
fication result of over 99% can be reached using the same
labeled and unlabeled dataset, searching for the structure
driven by classification performance.

4 STOCHASTIC STRUCTURE SEARCH

In this section we propose a method that can effectively
search for better structureswith an explicit focus on clas-
sification. We essentially need to find a search strategy
that can efficiently search through the space of structures.
As we have no simple closed-form expression that relates
structure with classification error, it would be difficult to
design a gradient descent algorithm or a similar iterative
method. Even if we did that, a gradient search algorithm
would be likely to find a local minimum because of the
size of the search space.

We resort to stochastic search methods. Instead of using
some arbitrary function to guide our search for classifiers,
we develop a search method that directly focuses on clas-
sification error. For this reason, we define a measure over
the space of structures.

Definition 1 Theerror measurefor structureS′ is

e(S′) =
pS′(ĉ(X) 6= C)∑
S pS(ĉ(X) 6= C),

(1)

where the summation is over the space of possible struc-
tures andpS(ĉ(X) 6= C) is the probability of error of the
best classifier learned with structureS.

Suppose we want to sample structures according to the er-
ror measure. There are two potential problems:

1. We may not have access to the exact probability of er-
ror for any given structure. A key component of the
algorithm is the ability to estimate the probability of
error of the classifiers,pt

error = pSt(ĉ(X) 6= C). De-
pending on the size of the labeled training set, several
approaches can be used, such as a holdout set or cross
validation. While there is a danger of overfitting to the
training data, empirically we found the use of a hold-
out set and cross validation to be good estimates of the
error, even for relatively small labeled data sets.



2. Even with the exact probability of error, we would
find it difficult to compute the denominator of the er-
ror measure (basically a “partition” function over the
space of structures). To generate samples from the
error measure, we can resort to Metropolis-Hastings
sampling [23].

For constructing the Metropolis-Hastings sampling, we de-
fine a neighborhood of a structure as the set of directed
acyclic structures to which the structure can transit in the
next step. Transition is done using a predefined set of pos-
sible changes to the structure. In our implementation at
each transition a change consists of a single edge addition,
removal or reversal. We define the acceptance probability
of a new structure,Snew to replace a previous structure,St

as follows:

min
(

1, (
pt

errorNt

pnew
errorNnew

)1/T

)
, (2)

whereNt and Nnew are the sizes of the neighborhoods
of St and Snew respectively; this choice corresponds to
equal probability of each member in the neighborhood of
a structure.T can be understood as a temperature factor.
Roughly speaking,T close to1 would allow acceptance of
more structures with higher probability of error then pre-
vious structures.T close to0 mostly allows acceptance of
structures that improve probability of error. It is a known
result in simulated annealing that whenT is decreased log-
arithmically, convergence to the global minimum (or max-
imum) of a function (probability of error in this case) is
guaranteed. However, this schedule is very slow to con-
verge. Throughout our experiments we used a fixedT and
observed the error to reach a minimum after a relatively
short number of iterations. We summarize our algorithm as
follows:

• Fix the network structure to some initial structure,S0.

• Estimate the parameters of the structureS0 and com-
pute the probability of errorp0

error.

• Sett = 0.

• Repeat,

– Sample a new structureSnew, from the neighbor-
hood ofSt uniformly, with probability1/Nt.

– Learn the parameters of the new structure using
maximum likelihood estimation. Compute the
probability of error of the new classifier,pnew

error.
– Accept Snew with probability,

min(1, ( pt
errorNt

pnew
errorNnew

)1/T ), whereT < 1.

– If Snew is accepted, setSt+1 = Snew and
pt+1

error = pnew
error.

– t = t + 1.

• return the structure Sj , such that
j = argmin0≤j≤MaxIter(pj

error).

The sampling is repeated until a maximum number of it-
erations is reached(MaxIter). As the algorithm uses esti-
mated classification error to drive the search, the possibil-
ity of overfitting does exist. The problem can be avoided
by using several heuristics that limit the complexity of
the classifier, such as choosing the less complex structure
among structures with similar probability of error (this is
the Occam window approach described in [21]). In the ex-
periments we report in the next section, we allow an unre-
stricted search, limiting only the number of iterations. In
some experiments with a small number of labeled records,
we did observe the beginning of overfitting, warranting the
use of heuristic methods.

5 EXPERIMENTS

We tested the algorithm in two phases. First we investi-
gated the performance of the algorithm using only labeled
data using datasets from the UCI machine learning repos-
itory [2]. We then removed the labels of most of the data
randomly and use the search algorithm to learn with both
labeled and unlabeled data. Depending on the size of the
labeled training set, either a holdout set or 5 fold cross vali-
dation was used to estimate the error measure in Expression
(1). An additional independent test set was used to validate
the structure learned by the algorithm. All of the results we
present were obtained on independent test sets, which were
notused in during the learning phase.

5.1 RESULTS WITH LABELED DATA

Table 1 shows the classification results with fully labeled
data for a number of datasets. For each dataset, we compare
the classifier obtained with our search method with Naive
Bayes and TAN classifiers. Results of other classifiers on
most of these datasets have been reported in [17].

In all of the tests, we use a holdout set, 1/3 of the size of
the training set for computing the error measure in (1). We
see that for all the datasets, the structure search algorithm
outperformed NB and TAN. The most dramatic increase
occurred for the Chess dataset, where the performance im-
proved to over 96% accuracy.

The number of iterations needed to reach the performance
in the experiments described in Table 1 ranged from138−
625. Thus, as long as the application does not require very
fast learning, it is feasible to use stochastic search for learn-
ing a classifier.



Data Set # Training records # Test records Stochastic structure search NB TAN

Shuttle 43500 14500 99.93% 99.79% 99.86%
Satimage 4435 2000 87.70% 81.80% 86.15%

Adult 30162 15060 85.58% 83.85% 85.08%
Chess 2130 1066 96.06% 88.38% 91.93%

Table 1: Classification result for labeled only tests.

5.2 RESULTS WITH LABELED AND
UNLABELED DATA

To evaluate our search method with labeled and unlabeled
data, we started with an empirical study involving simu-
lated data. We artificially generated data to investigate: (1)
whether the algorithm finds a structure that is close to the
structure that generated the data, and (2) whether the al-
gorithm uses unlabeled data to improve the classification
performance. A typical result is as follows. We generated
data from a TAN structure with 10 features. The dataset
consisted of 300 labeled and 30000 unlabeled records. We
first estimated the Bayes error rate by learning with the cor-
rect structure and with a very large fully labeled dataset.
We obtained a classification accuracy of92.49%. We then
learned Naive Bayes classifiers with the labeled records
only, and with both labeled and unlabeled records; like-
wise, we learned TAN classifiers with the labeled records
only, and with both labeled and unlabeled records; and fi-
nally, we learned a Bayesian network classifier with our
search method. The results are presented in the first row
of Table 2. With the correct structure, adding unlabeled
data improves performance significantly (columns TAN-L
and TAN-LUL). Note that adding unlabeled data degraded
the performance from 16% error to 40% error when we
learned a Naive Bayes classifier, with incorrect structure.
The structure search algorithm comes close to the perfor-
mance of the classifier learned with the correct structure.
Figure 3 shows the changes in the test error during the
search process. The graph shows the first 200 moves of the
search, initialized with the Naive Bayes structure. The error
usually decreases as new structures are accepted; occasion-
ally we see an increase in the error allowed by Metropolis-
Hastings sampling.

Next, we performed experiments with some of the UCI
datasets, using relatively small labeled sets and large unla-
beled sets( Table 2). Consider the Shuttle dataset, where
structure search has a dramatic effect. Using only 100
labeled records combined with 43400 unlabeled records,
the performance of the classifier learned with the structure
search algorithm is similar to the classifier learned with all
the data labeled. The effect of incorrect structure assump-
tions is especially acute in the Naive Bayes classifier, where
performance dropped from 82% using only the 100 labeled
records to 30% when learning with the added 43400 un-
labeled data. The situation is better for TAN classifier, in
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Figure 3: Changes in the test error during the structure
search for the artificial data set experiment.

Figure 4: Best performing structure for the Shuttle dataset.

which the unlabeled data actually improves the classifica-
tion performance to 90% from 81%. However, as can be
seen, the performance could still be greatly improved when
a better structure is found by the structure search algorithm.
Figure 4 shows the structure of the final classifier for the
Shuttle dataset. The structure is more complex than the
TAN structure, but it is possible to achieve good perfor-
mance even with this complex structure because we have
enough unlabeled data at our disposal.

In the results of the Adult database, we see that the stochas-
tic structure search achieved the best results compared to
the other classifiers using the unlabeled data. However,
the Naive Bayes classifier trained without the unlabeled
data outperformed all the others. In fact, NB has been re-
ported to perform as well as most of other classifiers for this
dataset. This suggests that perhaps the Adult problem has
a simple discrimination boundary, but very complex struc-
ture. Because the structure is complex, adding unlabeled
data degrades classification, and again because the struc-



Dataset Training records Test records NB-L NB-LUL TAN-L TAN-LUL SSS-LUL
# labeled # unlabeled

TAN
(artificial data) 300 30000 50000 83.41% 59.21% 90.89% 91.94% 91.05%

Shuttle 100 43400 14500 82.44% 29.88% 81.19% 90.22% 99.98%
Satimage 600 3835 2000 81.70% 77.75% 83.75% 80.90% 85.05%

Adult 300 29862 15060 80.64% 71.42% 76.01% 71.63% 77.20%

Table 2: Classification results for Naive Bayes,TAN, and stochastic structure search:
NB-L: accuracy for Naive Bayes classifier learned with labeled data only
NB-LUL: accuracy for Naive Bayes classifier learned with labeled and unlabeled data
TAN-L: accuracy for TAN classifier learned with labeled data only
TAN-LUL: accuracy for TAN classifier learned with labeled and unlabeled data
SSS-LUL: accuracy for stochastic structure search with labeled and unlabeled data.

ture is complex, it is hopeless to try to find the right struc-
ture with a the available data. So, in such problems, Naive
Bayes is the winner with labeled data only.

We see that in all the experiments, unlabeled data de-
graded the performance for the NB structure. We wanted
to find out if the strategy of weighing down the unlabeled
data, suggested by Nigam et al [25], would help in these
cases. We performed tests on both the Shuttle and Artificial
datasets. For each dataset, we learn NB classifiers, giving
the unlabeled data a weight ofλ ≤ 1. We changeλ from 0
(unlabeled data is not used at all) to 1 (same importance to
unlabeled data). The results are shown in Figure 5. We see
that for both datasets, as the weight of the unlabeled data
is increased, the error increases. This result clearly shows
that using this strategy does not make the best use of the
unlabeled data. We have seen that in both of these cases,
using a better structure leads to dramatic improvement in
performance.

6 CONCLUSIONS AND FUTURE WORK

In this paper we discussed the importance of structure when
learning a Bayesian network classifier with labeled and un-
labeled data. We introduced a classification driven struc-
ture search algorithm based on Metropolis-Hastings sam-
pling, and showed that it performs well both on fully la-
beled datasets and on labeled and unlabeled training sets.
We presented results with fully labeled datasets that out-
perform existing approaches, and described results that in-
dicate the value of structure search when labeled data are
scarce and unlabeled data are abundant.

The idea of structure search is particularly promising when
unlabeled data is present, due to the surprising possibility
of performance degradation when structure is incorrect. It
seems that simple heuristic methods, such as Nigam et al’s
solution of weighing down the unlabeled data, are not the
best strategy for unlabeled data. We suggest that structure
search, and in particular stochastic structure search, holds

the most promise for handling large amount of unlabeled
data and scarce labeled data in classification.

We greatly benefit from the fact that Bayesian networks
can handle unlabeled data in a principled way. The abil-
ity of Bayesian networks to produce generative classifiers
with arbitrary structure holds great potential and should be
further explored; we believe that the success of structure
search methods for classification increases significantly the
breadth of applications of Bayesian networks.

The complexity of the stochastic search algorithm is higher
than other algorithms; for each candidate structure we use
ML learning, using EM when there are unlabeled data. Un-
like likelihood based structure search algorithms, this step
cannot be avoided since we need to compute the classifica-
tion error for each candidate structure. In our experiments
we achieved good performance after a reasonable number
of iterations and computation time.

Of course, many refinements of the stochastic search
method could be explored in the future. We could explore
different temperature schedules, and we could explore sev-
eral techniques to avoid overfitting. We could also make
use of the degradation effect of unlabeled data to detect in-
correct structures during the search. In its present form, the
algorithm focuses on finding a single structure; we might
want to use several high performing networks, averaging
their decision weighted by their expected performance. We
could also introduce penalties for structural complexity,
and investigate more general Bayesian network structures.

Hopefully, the ideas in this paper will lead to new ways of
thinking about labeled and unlabeled data.
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